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Abstract

Docker containers are an emerging standard for deploying software on various platforms
and in the cloud. Containers allow for high velocity of deployment and decrease dif-
ferences between different environments. A further abstraction is the introduction of
a cluster layer to transparently distribute a set of Docker containers to multiple hosts.
This bachelor thesis is introducing a solution consisting of Mesosphere and Docker, to
address the challenges of the cloud model, like ensuring fault-tolerance and providing
scaling mechanisms. The self-healing mechanisms of Mesosphere are evaluated and
compared, to decide which type of failure is the worst case for the system and for run-
ning applications. A concept for an automated instance-scaling mechanism is developed
and demonstrated, because this feature is missing in the Mesosphere concept. It is also
shown, that applications can use idle resources while respecting given conditions.

Docker Container werden mehr und mehr zum Standard bei der Erstellung von Software
für verschiedene Plattformen, sowie für die Cloud. Container ermöglichen eine schnelle
Bereitstellung von Software und verringern die Abhängigkeit von der Umgebung. Eine
weitere Abstraktion ist die Einführung eines weiteren Cluster Layers, um Docker Con-
tainer transparent auf die vorhandenen Hosts zu verteilen. Diese Bachelorarbeit stellt
eine Lösung basierend auf Mesosphere und Docker vor, um die Herausforderungen des
Cloud-Models, wie zum Beispiel die Sicherstellung von Fehlertoleranz und das Anbi-
eten von Skalierungsmechanismen zu adressieren. Die Selbstheilungsmechanismen von
Mesosphere werden evaluiert und verglichen, um festzustellen, welcher Typ von Fehler
der schlimmste Fall für das System und laufende Anwendungen ist. Ein Konzept für
ein automatischen Instanz-Skalierungsmechanimus wird entwickelt und demonstriert,
da diese Feature im Mesosphere Konzept nicht vorhanden ist. Außerdem wird gezeigt,
dass Anwendungen nicht genutzte Ressourcen benutzen können und dass dabei gewisse
Bedingungen eingehalten werden.
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1. Introduction

In the cloud era, clusters of low cost commodity hardware have become the major
computing platform. Low cost commodity hardware means, that the hardware is inex-
pensive, widely available and easily exchangeable with hardware of a similar type. For
example multiple CPUs and normal sized hard disk drives (e.g. 1 TB) are connected to
a cluster. Clouds are the major computing platform, because they are supporting large
internet services, data-intensive applications, are fault-tolerant and scalable.

The challenges of the cloud model are to orchestrate the multiple computers of a cluster
and their resources (e.g. CPUs, hard disks and RAM) properly to achieve optimal
performance and utilization. It must be ensured that each instance of an application is
the same, which would be a problem if each instance is installed manually. Somehow it
must be decided where in the cloud or on the cluster an application should run, while
respecting given constraints. Also applications that are running on different nodes must
be linked(Figure 1.1). A cloud must be fault-tolerant and scalable.

Figure 1.1: Challenges of the cloud model: Where to run applications and how to link
applications/containers running on different hosts (adapted from [1])

A variety of cluster computing frameworks have been developed to make programming
the cluster easier. The rapid development of these cluster computing frameworks makes
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clear, that new frameworks will emerge. No single framework is optimal for all kind of
applications, because there are frameworks such as Marathon[6] specialized in keeping
long-time tasks running or frameworks such as Chronos[7], that are specialized for batch
tasks. Therefor, it would be advantageous to run multiple frameworks, that are each
specialized for a type of applications, on one machine to maximize utilization and to
share resources efficiently between different frameworks. That means that two tasks of
different frameworks can run on the same node in the cluster. Because the servers in
these clusters consist of commodity hardware, failures must be expected and the system
must be able to react automatically. Additional requirements are fault-tolerance and
self-healing mechanisms, because the cluster should be highly available. Load balancing
is required to optimize the response time and resource use. To increase the performance
of the cluster, efficient and automated scaling is another important requirement.

Apache Mesosphere promises to be a possible solution to these challenges by adding
a resource sharing layer. The resources of the cluster are abstracted as one big pool
of resources. There is no node that is just able to run just one type of application,
but various types of applications can run on the same node. This means that no node
is reserved for just one type of application, which leads to higher utilization of the
nodes. Through the interplay of different components Mesosphere provides fine-grained
resource sharing across the cluster. No single point of failure exists in the Mesosphere
concept. If a component of Mesosphere fails the rest of the system is not harmed and
is still running correctly. Load-balancing between several instances of an application
and scalability, if more instances of an application are needed, are also provided by the
Mesosphere concept[8, 9].

In the ECM1 Mail Management group at IBM Research and Development a enterprise
content management software is in development. To achieve high velocity of deployment
and automatism, this product is now further developed with Docker containers. The
next step is to find a way to deploy these containers in a production environment,
taking into account the requirements of an ECM system, such as fault-tolerance, high
availability and scalability. Mesosphere promises to meet these requirements and to
provide a high resource utilization of the cluster.

One of the goals of this thesis is to evaluate how Mesosphere reacts and how long
running applications are harmed in case of different types of failures. Master failures,
slave failures and failures of running applications are identified as possible types of
failures. Also the failure times of the three types of failures are compared to determine
which failure is the worst case for running applications. The scaling mechanisms of
Mesosphere, regarding scaling up the number of instances of applications and scaling up
the available resources of an application, within the meaning of provide idle resources
to an application, are tested. Another goal is to develop and examine a concept to
add the feature of scaling the number of instances of an application in dependence on
the utilization of slaves automatically. To show what needs to be considered to add

1Enterprise Content Management
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this feature an example script is written and tested. It is also demonstrated that an
application can use idle resources of a slave to achieve better performance.

The contributions of this thesis are the following:

• Evaluation of self-healing mechanisms

– Evaluate how Mesosphere reacts in different types of failures.

– Compare the failures to decide which type is the worst case for the system
and running applications.

• Concepts for automated scaling

– Develop and test a concept to add a automated instance-scaling mechanism.

– Demonstrate the use of idle resources and that conditions are respected.

In Chapter 2 the default mechanisms and techniques are explained to show the achieve-
ments of newer techniques such as Docker and elastic sharing. To give an overview
over Mesosphere, the multiple components of the Mesosphere software stack and their
functions are explained in Chapter 3. The concrete combination that is evaluated and
the evaluation tests of the self-healing mechanisms can be found in Chapter 4. The
developed concept for automated scaling and the demonstration of an application that
uses idle is shown in Chapter 5.
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2. Background

This chapter gives an overview of the default technique to maintain a cluster, static
partitioning, and gives an introduction to virtual machines to be able to compare them
to Docker containers. Linux containers are introduced, because they are the basic
technology of Docker containers. Section 2.1 gives an overview of static partitioning
with a comparison to elastic sharing in Section 2.1, virtual machines in Section 2.2 and
Linux containers in Section 2.3.

2.1 Static Partitioning

The solution of choice before elastic sharing was to statically partition the cluster and
run one application per partition or allocate a set of virtual machines to each appli-
cation. In this case the resources of a datacenter must be manually allocated to an
application. For example the resources of five VMs are manually allocated for one ap-
plication. This five VMs are not available for other applications, even if the resources
are not used. If an application should be scaled up, more resources have to be manu-
ally allocated by the administrator. This requires that the user who wants to run an
application on the cluster to determine the maximum resource demand before running
applications and allocate this demand statically for these applications. This is neces-
sary to enable the resource manager to be sure that the resources are actually available
to the application at runtime. The problem is that users typically allocate more re-
sources than the applications actually need which leads to idle resources and resource
overhead[9].

Elastic sharing means that applications can allocate additional resources automatically
if needed and that resources, which are not used, can be reallocated to other applica-
tions. There two different types of resources in case of elastic sharing. If a application
needs resources in order to run, these resources are called mandatory resources. These
resources never exceed, which ensures that the application will not deadlock. In contrast
preferred resources are used to make applications work ”better”. Applications perform
”better” by using preferred resources, but can also use others equivalent resources to
run. For example an applications prefers using a node that stores data locally, but can
also access the data from other nodes. In case of static partitioning it is not possible
to allocate more resources to an application dynamically. The idle resources of other
applications can not be used.
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2.2 Virtual Machines

A virtual machine is an emulation of a particular software system that does not directly
runs on hardware. They need a Hypervisor that runs either directly on the hardware
(Type 1 hypervisor) or on operating-systems (Type 2 hypervisor), for example Virtual-
Box1, and creates one or more virtual machines[10]. A Hypervisor is a piece of software
that creates and manages guest machines on an operating system, called host machine.
The Type 1 hypervisor is installed on bare metal. It can directly communicate to the
underlying physical hardware of the server and provides the resources to the running
VMs. Type 2 hypervisor is a hosted hypervisor and is installed on top of an operating
system. The resources have to take one more virtualization step to be provided to a
running VM.

There are two major types of virtual machines. The system virtual machine provides
a complete system platform to support the execution of an operating system. An
advantage of a system virtual machine is that multiple operating systems can run on
the same hardware, but a virtual machine is less efficient than an actual machine. The
second type is the process virtual machine which is designed to execute a single program
or process. This virtual machine exists as long as the process is running and is used for
single processes and applications[11].

Compared to Docker a virtual machine contains more than just the necessary binaries
and libraries for the applications. Docker containers are just containing the application
and the dependencies of this application. This is why Docker containers are lighter and
are using less space on the disk.

2.3 Linux Containers

Containers provide a lightweight virtualization mechanism with process and resource
isolation that does not require a full virtual machine[12]. To provide resource isolation
the resources of an operating system are partitioned into groups. For an application
that runs inside a containers it seems like it is running on a separate machine while the
underlying resources of the operating system can be shared to other applications. In
contrast to virtual machines, no instruction-level emulation is needed. The instructions
can be run native to the core CPU without special interpretation. Also no just-in-
time compilation is needed[13]. Linux containers are the basic technology that Docker
containers are based on.

1https://www.virtualbox.org



3. Architecture of Mesosphere

This chapter gives an overview of the components of Mesosphere and their tasks in
the following sections. The interplay of the various components and their tasks are
explained to understand how Mesosphere provides fault-tolerance and manual scaling.
Section 3.2.2 describes the functions of the Marathon framework and in Section 3.2.3 an
overview of other frameworks, that can run on top of Mesosphere, is given to highlight
the variety of frameworks that can run side by side in Mesosphere. The concrete
combination of components for the evaluation is explained in Chapter 4.

3.1 Overview of the Architecture

Mesosphere is a open source software stack designed to provide fault tolerance, effective
resource utilization and scaling mechanisms. The core of Mesosphere is Apache Mesos
(Section 3.2), which is an open source cluster manager. It further consists of Apache
ZooKeeper (Section 3.2.1), various applications running on top of Mesosphere which
are called frameworks (e.g Marathon and Chronos) and HAProxy. Mesos consists of
the components shown in Figure 3.1. HAProxy (Section 3.4) is installed on every node
to provide load balancing and service discovery.

Figure 3.1: Architecture of Apache Mesos[2]
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3.2 Apache Mesos
The open source cluster manager Apache Mesos is the main component of Mesosphere.
It provides effective resource sharing across distributed applications. There are several
frameworks such as Marathon, Chronos, Hadoop[14] and Spark[15] which can run on
top of Apache Mesos1[4]. One component of Mesos is the Mesos master process. This
process manages the slave daemons, that are running on each node in the cluster, and
the frameworks that are running tasks on these slaves. Mesos realizes the fine-grained
sharing across the frameworks via resource offers. The applications that are running
on top of Mesos are called frameworks and are written against the Mesos master. They
consist of two parts, the scheduler and the executor. The scheduler registers with the
master and gets resource offers from it. Framework tasks are launched by the framework
executor process that is located on the slave nodes. Frameworks get resource offers
from the master and schedule tasks on these resources. Each offer contains a list of free
resources on the slaves. Mesos delegates allocation decisions to the pluggable allocation
module. In normal operation Mesos takes advantage of short tasks and only reallocates
resources when tasks finish. If resources are not freed quickly enough, the allocation
module has the possibility to revoke (kill) tasks. Two examples for allocation policies
which are implemented in allocation modules are fair sharing and strict priority.

To make resource offers robust there are three mechanics implemented. Because some
frameworks will always reject certain resource offers a filter can be set at the master
level. This could be a filter like ”only offer nodes from list L” or ”only offer nodes
with at least R free resources”. Furthermore, because frameworks may need time to
respond to an resource offer, the offered resources are counted towards the share of
the framework. This is a incentive for frameworks to respond quickly and to filter the
offered resources to get offers for more suitable resources. Third, if a framework has not
answered to a resource offer for a predetermined time, the resources are re-offered to
other frameworks. When a task should be revoked Mesos gives the framework executor
time to kill the task. If the executor does not respond, Mesos kills the entire executor
and its tasks. To avoid frameworks with independent tasks being killed the procedure
of guaranteed allocation exists. If the framework is below its guaranteed allocation
the tasks should not be killed and if its above all of the tasks can be killed. An
extension to this is to let the framework specify priorities for its tasks so that tasks
with lower priority are revoked first. To support a variety of sharing policies the Mesos
master employs a modular architecture to add new allocation modules easily via plugin
mechanism. Mesos provides resource isolation between framework tasks running on
the same slave through pluggable isolation modules that are for example using Linux
containers or Docker containers. To be able to react automatically if a Mesos master
fails there is a ZooKeeper quorum and the master is shadowed by several backups. If
the leading Mesos master fails, ZooKeeper reacts and selects a new master from the
backups (see Section 3.2.1). Because the masters are designed to be soft state they can
reconstruct their states by interpreting the periodic messages from the slaves and the
schedulers[2, 9].

1http://mesos.apache.org/documentation/latest/mesos-frameworks/

http://mesos.apache.org/documentation/latest/mesos-frameworks/
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3.2.1 ZooKeeper

To provide fault-tolerance a ZooKeeper quorum is used in the Mesosphere concept as
shown in Figure 3.2. ZooKeeper is a open source software licensed under the Apache
License2. Its architecture is based on the server-client model.

Figure 3.2: Zookeeper service in Apache Mesosphere (adapted from [3])

A ZooKeeper quorum is an ensemble of multiple servers, each running a replica of
ZooKeeper which increases the fault-tolerance of ZooKeeper itself. The quorum must
consist of an uneven number of ZooKeeper instances to be able to make majority de-
cisions and prevent race conditions. The database of Zookeeper primarily holds small
meta information files, which are used for configuration or coordination. The names-
pace of ZooKeeper is similar to that of a file system. A name is a path with elements
separated by a slash as in a operating system. The difference to a standard file system
is, that a znode3 can have data associated as well as being a directory. In case that the
leading master fails a new leading master is elected via Apache Zookeeper.

The higher level MasterContender and MasterDetector build a frame around the Con-
tender and Detector abstraction of ZooKeeper as adapter to provide and interpret the
ZooKeeper data. Each Mesos master uses both, Contender and Detector, to try to elect
itself as leader and to detect who is the current leader. Other Mesos components use
the Detector to find the current leader. When a component of Mesos disconnects from
ZooKeeper, the components MasterDetector includes a timeout event which notifies the
component that it has no leading master. There are different procedures depending on
the failed component:

• If a slave disconnected from ZooKeeper, it does not know which Mesos master is
the leader and it ignores messages from the masters, to not act on messages that
are not from the leader. When the slave is reconnected, ZooKeeper informs it of
the leader and the slave stops ignoring messages.

2http://www.apache.org/licenses/LICENSE-2.0
3ZooKeeper Data Node
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• Master failure

– If the master is disconnected from ZooKeeper it aborts processing. The
administrator can run a new master instance that starts as backup.

– Otherwise the disconnected master waits to reconnect as backup and possibly
gets elected as Leader again.

• A scheduler driver that is disconnected from the leading master informs the sched-
uler about its disconnection.

By using WATCH on the znode with the next smaller sequence number there is au-
tomatically sent a notification in case of leading master failure. Because the znodes
are created as ephemeral nodes they are automatically deleted if a participant fails.
Ephemeral nodes exist as long as the session they were created from. If a participant
joins, a ephemeral node is created in a shared path to track the status of that par-
ticipants. This nodes give information about all participants. This concept replaces
the periodic checking of clients. Another important concept of ZooKeeper are condi-
tional updates. Every node has got a version number to make changes of the nodes
recognizable[3, 16, 17].

3.2.2 Marathon Framework

Marathon is a framework for long-running applications such as a web application. It
is a cluster-wide init and control system for services in cgroups or Docker containers
and ensures that an application is always running. For starting, stopping and scaling
applications Marathon provides an REST API. High availability of Marathon is pro-
vided by running multiple instances that are pointing to a Zookeeper quorum. Because
Marathon is a meta framework other Mesos frameworks or other Marathon instances
can be launched and controlled with it.

One of the features Marathon offers, to optimize fault-tolerance and locality, is to
control where applications are running and is called Constraints. They are made up of
a variable field, an operator field and a attribute field. The CLUSTER operator allows
to run all applications on slaves that provides a certain attribute, as for example special
hardware needs, or to run applications on the same rack.

1 curl −X POST −H "Content−type: application/json" localhost:8080/v1/apps/
start −d ’{

2 "id": "sleep−cluster",
3 "cmd": "sleep 60",
4 "instances": 3,
5 "constraints": [["rack_id", "CLUSTER", "rack−1"]]
6 }’

Listing 3.1: Launch an application on a specific rack via curl
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Every change in the definitions of applications or groups is performed as a deployment.
It is a set of actions that can start/stop applications, upgrade applications or scale ap-
plications. Multiple deployments can be performed simultaneously if one deployment is
only changing one application. If dependencies exist, the deployment actions have to be
performed in a specific sequence. To roll out new versions of applications it is necessary
to follow specific rules. In Marathon there is a strategy with minimumHealthCapac-
ity. The minimumHealthCapacity defines a minimum percentage of old application
instances that have to run all time during the upgrade. If the minimumHealthCapac-
ity is zero, all old instances can be killed. If the minimumHealthCapacity is one, all
instances have to be successfully deployed before old instances can be killed. If the min-
imumHealthCapacity is between zero and one, the old version and the new version are
scaled to minimumHealthCapacity side by side. If this is finished the old instances are
stopped and the new version is scaled to 100%. It should be noted that more capacity
is needed for this kind of upgrade strategy if the minimumHealthCapacity is greater
than 0.5.

When the application is running it must be possible to send traffic to it and if more
applications are running they have to know each other. An application that is created
via Marathon can be assigned to one or more port numbers. These ports can either be
a valid port number or zero, which Marathon uses for randomly assign a port number
between 31000 and 32000. This port is used to ensure that no two applications can
be run with overlapping port assignments. Since multiple instances can run on the
same node, each instance is assigned to a random port. That port can be reached from
the ($PORT) environment variable which is set by Marathon. For using HAProxy,
to provide load balancing and service discovery, Marathon comes with a shell script
called haproxymarathonbridge. It turns the Marathon list of running tasks into a con-
figuration file for HAProxy. When an application is launched via Marathon it gets a
global port. This global port is forwarded on every node via HAProxy. An applica-
tion can reach other applications by sending traffic to http://localhost and the port of
these applications. Load balancing is also provided by HAProxy (more information in
Section 3.4).

It is also possible to force deployments in case that a previous deployment fails, because
a failed deployment will take forever. Via Health Checks the health of the applications
can be checked. A health check passes if the HTTP response code is between 200 and
399 and its response is received within the determined timeoutSeconds period. If a task
fails more than maxConsecutiveFailures health checks, it is killed[6, 18].
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3.2.3 Other Frameworks

Applications that are running on top of Mesosphere are called frameworks. There
are several frameworks for Apache Mesos which support various types of applications.
Some of them are shown in Figure 3.3. In Section 3.2.3 to Section 3.2.3 some of these
frameworks are described. It is also possible to write own frameworks against the
framework API of Mesos.

Figure 3.3: Applications that take advantage of Mesos[4]

Aurora

Apache Aurora, that is currently part of the Apache Incubator4, is a service scheduler
that runs on top of Mesos and enables to run long-running services that take advantages
of scalability, fault-tolerance and resource isolation. While Mesos operates on the con-
cept of tasks, Aurora provides a layer on top of the tasks with the Job abstraction. On
a basic level a Job consists of a task template and instructions for creating replicas/in-
stances of that task. A single job identifier can have multiple task configurations to be
able to update running Jobs. Therefor it is possible to define the range of instances for
which a task configuration is valid. For example it is possible to test new code versions
alongside the actual job by running instance number 0 with a different configuration
than instances 1-N. A task can be both, a single process or a set of many separate
processes that are running in a single sandbox. Thermos provides a Process abstraction
underneath the Mesos task concept and is part of the Aurora Executor[19].

Hadoop

The Apache Hadoop software library is a framework that allows distributed processing
of large datasets across a cluster, built on commodity hardware. It provides MapRe-
duce, where applications are divided into smaller fragments that are distributed over
the cluster and a distributed file system that stores data on the compute nodes[14].
MapReduce is the key algorithm of Hadoop. It breaks down big problems into small,
manageable tasks and distributes them over the cluster. Basically MapReduce consists

4http://incubator.apache.org/
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of two processing steps. The first step is Map. In the Map phase, records from the
data source are fed into the map() function as key/value pairs. From the input one or
more intermediate values with an output key are produced. In the Reduce phase all
intermediate values for a specific output key are combined in a list and reduced into
one or more final values for the same key[20].

Spark

Apache Spark is a framework for iterative jobs on cluster-computing systems, that
makes parallel jobs easy to write. It was originally developed in the AMPLab5 at
the University of California in Berkley and is now a top level project at the Apache
Software Foundation since February 2014. Spark provides primitives for in-memory
cluster computing that let applications store data into the clusters memory and is built
on top of the Hadoop Distributed File System[21]. The main abstraction are Resilient
Distributed Datasets, which are immutable and can just be created by the various
data-parallel operators of Spark. Each RDD is either a collection stored in a external
storage, such as a file in HDFS, or a derived dataset, which is created through applying
operators to other RDDs. They are automatically distributed over the cluster. In case
of faults it recovers its state through recomputing them from the base data. Spark can
be 100x faster than Hadoop because it takes advance of a DAG6 execution engine which
supports in-memory computing and cyclic data flow[9, 15, 22].

Jenkins

Jenkins is a open source continuous integration system that monitors execution of jobs
such as building software projects or cronjobs. It is written in Java and supports devel-
opers by testing and integrating changes to projects. The basic tools are for example
Git[23], Apache Ant[24] and SVN[25]. New function can be added by the community
via plugins. In Mesos the mesos-jenkins plugin allows Jenkins to dynamically launch
new Jenkins slaves. If the Jenkins Build Queue is getting bigger, this plugin is able to
draw up new Jenkins slaves to schedule the tasks immediately[26, 27].

Cassandra

Cassandra is a scalable and fault-tolerant NoSQL database for managing large amounts
of data across a cluster. The project was born at Facebook and is now a top level project
at Apache. It was specially adapted to run on clusters of commodity hardware, where
fault-tolerance is one of the key features. Elastic scalability makes it possible to add
capacity and resources immediate when they are needed. Cassandra does not support
the full relational data model, but provides clients with a simple data model. This
model supports dynamic control over the data layout and format. Cassandra comes
with its own simple query language, called Cassandra Query Language (CQL), which
allows users to connect to any node in the cluster. CQL uses similar syntax as SQL.
From the perspective of CQL the database consists of tables[28, 29].

5https://amplab.cs.berkeley.edu/
6Directed Acyclic Graph
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3.3 Docker

Docker is an open source platform for developing, shipping and running applications
as lightweight Linux containers. It basically consists of the Docker Engine, the Linux
container manager, and the Docker Hub, a store for created images. All dependencies
that are required for an applications to run are hold inside the container, which makes it
possible to run the application on multiple platforms. Containers also provide resource
isolation for applications and makes deploying and scaling fast and easy by just launch-
ing more containers of the same type when needed. The architecture of Docker consists
of servers/hosts and clients as shown in Figure 3.4. The Docker client communicates
with the Docker daemon via sockets or through an REST API. The Docker Daemon
is responsible for building, running and distributing the containers. Users can interact
with the daemon through the Docker client.

Figure 3.4: Architecture of Docker[5]

Inside of Docker there are three components. Docker images are read-only templates
and are used to create Docker containers. There can be various applications or operating
systems contained in an image. Images consist of a series of layers which are combined
into an image via the use of union file systems. This layered file system is a key feature
of Docker. It allows the reuse of layers between containers, so that for example a
single operating system can be used as basis for several containers, while allowing each
container to customize the system by overlaying the file system with its own modified
files. If a docker image is changed, a new layer is built. In contrast to virtual machines,
where the whole image would be replaced, only that layer is added or updated. Now
just the update has to be distributed which makes distributing Docker images fast.
Constructing images starts from a base image, for example a base Ubuntu image. The
instructions are stored in the Dockerfile. When a build of an image is requested, that
file is read and a final image is returned by executing the instructions saved in the



3.3. Docker 15

Dockerfile. The images are hold by Docker registries, which are private or public stores
from which existing images can be downloaded or created images can be uploaded. It
is possible to download and use images that were created by others or to save self-
created images by pushing them to a registry. Docker Hub7 is a Docker registry which
is searchable via Docker Client and provides public and private storage for images.

A Docker container consists of an operating system, user-added files and meta-data. It
holds all dependencies that are needed to run an application and is similar to a directory.
When Docker runs a container it adds a read-write layer on top of the image, in which
the application can run. Each container is a stand-alone environment, which contains
all dependencies of the applications running in this container and is created from a
Docker image. The underlying technology is Go as programming language and several
features of the Linux kernel. To provide isolation of containers, Docker uses namespaces.
A process running in one of these namespaces has no access to processes outside of this
namespace. Furthermore Docker makes use of control groups, also called cgroups. To be
able to run multiple containers on one host it must be ensured that applications just use
their assigned resources. Control groups are used to share available hardware resources
to containers and for setting up constraints and limits. Union file systems are used by
Docker to provide building blocks for containers. These are file systems that operate
by creating layers, which makes them very lightweight and fast. This Linux kernel
features are combined to a container format, that is called libcontainer. Traditional
Linux containers using LXC8 are also supported[5, 30]. In Mesosphere Docker is used
to make software deployment and scaling easy and fast. Mesos 0.20.0 is shipped with
the Docker containerizer for launching Docker images as a task or as an executor. The
Docker containerizer is translating the task/executor launch and destroy calls to Docker
CLI9 commands[31, 32].

7https://hub.docker.com/
8https://linuxcontainers.org/
9Docker Command Line http://docs.docker.com/reference/commandline/cli/

http://docs.docker.com/reference/commandline/cli/
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3.4 HAProxy

HAProxy, which stands for High Availability Proxy, is a open source solution that of-
fers high availability and load balancing. It is running on each node in the Mesosphere
cluster and prevents a single server from becoming overloaded by too many requests by
distributing the workload across multiple servers. It supports different load balancing
algorithms, for example roundrobin and leastconn10. Round-robin selects servers in turn
whereas leastconn selects the server with the least number of connections. If two servers
have the same number of connections Round Robin is used in addition to leastconn[33].
In the Mesosphere concept HAProxy is also used for service discovery, for example be-
tween two services running on different slaves. The haproxy-marathon-bridge script[34]
turns Marathons list of running applications into a haproxy configuration file. In the
example Figure 3.5 service2 on slave2 wants to connect with service1 on slave1 with
Port 31100. Service2 sends the traffic to http://localhost:31100 and HAProxy routes
the traffic to the next running service1, which is the service on slave1. If service1 fails
and more instances of service1 are running on other slaves, HAProxy routes the traffic
to the next running service1 in the HAProxy configuration file.

Figure 3.5: HAProxy routes the traffic from service2 on slave2 to service1 on slave1

10list of load balancing algorithms:http://cbonte.github.io/haproxy-dconv/configuration-1.4.html#
4.2-balance

http://cbonte.github.io/haproxy-dconv/configuration-1.4.html#4.2-balance
http://cbonte.github.io/haproxy-dconv/configuration-1.4.html#4.2-balance


4. Evaluation of Self-Healing
Mechanisms

In this chapter the behavior of Mesosphere with focus on the self-healing mechanisms
is evaluated and the times of three types of failures are measured and compared. In
Section 4.1 the concrete combination of Mesosphere components and the preparation for
the tests are explained. Section 4.2 shows the fault-tolerance tests of masters, slaves and
the Wordpress Docker containers. The results are analyzed, compared and discussed in
Section 4.3

4.1 Concept and Preparation

This section explains the concept shown in Figure 4.1 that is used to evaluate the be-
havior of Mesosphere in case of failures and also to test the scaling concept in Chapter 5.
A quorum of three Mesos masters with Marathon and Zookeeper running is launched
to provide fault tolerance. An uneven number and a minimum of three masters are the
prerequisite for a fault-tolerant quorum and to make majority decisions. In a production
environment five masters are recommended to still be able to make majority decision
after a master failure, but for the purpose of this tests three masters are sufficient to
provide fault tolerance, because the failure of just one master is simulated. Zookeeper
is used to select a new leading master in case of failure. The seven slaves are connected
with Zookeeper to be informed of the leading master. For service discovery HAProxy is
installed on every node and inside the Wordpress Docker containers. To emulate utiliza-
tion of the cluster JMeter[35] is used, to route traffic at the Wordpress[36]. Wordpress
and the MySQL database are running in Docker containers, because the developed ap-
plications of the IBM ECM Mail Management group are running in Docker container
too. Marathon is used to launch these applications on the cluster, because they are
long-running applications.
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Figure 4.1: Components of Mesosphere and a JMeter VM for the performance evalua-
tion

To emulate a cluster, 10 kernel virtual machines[37] are created on a host system with
RHEL server 6.5 as operating system. The host system is a server with 24 CPUs and
126GB RAM. The Mesos master KVMs are created with 1 CPU and 2GB RAM and
the Mesos slave KVMs are created with 2CPUs and 4GB RAM. The operating system
running on the nodes is Red Hat Linux Enterprise Linux 6.5 64 Bit1. The KVMs
are created with the libvirt management tool virt-install[38]. For monitoring the open
source Ganglia Monitoring System is installed[39].

The Mesos software (version 0.21.0-1.0.centos65) and HAProxy (version 1.5.2-2.el6)
are installed on every node in the cluster. HAProxy is installed on each node and
inside the Wordpress containers to be able to use the haproxy-marathon-bridge script
for automated updates of the haproxy configuration file. Marathon version 0.7.6-1.0
and Zookeeper version 3.4.5+28-1.cdh4.7.1.p0.13.el6 are installed and configured on
each Mesos master. On the Mesos slaves Docker version 1.3.1-2.el6 is installed to be
able to launch Docker containers. If Docker is used as containerizer the order of the
parameters in the containerizer file of Mesos has to be changed to ”‘docker,mesos”. The

1http://www.redhat.com/en/about/press-releases/red-hat-launches-latest-version-of-red-hat-
enterprise-linux-6
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executor registration timeout has to be changed as shown in Listing 4.1, because the
deployment of a container can take several minutes.

1 echo ’docker,mesos’ > /etc/mesos−slave/containerizers
2 echo ’5mins’ > /etc/mesos−slave/executor_registration_timeout

Listing 4.1: The parameters in the executor registration timeout and the containerizer
file

The Wordpress Docker container is taken from the official repository at Docker Hub[40].
In the Dockerfile (Listing A.3) and in the docker-entrypoint.sh file (Listing A.4) some
lines of code are added to install and configure HAProxy in the Wordpress Docker
container. Worpress routes the traffic to 127.0.0.1 and the service port of the MySQL
container (10000). HAProxy routes the traffic to all registered MySQL databases. The
MySQL Docker container is also taken from the official repository at Docker Hub and
is not edited[41]. The Docker containers are deployed on the cluster via JSON scripts
against the REST API of Marathon as shown in Listing 4.2.

1 curl −X POST −H "Content−Type: application/json" http://192.168.122.2:
8080/v2/apps −d@MySQL.json

2 curl −X POST −H "Content−Type: application/json" http://192.168.122.2:
8080/v2/apps −d@WP.json

Listing 4.2: Post the Wordpress and MySQL container to the REST API of Marathon
(for example on master1)

To simulate utilization of Wordpress, Jmeter[35] is used with the following configuration.
It runs on a separate virtual machine with 4 CPUs and 4 GB RAM. HAProxy and the
haproxy-marathon-bridge script are installed to route traffic to the slaves via HAProxy.

• Thread Group

– Number of Threads (users): 20

– Ramp-Up Period (in seconds): 2400 (one user every two minutes)

– Loop Count: 2500

• HTTP Request Defaults

– Server IP: 127.0.0.1

– Port Number (Wordpress port): 10001

• HTTP Request Path: /?p=1

• Target Throughput (in samples per minutes): 120
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Every two minutes a new user is created and is doing its 2500 request samples to the
starting page of Wordpress. After 40 minutes all users are created. The Constant
Throughput Timer is set to 120 samples per minute, so each thread tries to reach 120
samples per minute.

4.2 Fault Tolerance Evaluation

Three types of failures are measured in this section. The failures of the master nodes
and the slave nodes are simulated by turning off the virtual machines via the command
virsh destroy. This command does an immediate ungraceful shutdown and stops any
guest domain session. The Docker container failure is simulated by stopping a running
Wordpress container via the command docker stop. Because the time for pulling a
Docker container depends on its size and it is not representative to measure this time
for the Wordpress container, the containers are already pulled on each slave. Traffic
is routed to the Wordpress instances via JMeter and HAProxy. For each evaluation
section ten consecutive test with the same configuration setup are made to compute
a mean value from the fluctuating values. The results are evaluated and discussed in
Section 4.3.

4.2.1 Master Failure

The virtual machine of the leading master is turned off by the command virsh destroy.
The instances of ZooKeeper and Marathon on that virtual machine are also unavailable
during the failure. It is measured when the failure is detected and when a new master is
elected. Table 4.1 shows the number of the tests, the times until the failure is detected,
the times until a new leader is elected and the total times from the failure to the election
of the new leader. From the virsh destroy command to the detection of the failure it

Test num-
ber

Time until fail-
ure detected

Time until new
master is elected

Total time be-
tween destroy
and new leader

1 4 8 12
2 2 8 10
3 5 7 12
4 8 8 16
5 2 6 8
6 3 11 14
7 5 20 25
8 4 8 12
9 2 20 22
10 4 6 10

mean 3.9 10.2 14.1

Table 4.1: Master failure times in seconds



4.2. Fault Tolerance Evaluation 21

takes on average 3.9 seconds. Until a new master is elected it takes on averages 10.2
seconds. The total time from the failure to a new master is elected is on average 14.1
seconds. Figure 4.2 shows the CPU utilization of the Wordpress container running on
slave3 during the master failure test number one. It shows, that the running Wordpress
instance is not harmed by the master failure. The red line marks the moment of the
master failure.

Figure 4.2: CPU utilization of a slave with Worpress running during the master failure
test number one

4.2.2 Save Failure

In case of slave failures the running Docker containers have to be redeployed on another
slave and the haproxy configuration file must be updated via the haproxy-marathon-
bridge script. It is measured how fast the Wordpress Docker container is redeployed.
Table 4.2 shows the test number, the time between the failure and the detection, the
time between the detection and the new instance and the total time between the failure
and the new instance.

It takes on average 80.4 seconds until the failure is detected. From the detection of the
failure until the new instance is running on another slave it takes on average 3 seconds.
The total time between the slave failure and the new instance running is on average
83.3 seconds. Figure 4.3 shows test number one. At the start one instance of Wordpress
is running on slave6 and traffic is routed to it. After five minutes the virtual machine
is destroyed and the slave process fails at 10:40:53, marked by the black line. After 85
seconds a new instance of Wordpress is running on slave7 and traffic is routed to it.
The test ends at 10:47:30.
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Test Num-
ber

Time until fail-
ure detected

Time between
failure detec-
tion and new
instance

Total time
between fail-
ure and new
instance

1 83 2 85
2 78 3 81
3 78 3 81
4 81 3 84
5 83 3 86
6 83 5 88
7 85 3 88
8 76 3 79
9 75 3 78
10 82 1 83

mean 80.4 3 83.3

Table 4.2: Slave failure times in seconds

Figure 4.3: CPU utilization of slave6 and slave7 during the slave failure test number
one
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4.2.3 Docker Container Failure

If a Docker container fails, a new instance of that container is deployed on the same
slave. The container gets the status FINISHED in Mesos. Table 4.3 shows the test
number, the times between stopping the container and the task state FINISHED, the
times between task state FINISHED and the new instance of the Docker container and
the total time between the failure and the new container. Until the task state FINISHED

Test Num-
ber

Time until
task state
FINISHED

Time until
new container
deployed

Total time
from fail-
ure to new
Docker con-
tainer

1 0.372579 0.675985 1.048564
2 0.779301 5.850783 6.630084
3 0.002771 0.949817 0.952588
4 0.444973 1.117514 1.562487
5 0.4 25483 0.565958 0.991441
6 0.441671 1.333932 1.775603
7 0.891333 1.75925 2.650583
8 0.388141 1.537182 1.925323
9 0.215931 1.457299 1.67323
10 0.220495 1.695727 1.916222

mean 0.418268 1.694345 2.12613

Table 4.3: Docker failure times in seconds

it takes on average 0.418268 seconds. From task state FINISHED to the new instance
of the Docker container it takes on average 1.694345 seconds. The total time from the
failure to the new Docker container is on average 2.12613 seconds. Figure 4.4 shows
test number one. The test starts at 14:17:57, when traffic is routed to the running
Wordpress instance on slave6. The Docker container is stopped at 14:23:10:447614,
marked by the red line, and after 1.048564 seconds a new instance is deployed on the
same slave.
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Figure 4.4: CPU utilization of a slave during the Docker container failure test number
one

4.3 Discussion

In this chapter the results of the self-healing mechanism evaluation are discussed. The
results are showing the benefits of automation in cases of failures and which failure is
the worst case for a running applications. The self-healing mechanisms are reacting
fast and automatically in case of failures. If a failure is detected on a system without
automated mechanisms, human resources must be used to detect and resolve them.
So these self-healing mechanisms are reducing costs and are saving time, because the
system can react independent from human resources.

Table 4.4 shows the calculated mean time and standard deviation of the tests that are
discussed in this section. The master failures are fixed in an average of 14.1 seconds
and they are not harming the running tasks of an application, which can bee seen
in Figure 4.2. The CPU load does not decrease when the master fails, because the
Wordpress container is still running. Traffic is still routed to the application, because
the haproxy configuration file is updated via the haproxy-marathon-bridge script, which
is configured with the IPs of all masters. So in the case that one master is not reachable
the haproxy configuration file is updated with the information of one of the backup
masters. During the election of a new Leader no new application can be deployed on
the cluster and scaling is not possible, because the slaves are rejecting all messages that
are not from the leading master. So during the time it takes to correct the failure the
applications and their tasks are still running, but no new applications or new instances
can be deployed. The measured times are generally valid, because the load and the
type of running applications have no effect in case of master failures.
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The measured times of the tests number 7 and 9 differ from the other results. In the
logfiles can be seen, that in these cases the reconnection to ZooKeeper fails at first
attempt. As a result the masters can not be informed of the new Leader. After addi-
tional 10 seconds the reconnection is successful and the masters are informed about the
actual leading master. Because this is a scenario that can also happen in a production
environment the times must be considered in the result. The standard deviation of
5.1 seconds by a mean time of 14.1 seconds is a high value and is caused by the two
mentioned divergent times in tests 7 and 9.

Slave failures are fixed in on average 83.3 seconds. During this time applications that
were running on the failed slave are not reachable until they are redeployed on another
slave. So a slave failure harms the performance of the applications that were running on
that slave for on average 83.3 seconds. From the calculated standard deviation of 3.35
seconds by a mean time of 83.3 seconds can be concluded that all tests are executed
the same way and that no critical errors occurred.

It takes the shortest time, with on average 2.1 seconds, to fix Docker container failures.
Failed Docker containers are redeployed on the same slave, to exploit the fact that the
Docker image is already pulled and that the HAProxy file is still configured for that
slave. This makes the correction of a Docker container failure very fast. In test number
2 shown in Table 4.3 it takes longer until the new Docker container is deployed than
in the other tests. From the logfiles it is clear that no error occurred. This test result
distorts the value of the mean time by 0.7 seconds. Because no error is identifiable
additional test must be performed to examine the cause of this irregularity.

The conclusion is, that a slave failure is the worst case, because the performance of
applications is more affected than in cases of Docker container failures or master failures.
Compared to the other failure a master failure is the least affecting failure, because the
running applications are not harmed, but the performance of the system is affected, if
applications should be deployed or scaled during a master failure.

Type of failure Master failure Slave failure Container fail-
ure

Mean Time 14.1 83.3 2.1
Standard Devia-
tion

5.185 3.35 1.58477

Table 4.4: Mean time and standard deviation of the failure tests in seconds
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4.4 Threats to Validity

In this chapter the threats to validity of the evaluation concept and of the self-healing
mechanisms tests are discussed. To increase the intern validity, ten successive test runs
are made. This reduces the risk of divergent measurement results that are effected by
confounding variables. There are some divergent measurement results in the master
failure and Docker failure tests, as mentioned in Section 4.3. In the master failure tests,
it is an error while reconnecting to ZooKeeper. Because that can also happen in a
production environment it is not declared as an error and does not affect the validity
of this test. This is different in case of the Docker container failure test. As mentioned
in Section 4.3 the cause of the divergent times in test number 2 is not clear. They are
affecting the validity of this test, because the value distorts the result.

The use of virtual machines and the use of a virtual network to interconnect them does
not affect the validity, because in an production environment Mesosphere can run on
top of VMs too, to be able to scale the cluster by deploying more VMs. It is difficult to
get generally valid results from the slave failure and the Docker container failure tests,
because these results are dependent on the application. To be able to compare the
self-healing mechanisms of Mesosphere to the mechanisms of other solutions the same
tests under the same conditions and with the same applications must be run on that
solutions.

It must be considered that Wordpress is not a very complex application and is took as
example in this evaluation. It would also just take several seconds to install and config-
ure it manually. This changes when considering more complex applications, where more
parts of an application must be installed, configured and linked to other applications
on the cluster.

4.5 Summary

Master failures are handled in on average 14.1 seconds. During the election of a new
leading master the applications on the slaves are not harmed and are still running,
because the HAProxy file is still configured properly. Because the Mesos masters
are designed soft state, they can restore their status automatically from messages of
ZooKeeper and the slaves. If a slave fails, the Wordpress Docker container is auto-
matically redeployed on another slave within on average 83.4 seconds. Compared to a
manual setup and configuration of Wordpress this is very fast. The failure of a Docker
container is handle in on average 2.1 seconds. Containers are redeployed on the same
slave, if that slave is still running, to take advantage of the locality. The slave failure is
identified as the worst case for running applications, followed by the Docker container
failure. A master failure does no affect running applications, but prevents deployments
and scaling.
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There are two different types of scaling in the Mesosphere concept. The first type is
to scale the application by deploying more instances of that application and distribute
the traffic to them. In Section 5.1 a concept to provide a automated instance-scaling
mechanism is introduced and the performance is demonstrated. The second type is
automated scaling of running applications by using idle resources on the slaves. Sec-
tion 5.2 demonstrates the use of idle resources and the case that another application
needs the used resources. For the demonstration tests the same concept of Mesosphere
as explained in Section 4.1 is used.

5.1 Scaling by Deploying More Instances

One possibility of scaling is to increase or decrease the number of running instances of
an application. Mesosphere does not provide automatism for this type of scaling. For
this test case and to demonstrate that it is possible to add this feature to Mesosphere,
a self written bash script is used (Listing A.5). In Figure 5.1 the concept of the scaling
procedure is shown. The concept is, that the number of instances of a running appli-
cation is scaled depending on the CPU utilization of slaves. If a slave is about to be
fully utilized the number of instances is scaled up or, if there are running more than one
instance and the CPU utilization of all slaves is low, one instance is stopped, because
the remaining instances are able to handle the traffic.

First the triggers for upscaling and downscaling are set. If the value of load is greater
than 2, some processes have to wait in the run queue, because each Slaves just has got 2
CPUs. To prevent this the value of trigger greater is set to 1.8 to trigger the upscaling
process before processes have to wait. The trigger smaller is set to 0.75, because if the
load is smaller, the remaining instances can take the traffic without being overloaded.
Then the average load during the last minute for each slave is retrieved per ssh as shown
in Listing 5.1.

1 trigger_greater=1.8
2 trigger_smaller=0.75
3 load_11=‘ssh root@192.168.122.11 ’cat /proc/loadavg’ | awk ’{print $1}’‘

Listing 5.1: Auto scale.sh script: Setting triggers and load average retrieving example

The load of all slaves are compared to each other and the biggest value is saved in the
load variable. The value of load is now compared to the triggers. If the value of load is
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Figure 5.1: The concept for a automated instance-scaling mechanism

1 response_g=‘echo | awk −v Tg=$trigger_greater −v L=$load ’BEGIN{if ( L >
Tg){ print "greater"}}’‘

2 response_s=‘echo | awk −v Ts=$trigger_smaller −v L=$load ’BEGIN{if ( L <
Ts){ print "smaller"}}’‘

Listing 5.2: Auto scale.sh script: Comparing the load value with the triggers

greater then two, the two CPUs of the slave are about to be overloaded and the number
of instances has to be increased.
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If the value is greater than trigger greater a new instance of Wordpress is deployed on
another slave in the cluster. If it is smaller than trigger smaller and the number of
running instances is greater than one, the application is scaled down. Because the load
value of the slaves is an average value over the last minute and takes time to settle down
again after the number of instances changed, the changed value is set to one. If changed
is set to one, the application is not scaled up or scaled down in the next execution
of the script, but changed is reset to zero. To avoid that Wordpress is scaled to zero
(suspended) the num instances value is queried in the elif statement(Listing 5.3).

1 if [[ $response_g = "greater" && if $changed != 1 ]]
2 then
3 echo DEPLOY ONE MORE INSTANCE
4 curl −X PUT −H "Content−Type: application/json" http://192.168.122.3:

8080/v2/apps/wp −d ’{"instances": ’$(($num_instances+1))’ }’
5 num_instances=$(($num_instances+1))
6 changed = 1
7
8 elif [[ $response_s = "smaller" && $num_instances != 1 && $changed != 1

]]
9 then

10 echo KILL ONE INSTANCE
11 curl −X PUT −H "Content−Type: application/json" http://192.168.122.3:

8080/v2/apps/wp −d ’{"instances": ’$(($num_instances−1))’ }’
12 num_instances=$(($num_instances−1))
13 changed = 1

Listing 5.3: Auto scale.sh script: Increase or decrease the number of instances

It must be considered that the cronjob for the marathon-mesos-bridge script is just
scheduled every minute. So it can take up to one minute until the haproxy configuration
file is updated and traffic can be routed to the new Wordpress instance. Cronjobs
are processes that are executed periodically and automatically. The shortest available
interval is one minute.

Table 5.1 shows the elapsed time since the start of the test at significant points, the
action at that points of time and the load of the seven slaves during the test. Also the
value of the variable load is shown, which is compared to the triggers.

The cpu user usage of the slaves that are running an Wordpress instance during the
test is shown in Figure 5.2. Cpu user shows the utilization of the CPUs by user pro-
cesses in percent. The numbers on top of the black bars in the graph are representing
the number of instances that are running from that point of time. The test starts at
17:14:50 with one Wordpress instance and the traffic routed to the Wordpress contain-
ers increases continuously until all twenty users of the JMeter test are created within
forty minutes. When the average load (shown in Figure 5.3) of a slave exceeds the
value of trigger greater, the Wordpress application is scaled up. That happens at four
times during the test until five instance are running and the traffic can be handled by
the Wordpress containers. From 17:53:00 to 18:00:09 all twenty users are routing traffic
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elapsed
Time

0 14:18 24:37 34:47 48:53 57:20 61:36 65:40 71:48

action nothing scale
up

scale
up

scale
up

scale
up

scale
down

scale
down

scale
down

scale
down

Number of
instances

1 2 3 4 5 4 3 2 1

load slave1 0.09 0 0 0 0.76 0.61 0.27 0.55 0.41
load slave2 0 0.00 0 0 0 0 0.03 0 0
load slave3 0.07 0 0 0 0 0 0.04 0 0.08
load slave4 0.06 0 0 0 0 0.38 0.56 0.60 0.56
load slave5 0.08 2.73 2.67 1.34 1.56 0.32 0.09 0.08 0
load slave6 0 0.01 1.88 1.85 1.45 0.71 0.26 0.03 0
load slave7 0 0 0 1.14 1.82 0.50 0.33 0.68 0

value of
load

0.09 2.73 2.67 1.85 1.82 0.71 0.56 0.68 0.56

Table 5.1: Loads of the seven slaves and the value of load during the instance scaling
test

to the Worpress containers and the utilization of the CPUs is less than 50%, so no
additional instances of Worpdress have to be deployed. From 18:00:09 the traffic de-
creases continuously, because one Thread after the other finishes its 2500 requests. At
18:11:35 the average load of all slaves is less then the value of trigger smaller (0.75) and
the first of the five running Wordpress containers is stopped on slave5. The remaining
containers now have to take the additional traffic of slave5, which is why the utilization
of the remaining containers ascends after Wordpress on slave5 is stopped. The other
running Wordpress containers on slave1, slave6 and slave7 are also stopped until the
test is finished at 18:35:46 and just one instance is remaining on slave4.
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Figure 5.2: CPU utilization by user processes of the slaves that are running Wordpress
containers during the test.

Figure 5.3: Average load of the last minute of the slaves that are running Worpress
containers during the test
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5.2 Scaling by Using Idle Resources

The second type of scaling is that applications can use idle resources of the slaves. For
this demonstration two Wordpress containers are running on the same slave. In the first
step traffic is routed to the first Worpdress instance to achieve utilization and the use
of idle resources of the second Wordpress instance. Then traffic is routed to the second
instance to determine if the mandatory resources can be used immediately by that
container. Table 5.2 shows the elapsed time since the start of the test and the number
of used CPUs by the two Wordpress container at significant points of time. Each

Elapsed
time

0 0:31 1:09 1:26 1:36 1:57 2:16 2:28

Wordpress1
CPUs used

0 1.498 1.642 0.979 0.998 1.023 1.767 1.779

Wordpress2
CPUs used

0 0 0.161 0.845 0.918 0.605 0.003 0

Table 5.2: Elapsed time and number of used CPUs of the two running Wordpress
instances

Wordpress container has assigned one CPU as mandatory resource which is marked
with the red line in Figure 5.4. The test starts at 13:49:05 and traffic is routed to the
Wordpress1 container. It uses the idle resources of the slave and nearly both CPUs of
the slave with a utilization up to 1.9 of 2 CPUs at 13:49:53. From 13:50:14 traffic is
also routed to the Wordpress2 instance, while traffic is still routed to the Wordpress1
instance too. There is no load balancing in this test, but the traffic is routed to the
Wordpress instances by two separate JMeter instances. As soon as the Wordpress2
instance needs its mandatory resources the Wordpress1 instance has to immediately
release that resources it used before, as shown in Figure 5.4 from 13:50:14 to 13:50:58.
From 13:51:58 the traffic at Wordpress2 decreases and Wordpress1 can use the idle
resources on the slave again.
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Figure 5.4: Number of used CPUs of the two running Wordpress instances on one slave

5.3 Discussion

The possibility to add the feature of automated scaling to Mesosphere is demonstrated
by example in this chapter. With the written script, a test is run to show that automated
scaling is enabled. Figure 5.3 shows, that the number of instances is scaled depending on
the highest load of the slaves. Figure 5.2 shows the CPU utilization during the test. The
load value at some points of time exceeds the value of the trigger, for example before the
second instance is deployed, because the script just runs every two minutes. This time is
chosen, because the average load of the last minute does not reflect the actual utilization
of the slave, but the average utilization of the last minute and it takes some time until
the value of load assimilates. Also the haproxy-marathon-bridge script is running as
cronjob and updates the haproxy configuration file only every minute. This means that
in the worst case the haproxy configuration file is only updated after one minute. So in
that case traffic can be earliest routed to the application after on minute. In case that
the number of instances was scaled, in the next execution of the update script no action
is performed to give the value of load time to assimilate. Without this time period too
much instances would be deployed, although they are not inconclusively required at
that point of time. These problems would be eliminated, if the current CPU utilization
and not the average of the last minute is measured and used to trigger the scaling
process. But in that case, temporary peaks of the load must be observed and it must
be decided, if the application should be scaled in case of temporary peaks. As trigger
for scaling the CPU load of the slaves is taken, because the JMeter test is designed for
CPU utilization. For the scaling purpose in a production environment other resources
as RAM or network utilization must be considered as triggers too. Furthermore the
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trigger values are estimated, so it must be evaluated with which values of the triggers
the scaling process performs best.

5.4 Summary

The developed concept for the automated instance-scaling mechanism shows that the
feature of automated scaling can be added to Mesosphere and which variables of the
system must be considered. The use of idle resources leads to higher utilization of
the slaves and the whole cluster. Mandatory resources of an application can be used
by other applications to scale up their usable resource pool if needed. Because the
mandatory resource are immediately freed in case the application claims to use them,
there is no disadvantage for that application.

The possibility of adding a automated instance-scaling mechanism and the fact that
applications can use idle resources while respecting given conditions makes the concept
of Mesosphere to an environment in that the available resources for running applications
can automatically be adjusted dependent on their utilization.



6. Related Work

There are more open source PaaS1 for a lightweight virtualization cluster abstraction
such as Kubernetes[42], CoreOS[43], OpenShift[44] and Cloud Foundry[45]. These plat-
forms are introduced in a paper about the state of the art cloud service designs[46].
This chapter gives an small introduction to them and highlights the differences to
Mesosphere.

Kubernetes is a project of Google to manage a cluster of Linux containers. The concept
of Kubernetes is similar to the Mesosphere concept and supports Docker containers
too. It basically consists of a master and several minions (slaves). A new concept
are Pods, that are defining a collection of containers that are tied together and are
deployed on the same Minion. The replication controller has the same functions as the
frameworks in Mesosphere. It schedules containers across the Minions and defines how
many applications or Pods should run[47]. To be able to use the benefits of Kubernetes
like pods for grouping containers and labels for service discovery and load-balancing
inside of Mesosphere a Kubernete framework for Mesosphere is in development[48].

CoreOS is an open source lightweight linux operating system for server deployments.
Applications on top of CoreOS run as Docker containers. The etcd daemon, which is a
key value store for shared configuration and service discovery, runs across all nodes in the
cluster and allows to share configuration data across the cluster[49]. Fleet is a cluster
manager daemon that is running on cluster level. It provides fault-tolerance by re-
scheduling jobs from failed machines onto other healthy machines and ties together the
separate systemd instances and etcd into a distributed init system[50]. It is comparable
with the frameworks in the Mesosphere concept. Recently CoreOS is developing its
own container engine called Rocket, because Docker became too complex and extensive
for the use in CoreOS[51]. Unlike CoreOS, Mesosphere is not a specialized operating
system, but a set of software packages that can run on top of an operating system like
CoreOS.

OpenShift is a PaaS for cloud computing. The basic and open-source software that is
called OpenShift Origin. The basis of OpenShift is Red Hat Linux Enterprise, which
runs on every node in the cluster. The nodes are managed by Brokers, that are similar
to the master nodes in the Mesosphere concept. In contrast to Mesosphere, Open-
Shift supports auto-scaling mechanisms to scale dependent on the incoming traffic .
Therefor the minimum and maximum number of application instances must be de-
fined. Then OpenShift scales up the instances if needed and provides load balancing
via HAProxy[52].

1Platforms as a Service
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Cloud Foundry is an open source PaaS developed by Pivotal Software[53]. The Cloud
Controller, which provides an REST API for clients to connect and the Health Manager
are responsible for the applications life cycle. For load balancing the Router is respon-
sible, which routes the traffic to the Cloud Controller or to a running application. It
does not provide any auto-scaling mechanisms[54].



7. Conclusion

In this thesis, we evaluated and compared the self-healing mechanisms of Mesosphere
in case of three types of failures. Furthermore a concept to add a automated instance-
scaling mechanisms to Mesosphere is developed. Mesosphere addresses the challenges
where to place applications, how to link running containers on different hosts and how
to handle failures and it supports automated scaling. From the comparison of the three
failure types can be concluded, that slave failures are the worst case, followed by Docker
container failures. Because master failures do not affect running applications, it is the
most innocuous failure if no deployments an scaling should be processes during a master
failure. The results of this tests show that Mesosphere provides automated and fast
self-healing mechanisms to achieve fault-tolerance, compared to default mechanisms
like manually reinstalling and reconfiguring applications, which can take up to several
minutes.

The second part of this thesis is to develop a concept for adding the missing feature of
automated scaling and demonstrate the behavior of running instances in case they are
using idle resources. To achieve automated deployment of instances dependent on the
utilization of slaves or Docker containers a custom scaling scheme must be developed.
If the scaling process is triggered an additional instance is deployed or one instance is
killed. The concept shows important variables, which must be considered when devel-
oping a custom scaling scheme, but it must refined to also be able to scale dependent
on RAM and network utilization. Further the utilization of Docker container must be
measured separately to be able to scale the application that causes the utilization of
the slave if various applications are running on the same slave. Another insight is,
that Mesosphere does not support any mechanism to scale up the cluster. To scale up
the cluster by deploying more slaves (adding VMs) an additional IaaS1is needed. The
efficient use of idle resources on slaves leads to higher utilization of the cluster and the
mandatory resources of other applications are released as soon as they are needed.

This thesis shows that Mesosphere in collaboration with Marathon and Docker pro-
vides fast and automated self-healing mechanisms and the possibility to add missing
automated scaling schemes. The self-healing evaluation shows that slave failures are
the worst failures for running applications and that master failure are not affecting
running applications. The concepts for automated scaling show, which values must be
considered when adding the feature of automated scaling of instances to Mesosphere
and that the use of idle resources leads to higher utilization of the nodes in the cluster,
while considering constraints.

1Infrastructure as a Service
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8. Outlook

For the further evaluation of Mesosphere, the self-healing mechanisms and the concepts
of automated scaling, it must be compared to other possible solutions mentioned in
Chapter 6. To get comparable results, the failure tests must be performed under the
same conditions and with the same Docker containers. Because one result of the Docker
container self-healing mechanism test differs from the rest, that test must be repeated
or additional runs of the test must be performed to determine if it is an unique deviation
or if it happens more often. The script to add the feature of automated scaling must be
refined to be used in a production environment. In the case that several applications
are running on the same slave, not the load of that node must be measured, but the
load of the running Docker containers to scale the right container. Also it must be
evaluated which are the best values of the triggers for scaling, since the actual values are
estimated. In particular the instance-scaling mechanism must be arranged with the use
of idle resources. It must be determined, if and how many idle resources an application
can use until a new instance is deployed. Furthermore other types of resources such as
RAM and network utilization must be monitored and used as triggers.

At the moment Mesosphere develops an DCOS1 in which all mentioned components
and features are included. Mesosphere then is installed like an operating system. It
provides an datacenter command line interface run commands over the whole cluster.
It will be possible to scale up applications or install frameworks by one command. Also
it will be possible to resize the cluster by just one command in collaboration with an
underlying IaaS2. For failure testing the application Chaos is included in the DCOS[55].

1datacenter operating system
2Infrastructure as a Service
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1 {
2 "id": "mysql",
3 "instances": 1,
4 "cpus": 1,
5 "mem": 1024,
6 "disk": 500,
7 "cmd":"",
8 "ports": [
9 0

10 ],
11 "container": {
12 "type": "DOCKER",
13 "docker": {
14 "image": "wuggi/mysql",
15 "network": "BRIDGE",
16 "portMappings": [
17 { "containerPort": 3306, "hostPort": 0, "protocol": "tcp" }
18 ]
19 }
20 }
21 }

Listing A.1: MySQL JSON file to deploy a MySQL database via the REST API of
Marathon
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1 {
2 "id": "wp",
3 "instances": 1,
4 "cpus": 1,
5 "mem": 1024,
6 "disk": 500,
7 "cmd":"",
8 "constraints": [["hostname", "UNIQUE"]],
9 "ports": [

10 0
11 ],
12 "container": {
13 "type": "DOCKER",
14 "docker": {
15 "image": "wuggi/wp",
16 "network": "BRIDGE",
17 "portMappings": [
18 { "containerPort": 80, "hostPort": 0, "protocol": "tcp" }
19 ]
20
21
22 }
23 }
24 }

Listing A.2: Wordpress JSON file to deploy Wordpress via the REST API of Marathon
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1 FROM php:5.6−apache
2 \# Install Haproxy.
3 RUN \
4 sed −i ’s/^\# \(.∗−backports\s\)/\1/g’ /etc/apt/sources.list \&\& \
5 apt−get update \&\& \
6 apt−get install −y haproxy \&\& \
7 sed −i ’s/^ENABLED=.∗/ENABLED=1/’ /etc/default/haproxy \&\& \
8 rm −rf /var/lib/apt/lists/∗
9

10 \# Add files.
11 ADD haproxy.cfg /etc/haproxy/haproxy.cfg
12 ADD start.bash /haproxy−start
13 \# Define mountable directories.
14 VOLUME ["/haproxy−override"]
15
16 \# Define working directory.
17 WORKDIR /etc/haproxy
18 RUN bash −c ’echo "service haproxy start" >> /.bashrc’
19 \# Define default command.
20 CMD ["bash", "/haproxy−start"]
21
22
23
24 WORKDIR /var/www/html
25
26 RUN apt−get update \&\& apt−get install −y rsync \&\& rm −r /var/lib/apt

/lists/∗
27
28 RUN a2enmod rewrite
29
30 \# install the PHP extensions we need
31 RUN apt−get update \&\& apt−get install −y libpng12−dev \&\& rm −rf /var

/lib/apt/lists/∗ \
32 \&\& docker−php−ext−install gd \
33 \&\& apt−get purge −−auto−remove −y libpng12−dev
34 RUN docker−php−ext−install mysqli
35
36 VOLUME /var/www/html
37
38 ENV WORDPRESS\_VERSION 4.0.0
39 ENV WORDPRESS\_UPSTREAM\_VERSION 4.0
40 ENV MYSQL\_PORT\_3306\_TCP tcp://127.0.0.1:10000
41 ENV MYSQL\_PORT\_3306\_TCP\_PROTO tcp
42 ENV MYSQL\_PORT\_3306\_TCP\_ADDR 127.0.0.1
43 ENV MYSQL\_ENV\_MYSQL\_ROOT\_PASSWORD password
44
45 \# upstream tarballs include ./wordpress/ so this gives us /usr/src/

wordpress
46 RUN curl −SL http://wordpress.org/wordpress−\${WORDPRESS\_UPSTREAM\

_VERSION}.tar.gz | tar −xzC /usr/src/
47
48 "’COPY docker−entrypoint.sh /entrypoint.sh
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49 \# grr, ENTRYPOINT resets CMD now
50 ENTRYPOINT ["/entrypoint.sh"]
51 CMD ["apache2", "−DFOREGROUND"]
52
53 \#Expose Ports
54 EXPOSE 80

Listing A.3: Wordpress Dockerfile with lines added to install and configure HAProxy
(lines 2-20)
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1 #!/bin/bash
2 service haproxy start
3 set −e
4 echo "1: $MYSQL_PORT_3306_TCP"
5 if [ −z "$MYSQL_PORT_3306_TCP" ]; then
6 echo >&2 ’error: missing MYSQL_PORT_3306_TCP environment variable’
7 echo >&2 ’ Did you forget to −−link some_mysql_container:mysql ?’
8 # exit 1
9 fi

10
11 # if we’re linked to MySQL, and we’re using the root user, and our

linked
12 # container has a default "root" password set up and passed through... :

)
13 : ${WORDPRESS_DB_USER:=root}
14 if [ "$WORDPRESS_DB_USER" = ’root’ ]; then
15 : ${WORDPRESS_DB_PASSWORD:=$MYSQL_ENV_MYSQL_ROOT_PASSWORD}
16 fi
17 : ${WORDPRESS_DB_NAME:=db}
18 : ${WORDPRESS_DB_PASSWORD:=password}
19 if [ −z "$WORDPRESS_DB_PASSWORD" ]; then
20 echo >&2 ’error: missing required WORDPRESS_DB_PASSWORD environment

variable’
21 echo >&2 ’ Did you forget to −e WORDPRESS_DB_PASSWORD=... ?’
22 echo >&2
23 echo >&2 ’ (Also of interest might be WORDPRESS_DB_USER and

WORDPRESS_DB_NAME.)’
24 exit 1
25 fi
26
27 if ! [ −e index.php −a −e wp−includes/version.php ]; then
28 echo >&2 "WordPress not found in $(pwd) − copying now..."
29 if [ "$(ls −A)" ]; then
30 echo >&2 "WARNING: $(pwd) is not empty − press Ctrl+C now if

this is an error!"
31 ( set −x; ls −A; sleep 10 )
32 fi
33 rsync −−archive −−one−file−system −−quiet /usr/src/wordpress/ ./
34 echo >&2 "Complete! WordPress has been successfully copied to $(pwd)

"
35 if [ ! −e .htaccess ]; then
36 cat > .htaccess <<−’EOF’
37 RewriteEngine On
38 RewriteBase /
39 RewriteRule ^index\.php$ − [L]
40 RewriteCond %{REQUEST_FILENAME} !−f
41 RewriteCond %{REQUEST_FILENAME} !−d
42 RewriteRule . /index.php [L]
43 EOF
44 fi
45 fi
46
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47 # TODO handle WordPress upgrades magically in the same way, but only if
wp−includes/version.php’s $wp_version is less than /usr/src/wordpress
/wp−includes/version.php’s $wp_version

48
49 if [ ! −e wp−config.php ]; then
50 awk ’/^\/\∗.∗stop editing.∗\∗\/$/ && c == 0 { c = 1; system("cat") }

{ print }’ wp−config−sample.php > wp−config.php <<’EOPHP’
51 // If we’re behind a proxy server and using HTTPS, we need to alert

Wordpress of that fact
52 // see also http://codex.wordpress.org/Administration_Over_SSL#

Using_a_Reverse_Proxy
53 if (isset($_SERVER[’HTTP_X_FORWARDED_PROTO’]) && $_SERVER[’

HTTP_X_FORWARDED_PROTO’] === ’https’) {
54 $_SERVER[’HTTPS’] = ’on’;
55 }
56
57 EOPHP
58 fi
59
60 set_config() {
61 key="$1"
62 value="$2"
63 php_escaped_value="$(php −r ’var_export($argv[1]);’ "$value")"
64 sed_escaped_value="$(echo "$php_escaped_value" | sed ’s/[\/&]/\\&/g

’)"
65 sed −ri "s/(([’\"])$key\2\s∗,\s∗)([’\"]).∗\3/\1$sed_escaped_value/"

wp−config.php
66 }
67
68 WORDPRESS_DB_HOST="${MYSQL_PORT_3306_TCP#tcp://}"
69 echo "$WORDPRESS_DB_HOST"
70 set_config ’DB_HOST’ "$WORDPRESS_DB_HOST"
71 set_config ’DB_USER’ "admin"
72 set_config ’DB_PASSWORD’ "password"
73 set_config ’DB_NAME’ "$WORDPRESS_DB_NAME"
74
75 # allow any of these "Authentication Unique Keys and Salts." to be

specified via
76 # environment variables with a "WORDPRESS_" prefix (ie, "

WORDPRESS_AUTH_KEY")
77 UNIQUES=(
78 AUTH_KEY
79 SECURE_AUTH_KEY
80 LOGGED_IN_KEY
81 NONCE_KEY
82 AUTH_SALT
83 SECURE_AUTH_SALT
84 LOGGED_IN_SALT
85 NONCE_SALT
86 )
87 for unique in "${UNIQUES[@]}"; do
88 eval unique_value=\$WORDPRESS_$unique
89 if [ "$unique_value" ]; then
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90 set_config "$unique" "$unique_value"
91 else
92 # if not specified, let’s generate a random value
93 set_config "$unique" "$(head −c1M /dev/urandom | sha1sum | cut −

d’ ’ −f1)"
94 fi
95 done
96
97 TERM=dumb php −− "$WORDPRESS_DB_HOST" "$WORDPRESS_DB_USER" "$

WORDPRESS_DB_PASSWORD" "$WORDPRESS_DB_NAME" <<’EOPHP’
98 <?php
99 // database might not exist, so let’s try creating it (just to be safe)

100
101 list($host, $port) = explode(’:’, $argv[1], 2);
102 $mysql = new mysqli($host, $argv[2], $argv[3], ’’, (int)$port);
103
104 if ($mysql−>connect_error) {
105 file_put_contents(’php://stderr’, ’MySQL Connection Error: (’ . $

mysql−>connect_errno . ’) ’ . $mysql−>connect_error . "\n");
106 exit(1);
107 }
108
109 if (!$mysql−>query(’CREATE DATABASE IF NOT EXISTS ‘’ . $mysql−>

real_escape_string($argv[4]) . ’‘’)) {
110 file_put_contents(’php://stderr’, ’MySQL "CREATE DATABASE" Error: ’

. $mysql−>error . "\n");
111 $mysql−>close();
112 exit(1);
113 }
114
115 $mysql−>close();
116 EOPHP
117
118 chown −R www−data:www−data .
119 exec "$@"

Listing A.4: Docker-entrypoint.sh with lines added/changed to start HAProxy and
connect to the MySQL database (lines 2,4,17,18)
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1 #!/bin/bash
2 num_instances=1
3 changed=0
4 while true
5 do
6
7 echo ‘date‘
8 echo number of instances: $num_instances
9

10 trigger_greater=1.8
11 trigger_smaller=0.75
12 load_11=‘ssh root@192.168.122.11 ’cat /proc/loadavg’ | awk ’{print $1}’‘
13 load_12=‘ssh root@192.168.122.12 ’cat /proc/loadavg’ | awk ’{print $1}’‘
14 load_13=‘ssh root@192.168.122.13 ’cat /proc/loadavg’ | awk ’{print $1}’‘
15 load_14=‘ssh root@192.168.122.14 ’cat /proc/loadavg’ | awk ’{print $1}’‘
16 load_15=‘ssh root@192.168.122.15 ’cat /proc/loadavg’ | awk ’{print $1}’‘
17 load_16=‘ssh root@192.168.122.16 ’cat /proc/loadavg’ | awk ’{print $1}’‘
18 load_17=‘ssh root@192.168.122.17 ’cat /proc/loadavg’ | awk ’{print $1}’‘
19 echo load_11 $load_11
20 echo load_12 $load_12
21 echo load_13 $load_13
22 echo load_14 $load_14
23 echo load_15 $load_15
24 echo load_16 $load_16
25 echo load_17 $load_17
26
27 load=$load_11
28 if [[ $load_12 > $load ]]
29 then
30 echo $load
31 fi
32
33 if [[ $load_13 > $load ]]
34 then
35 load=$load_13
36 fi
37
38 if [[ $load_14 > $load ]]
39 then
40 load=$load_14
41 fi
42
43 if [[ $load_15 > $load ]]
44 then
45 load=$load_15
46 fi
47
48 if [[ $load_16 > $load ]]
49 then
50 load=$load_16
51 fi
52
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53 if [[ $load_17 > $load ]]
54 then
55 load=$load_17
56 fi
57
58 echo load = $load
59
60 response_g=‘echo | awk −v Tg=$trigger_greater −v L=$load ’BEGIN{if ( L >

Tg){ print "greater"}}’‘
61 response_s=‘echo | awk −v Ts=$trigger_smaller −v L=$load ’BEGIN{if ( L <

Ts){ print "smaller"}}’‘
62
63 if [[ $response_g = "greater" && $changed != 1 ]]
64 then
65 echo DEPLOYING ONE MORE INSTANCE
66 curl −X PUT −H "Content−Type: application/json" http://192.168.122.3:

8080/v2/apps/wp −d ’{"instances": ’$(($num_instances+1))’ }’
67 echo $num_instances
68 num_instances=$(($num_instances+1))
69 changed=1
70 echo new number of instances: $num_instances
71
72
73 elif [[ $response_s = "smaller" && $num_instances != 1 && $changed != 1

]]
74 then
75 echo KILLING ONE INSTANCE
76 curl −X PUT −H "Content−Type: application/json" http://192.168.122.3:

8080/v2/apps/wp −d ’{"instances": ’$(($num_instances−1))’ }’
77 num_instances=$(($num_instances−1))
78 changed=1
79 echo actual number of instances: $num_instances
80
81 else
82 changed=0
83 echo DOING NOTHING − EVERYTHING IS FINE
84 fi
85
86 sleep 2m
87 done

Listing A.5: The auto scale bash script to add the feature of automated scaling to
Mesosphere
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