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Abstract

The amount of data being processed nowadays is continuously increasing. This fact also
applies to data in databases. Modern computer systems have a large variety of het-
erogeneous processing capabilities, such as (multiple) CPU(s) and (multiple) GPU(s)
or other co-processors. Often, the database management systems do not use the extra
processing capabilities of co-processors and completely rely on processing on the CPU.
But several authors have already shown that using the additional processing capabil-
ities from co-processors can significantly speed up the query processing on database
management systems under certain circumstances. One of the factors influencing the
query processing on heterogeneous processor environments is the operator placement.
This means, it is important to decide which operation of the query is executed on which
processor. Current approaches use greedy heuristics or specialized approaches which
aim to optimize for a certain goal, e.g. execute complete paths on a certain co-processor.
Classical optimization approaches, such as Simulated Annealing or Genetic algorithms
have not been evaluated so far. Therefore, this thesis concentrates on evaluating oper-
ator placement optimizers using Simulated Annealing and Genetic algorithms. In our
experiments, we reveal that for single-user workloads, we can achieve a similar or even
slightly better performance, while for multi-user workloads the performance compared
to existing approaches is depending on the algorithm which they are compared to up
to 3 times slower.
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1. Introduction

Over the last years, the amount of data stored in databases and therefore the nec-
essary processing requirements for database systems have increased significantly. A
relatively new trend in databases tries to make use of already existent but formerly un-
used processing capabilities by using GPUs and other co-processors to either accelerate
database operations or to relieve the CPU by outsourcing certain tasks of the database
management system to a co-processor.

1.1 Problem

With these additional kinds of processing capabilities, further problems have emerged.
Problems are for example the higher effort for optimizing query plans when having to
consider these additional computing resources. The reason for this is that the amount
of possible query plans raises because the device and algorithm selection for each part of
the query has to be considered to take full advantage of the co-processor(s) [BBR+12].
It needs to be decided, whether to execute a certain operation, e.g. a selection or a join
operation, on the CPU or on the co-processor. This decision can highly influence the
costs of the execution and therefore the query execution time. Several aspects can be
be considered, when deciding for a certain operator placement, e.g. how long will the
operator take to finish on which processor and what pre-requisites need to be fulfilled,
so that the operator can actually be executed on the processor? Therefore, a decision
for a co-processor should also consider the data locality, so whether the data first has to
be transferred to the co-processor or not, which can highly influence the query execution
time.

For the problem of operator placement optimization, several authors [BBR+12, HLY+09,
BGS+12] already came up with special algorithms, such as the Critical Path Optimizer,
Query Chopping or Greedy Heuristics in order to make sure that these additional com-
puting resources are used more efficiently and do not lead to drawbacks when using
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both, the co-processor and the CPU, instead of only the CPU for processing the query.
Some of these optimization algorithms optimize using a certain strategy derived from
findings of the current research, e.g., they try to put a sequence of operators to the
co-processor instead of only single operations to reduce transfer costs between CPU
and co-processor.

1.2 Goal of the Thesis

The question to be answered is: Is there a need for such special algorithms or can this
optimization problem also be solved using standard algorithms while having similar
performance for the query and for the query plan optimization? Standard algorithms
mean query optimization using Simulated Annealing [KGJV83] approaches or iterative
refinement algorithms [KS00] or dynamic programming algorithms [SAC+79] or Ge-
netic algorithms [BFI91]. For this thesis, we want to concentrate on two widely used
optimization heuristics, namely Simulated Annealing and a Genetic algorithm.

The Simulated Annealing algorithm is expected to find near optimal solutions with
a larger computation effort compared to the standardized algorithms. The Genetic
algorithm is expected to find good results as well. We expect a higher optimization
time for both of the algorithms. Both algorithms involve some kind of randomness,
which means that the optimal operator placement may not be found. To find out
details about the behavior of these algorithms for this optimization problem, we need
to derive and answer several research questions.

The main research question for our thesis is:

Q1 Can standard optimization approaches achieve similar or even better performance
of query processing than specialized optimization algorithms for operator place-
ment in co-processing accelerated databases?

To answer this main question, further sub-questions need to be answered:

Q1.1 How does the query optimization time for these standard approaches influence
the query execution time?

Q1.2 How can these algorithms be tuned, so that they are optimized equally as the
specialized approaches, so we get comparable results?

Q1.3 Can we detect patterns in the operator placements of the fastest query plan(s)?

Q1.4 How do different parameters (e.g. database size, size of the query plan, optimizer
parameters) affect the run-time behavior of the different optimizers and their
generated operator placements?
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To find out, whether standard algorithms are sufficient to get query plans with a compa-
rable performance and with similar calculation costs, two query optimization algorithms
using the named approaches will be implemented into CoGaDB [Bre14] / HyPE [Bre13].

CoGaDB is an experimental database management system which allows to make use of
hybrid computing resources such as (multiple) CPUs and (multiple) GPUs, and HyPE
is the hybrid query optimizer used in HyPE and uses a learning based approach to get
cost-estimations for queries.

After implementing these algorithms, they will be evaluated and compared in several
experiments using the Star Schema Benchmark [OOC09] with each other and with the
already existing algorithms. Existing algorithms are for example the Critical Path Op-
timizer and the Greedy optimizer, which will be discussed later in Chapter 2. These
experiments are for example the measurement of the amount of time needed for the
optimization. Besides, the optimization results of the different algorithms will be com-
pared with each other, so how good do the queries with the found plan perform? We
will take a detailed look on the operator placements that are returned by the different
optimizers.

Using these evaluation results, a conclusion will be drawn. In this conclusion, we decide,
whether all the effort made for developing customized algorithms really payed off so
far or if the problem of the query optimization in co-processing accelerated database
systems has to be further investigated to find even better solutions. Furthermore,
we explain what findings from the heuristic approach might help to develop better
specialized algorithms to optimize the operator placement.

1.3 Structure of the Thesis

The thesis is structured as follows: First, we discuss background information about
database management systems and the used co-processing accelerated DBMS, CoGaDB.
Then we explain several optimization algorithms, that are relevant for our thesis. All
this can be found in Chapter 2.

In Chapter 3, we discuss further work on this topic and how this related work differs
from ours.

Then we present our contributions by first explaining our motivation and requirements
for operator placement optimizers. Then we present our concept on how to implement
the chosen operator placement optimizer algorithms, Simulated Annealing and Genetic
Algorithm, and how to fulfill the aforementioned requirements. This can be found in
Chapter 4.

After that, we evaluate our implementation by conducting several experiments in Chap-
ter 5. This helps us to answer the main question of this thesis. In the end of that chapter,
we define and discuss threats to internal and external validity of our work.

Finally, we draw conclusions in Chapter 6, summarize our findings and present possible
future work.
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2. Background

In this section, we provide an overview about basic concepts of database management
systems, explain the used database system, CoGaDB and HyPE, and give some details
about the query optimization algorithms that will be implemented and used later on in
this thesis.

2.1 Database Management Systems

This section describes briefly, what a database management system is and what the
basic components of a database management system are. All information have been
taken from Saake et al. [SSH11] unless marked differently.

A database management system is a software for managing of large amounts of data.
Multiple applications should be able to access these data in parallel. The general
architecture of a database management system is illustrated in Figure 2.1. A description
of the single components follows.

The external level is the view that one external application has on the database manage-
ment system. Since there can multiple applications be running on the same database,
there is the conceptual level. The internal level is about the actual internal implemen-
tation of the storage of the data.

The different components displayed in Figure 2.1 can be explained as follows: The file
organization describes the definition of the file organization and the access paths on the
internal level. The data definition component is about the conceptual data definition,
so the conceptual schema. In the component view definitions, user views are defined,
so the declaration of data on the external level. The data from these three components
is part of the data dictionary. The data dictionary is the central catalog for all relevant
information for the data management. The data from the data dictionary is used
for example by the hard drive access, which implements the disk access using the file



6 2. Background

Queries

Updates

Optimizer Evaluation
Hard drive 

access

View 
definition

Data 
definition

File 
organization

DB 
Operations

Integration

Masks

Data 
Dictionary

P1

Pn

External Level Conceptual Level Internal Level

...

Figure 2.1: Architecture of a database management system, adapted from [SSH11]

organization information. Besides, the data is used by the evaluation component, which
implements the evaluation of results of queries and update. Furthermore, it is also used
for the optimizer component, which optimizes database queries. Additionally, the data
dictionary provides data for the external level. The components of the external level are
the mask component, the integration component, components for queries and updates
and the database operations component. The mask component is for the definition
of menus and masks for user interaction. The integration component is the interface
for the application programming. The component for queries and updates allows an
interactive access on the database. The database operation component implements
database operations for queries and updates, used by applications. P1 - Pn are different
database applications, which access data using the integration component, the mask
component or the component for database operations.

2.1.1 Query optimization

Query optimization in database management systems is usually split into different
phases: Logical, physical and cost-based optimization [SSH11]. These phases can be
defined as follows [SSH11]:

Logical optimization The query, which was previously translated into relational al-
gebra form, is transformed using heuristics for example to push down selections.

Physical optimization During the physical optimization phase one or more access
plans are created by replacing the algebra operators by concrete algorithms while
using information about indexes from the data dictionary. The operator place-
ment is also computed in this phase, aside from traditional optimizations such as
join re-ordering.
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Cost-Based optimization Based on statistical information, a cost-based choice from
multiple alternative plans can be performed. Statistical information are for ex-
ample run times of different algorithms under certain circumstances.

2.2 Architecture of CoGaDB and HyPE

In this section we give a brief overview about CoGaDB and its underlying components,
such as HyPE. The general architecture of CoGaDB is illustrated in Figure 2.2.

SQLMParserMandM
LogicalMOptimizer

HybridMQueryM
ProcessingMEngine

DatabaseMOperators

GPUMBuffer
Manager

In-MemoryMColumnMStore

CPU GPU

Figure 2.2: Architecture of CoGaDB, adapted from [Bre14]

2.2.1 CoGaDB

CoGaDB is a DBMS designed as OLAP engine since warehousing workloads get the
most benefit for GPU acceleration [Bre14]. It is programmed in C++ and it makes
use of different parallel libraries, such as the Threading Building Blocks (TBB) library
from Intel on the CPU and the Thrust library on the GPU. It uses NVIDIAs CUDA
framework as GPGPU framework.

CoGaDB is an In-Memory column store, because warehousing applications benefit from
column stores, and GPU acceleration of database operations requires all data to be in
main memory, since otherwise performance would be degraded [HLY+09].

CoGaDB is using an operator-at-a-time processing model and distributes queries on all
processing devices by combining this with an operator-based scheduling.

As memory allocation strategy for the GPU, CoGaDB is using an allocate-as-needed
strategy. If cached data has to be removed because of lack of memory during processing,
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CoGaDB first removes cached columns and then it removes cached join indexes. In case
an operator still can not succeed because of lack of memory on the GPU, the operation
is restarted on CPU.

For selections on the CPU CoGaDB uses a parallel version of the SIMD scan from Zhou
and Ross [ZR02]. On the GPU, the parallel selection of He et al. [HLY+09] is used.

CoGaDB supports three different join-types: A generic join, a primary-key/foreign-key
join (PK-FK join), and a fetch join. The generic join is supported only on CPU as
hash join. For the PK-FK join, an optimized variant of the parallel join of He et al.
[HLY+09] is used.

Sorting is also supported on GPU as well as CPU by using the respective library for
each processing device, TBB for CPU and Thrust library for GPU.

CoGaDB uses late materialization as materialization strategy. Therefore it transforms
the column oriented result into a row-oriented format in the end.

2.2.2 HyPE

HyPE is the hybrid query processing engine used in CoGaDB. It consists of three
components, which are also visualized in Figure 2.3:

CoGaDBQBackQEnd

ExecutionQTimeQ
Estimator

ProcessingQDeviceQandQ
AlgorithmQSelector

HybridQQueryQOptimizer

CoGaDBQFrontEnd

HyPE

Figure 2.3: Architecture of HyPE, adapted from [Bre14]

The components can be defined as follows:
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The estimation component is responsible for estimating run times of different op-
erators on the different processing devices, and therefore to be able to get better
query plans.

The algorithm selector uses the results of the estimation components to decide,
which algorithm should be used in order to get the most efficient query plan
for a query. The algorithm selection also decides on which processing device the
operator is executed.

The hybrid query optimizer assigns for each operator an algorithm and therefore
target processor.

2.3 Query optimization algorithms

In this section, we describe how the different algorithms that can be used for query
optimization work and what the special characteristics of them are. Besides, we explain
the operator placement optimization algorithms already implemented in CoGaDB. In
case, we use query plan diagrams to visualize the operation of the different operator
placement optimizers already implemented into HyPE, we have the legend depicted in
Figure 2.4.

Figure 2.4: Legend for query plans, where the operator placement needs to be decided.
White nodes allow the decision between CPU and GPU, blue nodes are CPU only
execution or for result plans the decision for CPU and green nodes show operations
that were decided to be executed on GPU.

2.3.1 Simulated Annealing

The Simulated Annealing algorithm is an optimization heuristic first described by Kirk-
patrick et al. [KGJV83]. The basic idea of this algorithm is to simulate the annealing
process of a heated solid and so to reach an energy low and therefore optimal atomic
arrangement. This idea is applied to optimization problems: There is a given starting
solution for the problem, the so-called configuration, of the problem. This starting
configuration is changed randomly according to the current temperature of the system.
If the new configuration has a lower energy level, so it is nearer at the optimum, the
configuration is used as the new best configuration. If it has a higher energy level, so
it is worse, it still can be used as the new configuration, but only with the probability
calculated by Equation 2.1, where E(ri) is the current energy level of the system, kB is
the Boltzmann constant and T is the current temperature. This allows the algorithm
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to escape local optimums and reach the global optimum, but the lower the temperature
becomes the lower is the probability of working on with a strongly worse configuration.
The adjustment of the configuration at a given temperature is repeated multiple times,
until a stable configuration or a given amount of maximum cycles is reached. After
reaching a stable configuration at a given temperature, the temperature is reduced and
the rearrangement of the configuration is repeated again. The algorithm stops, if the
temperature reaches a lower bound, so no changes are made to the configuration any-
more or if the configuration has been stable for a given amount of cycles or if a state
with a given amount of energy is reached.

exp(
−∆E(ri)

kBT
) (2.1)

A pseudo code for this algorithm is shown in algorithm 1. In this case, the criterion for
the termination of the algorithm is the temperature zero, so a frozen state is reached.

The function calculateEnergy calculates the current energy level of the given config-
uration. The function reArrange creates a random new configuration. This algorithm
does not always find the best solution for a given problem, but according to Kirkpatrick
et al. [KGJV83] it finds good solutions with a reasonable effort. Therefore, it is one of
the algorithms that we expect to find also good solutions for the operator placement
problem, with little computation and implementation effort.

2.3.2 Genetic Algorithms

Another technique for solving optimization problems are Genetic algorithms. Genetic
algorithms base on the idea of simulating the natural evolution process. This means
that there is a pool of possible solutions, the so-called population consisting of multiple
individuals. Every individual has a specific genotype, which often is encoded as a string
or an array of integers with a fixed length. Each entry of the array or string represents
one single gene of the individual. Each individual can be assessed by a so-called fitness
function, which defines, how close this individual is to the optimum. Depending on the
fitness of the single individuals, it might be necessary to generate a new generation of
individuals, or if the fitness is good enough depending on a given threshold it may be a
solution for the problem. New individuals are generated from their parents’ genotype
by combining multiple parents (crossover) and by mutating the genotype of a single
parent. Normally, only the best individuals are chosen for combination and mutation.
An overview of the different operations of a genetic algorithm follows:

Selection During the selection, members of the current population are chosen for
crossover and/or mutation. Usually the best individuals are chosen, but in order
to be able to keep a good gene pool, it might be necessary to also select worse
solutions for the next generation. For the selection, there are multiple typical
possibilities: The so-called tournament selection, where multiple random individ-
uals are chosen to compete in a tournament. Then, there are roulette wheel spin



2.3. Query optimization algorithms 11

input : start configuration, start temperature temp
output: bestConfiguration
// initialization of variables

1 bestEnergy, previousEnergy ←∞;
2 bestConfiguration, currentConfiguration, previousConfiguration ← configuration;
3 while not frozen do
4 while no equilibrium reached do

// a new configuration is calculated

5 currentConfiguration ← reArrange(previousConfiguration, temp);
6 energy ← calculateEnergy(currentConfiguration);

// always store the best plan found so far

7 if energy < bestEnergy then
8 bestEnergy ← energy;
9 bestConfiguration ← currentConfiguration;

10 end
// calculate the absolute cost difference between the plans

11 ∆E(ri) ← abs(previousEnergy- energy);

12 if energy < previousEnergy or random(0,1) > exp(
−∆E(ri)

T
) then

// the new configuration is either better, or the probability

tells us to work on with a worse plan

13 previousConfiguration = currentConfiguration;
14 previousEnergy = energy;

15 end

16 end
17 temp ← reduceTemp(temp);

18 end
19 return bestConfiguration

Algorithm 1: Simulated Annealing Algorithm adapted from [SSH11]

approaches, where each of the individuals gets a part of the imaginary roulette
wheel, depending on its fitness value, so good individuals are more likely to be
chosen for reproduction. Besides there is the so-called elitist, where the best k
individuals are used directly for the next population.

Crossover Crossover means that from two or more individuals new individuals are
created. There are different ways to perform a crossover, e.g. one half of the one
parent and the other half of the other parent are combined or the cut is performed
on another place of the parents. The one point crossover operation is illustrated
in Figure 2.5. Crossover can also be performed on other ways, e.g. there can be
multiple cuts, or there is the so-called uniform crossover, where it is decided for
each gene whether it is crossed with the same gene of the other individual or not.
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Figure 2.5: One point crossover of two individuals

0 2 1 5 3 2

0 2 2 5 3 2

Figure 2.6: The simplest form of a mutation of an individual

Mutation A mutation means that only single parts of the individual are randomly
changed, e.g. if the individual consists of an array of binary numbers, a flip of
one single bit from 1 to 0 could be performed. The simplest form of the mutation
operation is illustrated in Figure 2.6. Mutations can also be performed using
shifting, mixing, permuting or inverting the whole individual, if these operations
do not invalidate the individual. This can happen, if the individual’s genes do not
have the same possible amount of different states over the whole individual. For
example, the first gene in the individual has 2 possible different states, the second
3, the third 4 and so on. Using shift, mix, permutation or inversion operations
could cause a different order of the genes, which may not be compatible with the
individual’s genotype.

Using these operations, a Genetic algorithm can look like shown in algorithm 2.

First of all, the population is initialized with several random query plans for the given
query, all of them should be valid plans for the query. Then, the fitness values (for query
plans the costs) of the population is calculated. After that, the operations selection,
crossover and mutation are repeated to create new populations using the findSur-
vivors function, until a certain abortion criteria is fulfilled. This abortion criteria might
be a given number of cycles or a given fitness threshold, which should be reached. Fi-
nally, if this abortion criteria is fulfilled, the best plan found so far is returned. This
means that it is not guaranteed to find the very best plan, but a near-optimal solution
depending on how many iterations are performed.
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input : Query Plan q
output: Optimized Query Plan
// initialize time and population

1 t ← 0;
2 P(t) ← initPop(q);
3 calculateFitness (P);
4 while not abortion criteria fulfilled do

// perform the operations of the genetic algorithm

5 P’ = select(P(t));
6 crossover(P’);
7 mutate(P’);

// calculate the fitness values of the new population

8 calculateFitness (P’);
9 t ++;

// choose new individuals for the next round

10 P(t) ← findSurvivors(P (t− 1) + P ′);

11 end
12 plan ← decode(P);
13 return plan

Algorithm 2: Generic Genetic algorithm, adapted from [Wei07]

2.3.3 Greedy Heuristic

A greedy heuristic is an algorithm that builds a solution step-by-step from partial
solution. Partial solutions are added to the complete solution, if the costs are minimal.
This means, for a query optimization algorithm using a greedy heuristic that it is started
with a part of the query plan. This partial query plan is extended in multiple steps with
other partial plans that have the lowest costs. In the end, a plan consisting of partial
plans with low costs is created. This does not mean that the optimal plan is always
found, but usually a good query plan is returned [SSH11]. The Greedy optimizer in
HyPE works the following way: It simply iterates over all operations in that query plan
and asks the scheduler to find the optimal algorithm for that operation and assigns it
to the operation. After that, copy operations (in case, a device switch is inside the
operator plan) are added. This way, the complete costs of the execution of that query
are not minimized, but only the costs for every operation are minimized, which could
lead to performance drawbacks, if many copy operations have to be inserted. The
Greedy Heuristic is illustrated in Figure 2.7.
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Figure 2.7: Operation of the Greedy Heuristic. Left plan shows the input plan. The
text inside nodes show which operation, GPU or CPU, has the fastest execution time.
The right plan shows the decisions that were made based upon these information.

2.3.4 Greedy Chainer Heuristic

The Greedy Chainer Heuristic is another algorithm implemented in HyPE for the op-
erator placement optimization. This algorithm aims to execute chains of operations on
one device. Therefore, it iterates over all operations in the query plan in reverse level
order and checks, if a complete operator chain may be executed on the GPU. Therefore,
all child operator nodes are checked for each operation, if any of the respective child
operation breaks the chain. This can happen, if there is no algorithm for the specific
operation for the GPU. If any child is a chain breaker, the scheduler is asked for the
best algorithm (like it is done for the Greedy algorithm). If none of the child operators
is a chain breaker, then, the amount of decisions for the GPU and CPU are compared,
and if at least half of the child nodes are executed on GPU, the current operation will
also be executed on GPU, otherwise CPU is used for execution of the operation. The
operation of the Greedy Chainer is visualized in Figure 2.8.
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Figure 2.8: Operation of the Greedy Chainer Heuristic. Left plan shows the input plan,
right plan shows the decisions that were made.

2.3.5 Best Effort GPU Heuristic

The Best Effort GPU Heuristic is also implemented in HyPE. It is a quite simple
algorithm: It iterates over all operations of the query plan and sets all operations that
can be executed on GPU to be executed on GPU. Finally, it inserts copy operations
and returns the plan. This way, the maximum number of operations of a query will be
executed on GPU.

2.3.6 Backtracking

The backtracking algorithm is another kind of optimization or problem solving algo-
rithm. It explores the complete optimization space using a depth first search and
therefore always finds the optimal solution for a problem. But within here also lies
the problem of this algorithm: It has an exponential run time in the worst case. Thus
we use this algorithm only to find the best solution and to be able to compare the
found query plans with the best possible plan. A backtracking algorithm is also imple-
mented in HyPE: It recursively iterates through all possible operator placements and
then outputs the one with minimum costs.
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Figure 2.9: Operation of the Critical Path Optimizer. Left plan shows the input plan,
middle plan shows plan after first iteration, right plan shows the result plan. In this
case, two paths have been marked for execution on GPU.

2.3.7 Iterative Critical Path Optimizer

The Iterative Critical Path query optimization algorithm is one of the algorithms al-
ready implemented in CoGaDB’s HyPE library. It aims to optimize especially the
critical path, which is the most time consuming path on the operator tree, by trying
out to set different paths of the operator tree onto the GPU and then checking the costs
of the new plan. The reason for this is that especially operator chains placed onto the
GPU are beneficial for the query execution, because only two copy operations may be
needed for the whole operator chain: The copy to GPU operation when data should
be processed on the the GPU and the copy back operation to make use of the result
returned by the GPU using CPU operations. The operations inside that operator chain
then may be executed without further data transfer over the PCI-express bus, if there
is no further data required for the GPU. Therefore, the algorithm starts with the leaf
nodes of the query plan. For each leaf node, it is checked, whether the ancestor can be
executed on GPU. If this is the case, the ancestor is marked to be executed on GPU,
and the Greedy Chainer Algorithm is used to extend this path until any chain breaker.
This is repeated until up to 5 paths are set to be executed on GPU. The algorithm
finally returns the plan with the lowest costs having one or more paths on GPU and the
rest on CPU, or, if all found plans using GPU paths are worse than a CPU-only plan
it returns the CPU-only plan. One example execution of the Critical Path Optimizer
is shown in Figure 2.9. There, it is found that executing two paths of the operator tree
is the most beneficial operator placement.
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2.4 The Star Schema Benchmark

The Star Schema Benchmark (SSB) [OOC09] is an artificial benchmark for measuring
performance of data warehousing applications and bases on the TPC-H benchmark. In
difference to the TPC-H benchmark, certain tables have been removed to create a star
schema of the database (one fact table, multiple dimension tables). Furthermore, the
queries do not use templated arguments, so each query has given parameter values for
the where clauses.

The queries of the Star Schema Benchmark can be categorized according to their re-
spective query number. The SSB1x queries query 1 dimension of the database tables,
the SSB2x queries 2 dimensions, the SSB3x queries 3 dimensions and the SSB4x queries
4 dimensions. Each of the queries from the same category are nearly equal, they are
only different in the arguments in the where clause, which means, they have different
selectivity factors for selection of rows of the LINEORDER table. For example SSB11
selects 1.94805% of the rows of the LINEORDER table, SSB12 selects 0.64935% rows
of LINEORDER and SSB13 selects 0.075%.

Further details on the queries and the tables of the Star Schema Benchmark can be
found in the paper by O’Neil et al. [OOC09]. Additionally, we will shortly show the
tables and their sizes of the Star Schema Benchmark in Section 5.2.3. The queries of
the Star Schema Benchmark can be found in Section B.1.

2.5 Summary

In this section we gave some background information on database systems. Besides,
we explained relevant details about CoGaDB and HyPE. Then, we explained how the
algorithms that are compared in this thesis, work in general. Finally, we gave a short
explanation about the Star Schema Benchmark.
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3. Related Work

In this chapter, we present work from other authors which is related to ours in some
way. Many authors deal with research issues around databases in heterogeneous pro-
cessor environments. Several different GPU accelerated database systems have already
been proposed. To name some of the most important ones according to Breß et al.
[BHS+14]: GPUDB [YLZ13], GPUQP [HLY+09], GPUTx [HY11], MapD [Mos15],
Ocelot [HSP+13], OmniDB [ZHHL13] and Virginian [BC12]. Besides, there are also
commercial systems, like Jedox [Jed10] and Parstream [Par10], which could not be
examined in the survey paper by Breß et al. [BHS+14], since they do not deliver archi-
tectural details of their implementation. All these database systems are used to research
different aspects of GPU accelerated databases and to identify and solve problems of
them.

One of the researched aspects is the location of the data in such a database systems.
The importance of this question for performance measurements and in general for het-
erogeneous systems has extensively been discussed by Gregg et al. [GH11].

While some authors propose hybrid database engines using both CPU RAM and co-
processors RAM (e.g., CoGaDB / HyPE [Bre13, Bre14] or Ocelot [HSP+13]) Ghods-
nia [Gho12] proposed a GPU only database engine, which should keep the complete
database in the GPU RAM. The second approach has several disadvantages. The first
one is that the CPU RAM is much more expensive than CPU RAM. Therefore, it is
usually much smaller than the CPU RAM and very large databases may not fit into
the GPU RAM. But even if the data fits into GPU memory, there are tasks on the
GPU that perform much slower than the CPU counterpart, which has been discussed
extensively in the PhD thesis by Rauhe [Rau14]. In this thesis it is stated,that there
can be advantages when executing certain tasks on the GPU, but executing every single
operation on the GPU is not beneficial. Therefore, hybrid database engines should be
preferred over pure GPU or pure CPU database engines.
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Another research issue is the operator placement of database queries. He et al. [HLY+09]
implement a backtracking optimizer, which takes all possible operator placement com-
binations into consideration, if the operator tree has not more than ten nodes. If there
are more than ten nodes, it decomposes the query plan so that each sub-query plan has
not more than 10 nodes, optimizes each sub-query and composes the complete query
using the optimized sub-queries.

Breß et al. [BBR+13] present a framework for a self-learning and self-adapting execution
time estimator for arbitrary operations on co-processors. It provides estimation times
for their physical optimizer, which uses these information to decide on which processor
the data will be processed. A learning-based approach, such as the one by Breß et al.
[BBR+13], is the most flexible approach, because the estimator adapts itself and does
not have to be manually tuned for an optimal performance, e.g. for different hardware
setups or changing user behavior and should therefore be preferred to analytical cost
models. These have been proposed by He et al. [HLY+09], Yuan et al. [YLZ13] or
Karnagel et al. [KHL+14].

Karnagel et al. [KHL+14, KHL15] also try to optimize the data placement of operators
in heterogeneous environments, but do not use standard approaches, like Simulated
Annealing or Genetic algorithm. In their work, they discuss, local optimization com-
pared to global optimization. For global optimization, they propose a greedy approach
and reduce the search space of the greedy operator placement optimizer by defining
a so-called strong placement, where a certain operator is always placed on a certain
processing unit. For that, they iterate over the operators of a query plan once for each
processor and check, if setting the operator on other processors than the current one is
beneficial, if all other operators are still placed on the current processor. If an operator
is always placed on a certain processor, this processor is set fixed for that operation
and does not need to be considered for the greedy search.

Furthermore, there is the problem of processing the same data on different devices. Pirk
et al. [PSMK12] propose a bit-wise distribution of relations to process data on this rela-
tion over all available processing devices. Besides, Pirk et al. [PMK14] propose another
processing paradigm, which allows parallel cross-device relational processing of data.
In this paper they propose to compute an approximate result on the GPU and refine
this result using the CPU. Besides, Breß et al. [BSH+14] propose a strategy to utilize
different processing devices for database operations equally and therefore to improve
inter-device parallelism. They propose a strategy called Waiting-Time-Aware Response
Time (WTAR), which decides for a processor depending on the estimated waiting time
for an operation to be terminated. Therefore, each processor has a ready queue with
operations waiting to be executed on that processor. Since the estimated execution
time for each operation is known, it can be estimated, how long a new operation needs
to wait until it can be processed on a certain processor.

A further research issue is how to keep data consistent in co-processing accelerated
database systems. The only work so far on this topic has been published by He et al.
[HY11] where they introduce their OLTP engine named GPUTx, which is capable of
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executing transactions on the GPU while reaching a 4-10 times higher throughput than
a CPU-based transaction engine.

For OLAP workloads, different authors have already published, e.g. Rauhe et al.
[RDSF13] who use just-in-time compilation for OLAP queries on GPUs. This means,
they compile a complete SQL query into one function to avoid virtual function calls
and reduce the amount of materializations, which should help to use the processing
units more efficiently. Wang et al. [WZY+14] present their so-called resource manage-
ment facility named MultiQX-GPU, which improves the execution of concurrent OLAP
queries using GPUs. For that, they introduce a query scheduling module and a device
memory swapping module into YDB, a GPU execution engine for warehousing queries.
This allows them to coordinate parallel query execution and therefore reach an overall
higher throughput.

Furthermore, different authors deal with implementing and accelerating database oper-
ators on GPU. For example, Govindaraju et al. [GGKM06] demonstrate a GPU-based
sorting for database management systems and find out that it is beneficial to perform
such computing intensive task on GPU, while the CPU is used only to perform I/O
and resource management. He et al. [HYF+08] and later Kaldewey et al. [KLMV12]
show, how to perform efficient join operations on GPU. Kaldewey et al. [KLMV12]
implement a parallelized hash hoin which uses Unified Virtual Addressing (UVA), so
direct access of the CPU memory from the GPU, and reach 3x-8x speed-ups. Bakkum
and Skadron [BS10] provide a GPU implementation of the SQLite command processor
to accelerate SELECT queries and reach average speed-ups of 35x.

Finally, there is also work from some other authors that deals with the used algorithms
in this work in similar issues:

Yongheng et al. [CZHC11] used simulated annealing to optimize the join order of
large queries. Kumar and Panicker [VKP11] suggest Genetic algorithms to optimize
distributed query execution, which optimizes queries to use fewer sites to reduce transfer
costs between the distributed database nodes. Giri and Kumar [GK13] suggest iterative
improvement and Simulated Annealing for distributed query processing plan generation.
They find that the Simulated Annealing algorithm delivers results with a better quality
than the iterative improvement algorithm.
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4. Operator Placement Heuristics in
Co-Processing accelerated DBMS

In this chapter, we describe our contribution to the topic. We explain, why it is neces-
sary to implement and evaluate further operator placement heuristics. For this purpose
we discuss current solutions inside CoGaDB’s hybrid query optimizer HyPE. Then, we
identify several requirements for implementing further optimizer algorithms into a hy-
brid query optimizer. After that, we explain, how we implement and integrate these
algorithms to fulfill these requirements. Finally, we point out possible advantages and
disadvantages of these newly implemented approaches.

4.1 Motivation and Requirements

In this section we first motivate, why it is needed to have further hybrid query optimizers
implemented and evaluated in HyPE. Then, we list requirements for implementing new
optimizer algorithms.

4.1.1 Motivation

In this section, we explain, why the current approaches used in CoGaDB / HyPE may
not always be the best choice for optimizing the operator placement. Therefore, we
discuss disadvantages and advantages of the current approaches.

Greedy Heuristic The greedy heuristic simply assigns the best algorithm to a oper-
ator without considering additional computation effort caused by additional copy
operations which need to be added to the operator plan, if a device switch is inside
the plan. This approach has the advantage that it can receive exact cardinality
estimations during run-time and base its decision on these. Besides, the decisions
of this operator may be load-aware.
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Greedy Chainer Heuristic The greedy chainer heuristic tries to offload work to the
GPU, if at least half of the child operators are already scheduled to be on the GPU.
Plans, for which only single operations need to be offloaded to the GPU in order
to have an interleaved execution on CPU and GPU are not considered. Besides,
it does not check the costs of the operations being chained, and therefore, it may
offload operations to GPU that slow down the query execution, just because it
needs to be chained.

Critical Path Optimizer The Critical Path Optimizer aims to outsource complete
operator chains onto GPU. This has the disadvantage that only plans containing
such chains may be considered, but plans, that perform only single operations on
GPU, are usually not returned even, if performing this single operation on the
GPU will bring a performance gain despite the copy to GPU and copy back to
CPU operations.

Best Effort GPU Heuristic The Best Effort GPU Heuristic simply offloads every
possible operator to the GPU. This means that even operators with worse execu-
tion times are executed on the GPU. This may lead to performance drawbacks, if
the GPU has not enough power to compute all operations or not enough memory
to store the whole data that is being processed in GPU RAM.

Backtracking The Backtracking algorithm simply evaluates all possible query plans.
This means that for large operator trees the amount of query plans becomes very
large, which yields a high computation effort for finding the best possible plan
and the query response time could be degraded.

In contrast to the existing approaches in HyPE, randomized algorithms such as Ge-
netic algorithms or Simulated Annealing do not make any assumption about certain
optimization strategies, like for example the Critical Path optimizer does, which as-
sumes that executing operator chains GPU will always be the best operator placement.
Nevertheless, the optimization space is still searched with the target of improving the
query response time and the complete optimization space can actually be searched,
without excluding possible good operator placements, just because for most of the exe-
cutions following a certain strategy like offloading complete operator chains to GPU is
beneficial. This way, we can also find operator placements, that benefit from different
aspects, without having to search the whole optimization space, like it is the case for
the Backtracking algorithm.

Nevertheless, these global optimization approaches have one disadvantage: They require
cardinality estimations, which are as accurate as possible. In case the estimations are
not accurate enough, no useful operator placement can be computed. Strategies such
as the Best Effort GPU Heuristic do not need these estimations and are therefore not
influenced by incorrect estimations.



4.2. Implementation and integration details 25

4.1.2 Requirements

After pointing out, why there is a need for further operator placement heuristics, we
identify and explain in this section the requirements that need to be met when imple-
menting new operator placement optimization heuristics into HyPE.

1. The implementation should be able to identify near optimal plans, e.g. in the
same order of magnitude of execution time.

2. The optimizer should also consider operator placements, that are usually not
considered by the existing approaches.

3. The time needed for the optimization should not exceed the performance gain by
the optimized operator placement.

4. The overall performance of the DBMS must not degrade.

These requirements will help us to develop and integrate additional query optimization
heuristics into CoGaDB / HyPE.

4.2 Implementation and integration details

Now that we know the requirements for implementing further optimization heuristics,
we explain how we implemented the different operator placement heuristics and which
design decisions we made in order to fulfill the requirements. Additionally, we explain,
how we integrated these into the DBMS.

4.2.1 Simulated Annealing

Here, we explain, what we expect from the simulated annealing algorithm and how we
implemented it into HyPE.

Expectations from the Simulated Annealing algorithm

The Simulated Annealing approach is expected to find good query plans, comparable
with query plans found by other algorithms, with a similar or slightly increased compu-
tation effort. We do not expect to find always the optimal plan, since it is a randomized
search.
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Implementation details

We implemented the Simulated Annealing algorithm as described by the pseudo code
in Section 2.3.1. We used a std::vector of integer values to describe the query plan,
where each of the values inside that vector reflects a specific operator placement. The
Simulated Annealing stops, when the given temperature reaches 0. Each temperature
consists of a given number of cycles. For that, we have added two parameters, starting
temperature and number of cycles, which allow us to test different configurations of the
algorithm.

The method to modify the current plan uses the current temperature value to decide,
how much randomness should be used during the modification. This means, for large
temperature values, the plan changes strongly, and for lower temperatures, the plan
is modified less. The function to modify the operator placement according to the
temperature is shown in Listing 4.1.

The energy value for the current plan is the estimated execution time of the plan with the
current operator placement. The delta value between the current operator placement
and the previous solution is calculated in milliseconds. This value is essential to decide
for a worse plan and therefore to escape local minimums. Using a more fine grained unit
of measurement, such as nanoseconds would lead to the result that any worse solution
will never be accepted, so we would not be able to escape local minimums. The reason
for that is that if we would use nanoseconds, the probability for accepting even small
changes would always be near zero.

Listing 4.1: Function used to modify the operator placement in the simulated annealing
algorithm

1 void modifyPlan ( std : : vector<int>& cur r en t a l go r i thm id s ,
2 const std : : vector<int>& number of a lgor ithms , int temp ) {
3 // modify p lan accord ing to temp
4 for ( int i =0; i <= temp ; ++i ) {
5 int randomAlgorithmId = getRandomInt (0 ,
6 c u r r e n t a l g o r i t h m i d s . s i z e ( ) − 1 ) ;
7
8 int randomAlgorithmNumber = getRandomInt (0 ,
9 number of a lgor i thms [ randomAlgorithmId ] − 1 ) ;

10
11 c u r r e n t a l g o r i t h m i d s [ randomAlgorithmId ] =
12 randomAlgorithmNumber ;
13 }
14 }

4.2.2 Genetic Algorithm

In this section, we explain expectations from the Genetic algorithm. Furthermore, we
provide details, which decisions we made on how to implement the Genetic algorithm.
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Expectations from the Genetic Algorithm

The genetic algorithm should produce good query plans, but it will have a larger memory
footprint for storing the population than other algorithms have. We expect the Genetic
algorithm to find near optimal solutions with much less computation effort than a
backtracking algorithm, but more than the already implemented algorithms. Therefore,
we later need to find out a reasonable compromise between computation effort for finding
a good solution and the actual execution time of that solution.

Implementation details

The Genetic algorithm has been implemented nearly as explained in Section 2.3.2. We
have used a std set object to store the population. Each individual consists of the plan
stored together with its costs in a custom struct. The plan is hereby encoded as an
vector of integer values, each of the entries of the vector representing one algorithm for
the operator tree, stored in level order. This encoding should work fine for a Genetic
algorithm according to Kruse et al. [KBK+11], since the difference between two plans
is small, if the encoding is changed only slightly. The custom comparison function,
which is shown in Listing 4.2 makes it possible that the population is sorted by the
costs of the plans. Since it might be possible that there are different plans with the
exact same amount of costs and we do not want to lose them, we also have to consider
the plan itself when comparing these elements, even though only the costs are what we
are interested to sort by. Having a set object ordered ascending by costs as storage for
the population allows us to easily gather the best x plans from the population simply
by copying the first x elements from a given population into a new population. Because
we used this data structure, we have in contrast to the generic genetic algorithm as
described in algorithm 2 no extra function to calculate the fitness of each individual.
Instead, the costs of each element has to be calculated when inserting it.

As fitness value, we use the costs for the plan computed by HyPE’s estimator, by using
the computeCost method of the query plan object. This means, the fitness value is the
response time of the query when being executed, because the costs are the value for the
path of the operator tree with the highest execution time. This, in combination with
the operations of the Genetic algorithm fulfills requirement 1.

The selection operator was implemented the following way: First, elitist is used, so the
best 10 percent of the population is directly considered for crossover and mutation. For
the rest a rank based roulette wheel spin approach was implemented: Since the entries
of the population are sorted anyways, we can use this order to implement the rank
based approach. A rank based approach avoids the dominance problem, as explained
by Weicker et al. [Wei07]. We use Equation 4.1 [Wei07] to calculate a rank table. The
equation calculates the probability of selecting the i-th element of a population with r
elements, ordered by the best fitness in the first place. After calculating the rank table,
we generate random values between 0 and 1 and check, which elements at that position
should be used in the new population for crossover.
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Pr[Ai] =
2

r
(1− i− 1

r − 1
) (4.1)

The crossover operation was implemented as a one point crossover. We choose a random
cut position at which we split the two individuals and combine the split parts to two
new individuals.

Our mutation operator simply changes 0 or more algorithms of the whole query plan to
use another algorithm. For this, we used a mutation rate of 1 divided by the number
of operations in the query, as Reeves and Rowe [RR03] suggest as reasonable choice.
Other mutation types such as shifting, mixing, permuting or inverting of operations
cannot be used, because for all these mutation types, invalid plans could be produced
due to the encoding of an individual. If we would use one of the other mutation types,
invalid algorithms would be assigned to operations leading to an invalid plan and we
would hurt requirement 5.

Listing 4.2: A custom compare function as used for the population data structure

1 struct compare gen set e lement {
2 bool operator ( ) ( const gen se t e l ement& lhs ,
3 const gen se t e l ement& rhs ) const {
4 // do not i gnore p lans wi th the same c o s t s
5 // but t h a t are a c t u a l l y d i f f e r e n t
6 i f ( l h s . c o s t s == rhs . c o s t s ) {
7 // i t e r a t e over the p lans
8 std : : vector<int > : : c o n s t i t e r a t o r r i t = rhs . plan . begin ( )
9 for ( std : : vector<int > : : c o n s t i t e r a t o r l i t = l h s . plan . begin ( ) ;

10 l i t != l h s . plan . end ( ) ; l i t ++, r i t ++) {
11 i f (∗ l i t == ∗ r i t )
12 continue ;
13
14 // check , i f one element i s s m a l l e r than the o ther
15 // so we have a c t u a l l y d i f f e r e n t plans , but same c o s t s
16 return ∗ l i t < ∗ r i t ;
17 }
18 }
19
20 // d e f a u l t i s c o s t as comparison
21 return l h s . cos t s<rhs . c o s t s ;
22 }
23 } ;

We have also implemented several parameters for this algorithm: We can define, how
large the population is and and how many generations will be produced. This means,
the genetic algorithm will finish after the given amount of populations. The population
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size is only used, if it is larger than the actual number of possible different plans.
Otherwise, we simply compute a population with a size of the number of possible
operator placements and return the best plan then. This might be the case for small
plans like the ones from SSB23.

4.2.3 Integration details

All the operator placement heuristics need to be implemented into the hybrid operator
engine, HyPE, by extending the qep.cpp file. To achieve this, functions having the
signature listed in Listing 4.3 needed to be added to that file.

Listing 4.3: Signature of the operator placement optimization methods

1 void optimizationMethod (QEP& plan ) ;

Each of the methods therefore receives the initial query plan as a reference and is
intended to store the result query plan into the same object, since call-by-reference
is used here. The methods then call subsequent functions for further processing and
modification of the queries.

After adding these algorithms, they need to be made known to the command line
interface of CoGaDB. Adding additional possibilities to the commandline parser.cpp
for the variable setting ”hybrid query optimizer” will allow to use them when CoGaDB
is in command line mode. Additionally, the possible parameters need to be added as
variable there as well. Doing both allows us to easily automate tests for these algorithms.

4.3 Advantages and disadvantages using Simulated

Annealing and Genetic algorithm

In this section, we summarize the possible advantages and disadvantages of the addi-
tional heuristics, Simulated Annealing and Genetic algorithm.

4.3.1 Advantages

In this section, we explain in general, why we expect certain benefits from using random-
ized optimization heuristics. As already stated, randomized algorithms do not exclude
certain plans beforehand, leaving out possible good operator placements, just because
the optimization strategy makes certain assumptions. Therefore, we are able to reach
any point in optimization space, while still not performing that many computations like
for a backtracking algorithm. This fulfills requirements 2 and 3.

4.3.2 Disadvantages

In this section we point out possible disadvantages that may occur when using the
randomized approaches as operator placement optimizer. One of the disadvantages
is that we do not have a guarantee to find a good operator placement, but it may
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even occur that slow query plans are returned. The way how the algorithms work
should minimize the probability of returning bad operator placements. Furthermore,
the computation effort for finding the operator placements will be slightly higher than
it is the case for the existing algorithms.

4.4 Summary

In this chapter, we first explained our concept in Section 4.1 by explaining our moti-
vation to add further, randomized operator placement optimizers in Section 4.1.1 and
then identifying requirements for implementing these in Section 4.1.2. After that, we
showed in Section 4.2, how we implement and integrate these additional optimizer algo-
rithms in CoGaDB / HyPE. Finally, we summarize in Section 4.3 possible advantages
and disadvantages of these new algorithms.



5. Evaluation

In this chapter, we first explain our experimental design, so which experiments are
performed and why. Then, we explain our evaluation experiments, so the used hard-
ware and software and which test data is used. Then, we show the results of these
experiments, and discuss the results in order to decide, if we can confirm our expecta-
tions. Finally, we discuss internal and external threats to the validity of our results and
summarize this chapter.

5.1 Experimental Design
To answer our research questions from Section 1.2 we perform different experiments.
First of all, we try to find the best configurations for our self-implemented query opti-
mization heuristics in order to compare the best possible configuration with the already
existing algorithms, since these are already highly optimized. Therefore, we run the
Star Schema Benchmark queries using only the specific query optimization heuristic.
We set the different parameters of the algorithm and check, under which settings the
algorithm performs best. Using these results we perform a complete comparison of
the different algorithms in order to then answer our research questions. The different
parameters for the different tested query optimization heuristics are:

Simulated Annealing Temperature, Number of Cycles

Genetic Algorithm Population Size, Number of Generations

In order to decide which of the configurations / algorithms are the best and to later
answer the research questions, we perform the following experiments / measurements:

Query Execution Time We try to find out under which configurations the best query
plan is found, so the query is executed with the lowest overall execution time. This
measurement is used, since for OLAP workloads usually a low response time is
desired.
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Optimization Time We check, which configuration uses the lowest amount of time
to find its solution or after finishing the single tests, which of the algorithms uses
the lowest amount of time to find its solution.

Overall Comparison We add up the used time for optimization and query execution
to find out, which of the algorithms finds the best solutions using the lowest
amount of computing time.

After performing these experiments, we take a deeper look into why there are perfor-
mance gains or losses. For this purpose, we take a look at the operator placements
generated by the optimizers and use these findings to understand, how the operator
placement influences the query execution time.

All these information will help us to find an answer to our main research question in
this thesis, whether standard optimization approaches can achieve similar or even better
performance of query processing than specialized optimization algorithms for operator
placement in co-processing accelerated databases.

5.2 Evaluation Environment

In this section we describe the used hardware and software for our experiments and the
configuration of the software. Besides, we explain, which test data is used.

5.2.1 Hardware

Our evaluation machine has the following relevant hardware specifications:

CPU Intel(R) Xeon(R) CPU E5-2609 v2 @ 2.50GHz

RAM 257.919 MB

GPU NVIDIA Tesla K20m

The Intel(R) Xeon(R) CPU E5-2609 [Cor13a] is a 4 core CPU. The main memory
is large enough to fit our complete test database into it, which is essential for main
memory databases. The NVIDIA Tesla K20m GPU [Cor13b] offers 5 GB of VRAM,
which allows us to make heavy use of the GPU also for larger databases.

5.2.2 Software

The evaluation runs under the operating system Ubuntu 13.10. The used NVIDIA
GPU driver was on version 331.62. To perform our evaluation, we use CoGaDB and
HyPE in version 0.4.1. We chose CoGaDB, since it is Open Source software that can
easily be extended by query optimization algorithms, which we did with the Simulated
Annealing algorithm and the Genetic algorithm. Besides, CoGaDB has an inbuilt
statistics manager which allows us to gain a lot of information out of the experiments
without having to re-implement such things. CoGaDB has been compiled from source
using GCC version 4.8.1 in release mode, so compiler optimizations are applied.
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5.2.3 Test Data

To perform our experiments, we executed queries from the Star Schema Benchmark
[OOC09] on data applicable for these queries. The command line tool dbgen1 is used to
generate test data for these queries. We executed the following command in the bash
shell to generate data having scale factor 5:

dbgen -s 5 -T a

This generates all Star Schema Benchmark tables, namely CUSTOMER, DATE, LINE-
ORDER, PART and SUPPLIER. These tables have the dimensions shown in Table 5.1
for scale factor 5.

Table name dimensions

CUSTOMER 150.000

SUPPLIER 10.000

LINEORDER 30.000.000

PART around 664.000

DATE around 2.500

Table 5.1: Dimensions of the tables of the test data

All in all, the tables use around 5GB of disk space.

The tables then needed to be imported into a file format which integrates into CoGaDB.
This has been done with the following commands, while CoGaDB is running and is in
command line mode.

set path to database=/path/to/database/
create ssb database /path/to/ssb tbl files/

After that, the database can simply be used by executing the following command in
CoGaDB. This loads the whole database into main memory.

loaddatabase

To execute the Star Schema Benchmark queries, we use CoGaDB’s inbuilt command
for each of the queries, so executing

1https://github.com/electrum/ssb-dbgen
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ssb11
ssb12
ssb42

executes the Star Schema Benchmark queries SSB11, SSB12 and SSB42.

For each of the experiments, all the Star Schema Benchmark queries are executed mul-
tiple times in a row. Besides, there is also a warm-up phase for each of the experiments
which initializes the estimation component of HyPE with valid execution time values
for different executed database operations. The warm-up phase therefore executes each
of the SSB queries twice, once using GPU as only possible device and once CPU as the
only usable device. For operations that cannot be executed on GPU, CoGaDB auto-
matically falls back to the equivalent CPU operator. If an operation is not available
at all for execution on the GPU, because there is no such algorithm implemented, the
operator placement optimizer won’t be able to choose between CPU and GPU.

After the warm-up phase, we allow to use GPU and CPU again and each of the Star
Schema Benchmark queries is executed 100 times.

5.3 Experiments

In this section, we show the results of the different experiments. First of all, we ex-
amine the newly implemented optimization heuristics, the Simulated Annealing algo-
rithm and the Genetic algorithm, to find their best configuration. Using these values,
we then compare these newly implemented algorithms with the existing ones, namely
Greedy Heuristic, Greedy Chainer Heuristic, Critical Path Heuristic and Best Effort
GPU Heuristic.

5.3.1 Experiments for finding the best configuration of the
algorithms

In order to compare the best possible configuration for each algorithm, we executed
several experiments. These experiments were started with different parameter combi-
nations for the given algorithm and show us, under which parameter configuration the
algorithm performs the best for single queries and for the whole workload.

5.3.1.1 Genetic algorithm

In this section, we try to find an optimal configuration for our Genetic algorithm, since
it allows to set the population size and the number of generations being calculated.
This means, we try to find a compromise between calculation time for the optimization
and the total execution time of the query. The more generations for the optimization
are calculated, the more computation effort is spent. The same behavior applies for the
size of the population: The larger the population, the more computation effort is spent.
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But the more optimization time is spent for the genetic algorithm the more likely is it
to find the best possible operator placement.

First of all, we executed each of the Star Schema Benchmark queries serially one hundred
times. Our parameter range for this experiment is the following:

Population Size The population size ranges from 10 to 100. The step size between
the population sizes is 10, which means that we will have 10 different population
sizes to measure. We chose these values, because for the Star Schema Benchmark
queries, the maximum number of operator placements is 1024 and the lowest
amount of possible operator placements during execution is 32 for one CPU and
one GPU. Using this value range allows even for small queries to be optimized
by the Genetic algorithm without having all possible operator placements already
in the initial population, which would make the process of the genetic algorithm
useless. The step size of 10 should be granular enough to actually see differences
between the results, while still not having to perform too many measurements.

Number of Generations The number of generations ranges from 2 to 14, with a step
size of 1. Using this range, we are able to actually see the process of the Genetic
algorithm with 2 generations, while exploring nearly the complete optimization
space with 14 generations.

All in all, we have 130 different parameter combinations to evaluate. First of all, we
took a look onto single queries of the Star Schema Benchmark. For this, we executed
the explained experiment and measured the average execution time of each query. The
execution time of a query is the time between starting to execute the query and the
return of the result. This means, the execution time is composed from the actual
execution of the query and the time needed for finding the execution plan, so the
operator placement optimization execution time is also part of that value.

Single-user experiment

We depict chosen Star Schema Benchmark Query execution times for the Genetic algo-
rithm in the figures 5.1a, 5.1b, 5.1c and 5.1d. The remaining plots, which do not reveal
any new information, can be found in Section A.1.1.1.
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Genetic Algorithm (SF: 5; #Users: 1; Query: ssb13) 
(Min=109.083ms at Population Size=20, # Generations=6)
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(a) Average execution time of query SSB13. The larger the population size, the smaller the
amount of generations needs to be to find an optimum and vice versa.

Genetic Algorithm (SF: 5; #Users: 1; Query: ssb23) 
(Min=255.371ms at Population Size=20, # Generations=2)
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(b) Average execution time of query SSB23. For a population size of 64 and more, the average
execution time drops to a constant value due to the implementation of the Genetic algorithm.

Figure 5.1: Plots of different Star Schema Benchmark Queries executed using the Ge-
netic Algorithm optimizer
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Genetic Algorithm (SF: 5; #Users: 1; Query: ssb32) 
(Min=216.174ms at Population Size=20, # Generations=2)
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(c) Average execution time of query SSB32. The larger the population is and the more
generations are calculated, the larger is the query execution time.

Genetic Algorithm (SF: 5; #Users: 1; Query: ssb41) 
(Min=405.716ms at Population Size=30, # Generations=3)
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(d) Average execution time of query SSB41. More complex query plans benefit from a higher
optimization effort spent on them.

Figure 5.1: Plots of different Star Schema Benchmark Queries executed using the Ge-
netic Algorithm optimizer
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In these diagrams, different aspects can be observed:

1. The parameter combinations differ from query to query. While most of the queries
in this experiment do not benefit from more than 3 generations, e.g. SSB23 (Fig-
ure 5.1b) and SSB32 (Figure 5.1c), query SSB13 (Figure 5.1a) has its minimum
value after 6 generations.

2. At query SSB13 (Figure 5.1a) another aspect can be observed: The larger the
generation size, the smaller the population size needs to be in order to find the
lowest execution time and vice versa. Reason for this is that the larger the pop-
ulation size is, the more likely is it that there is a good candidate inside the
first generations and searching for better candidates costs more calculation time
leading to an overall worse execution time.

3. More complex query plans, such as SSB41 (Figure 5.1d) benefit from more gen-
erations and population sizes, because here, the operator placement has a larger
positive impact than the additional optimization time has a negative impact on
the execution time.

4. At query SSB23 (Figure 5.1b), we can observe one part of our implementation.
The execution time drops to a nearly constant value of around 300ms from pop-
ulation size 60 to 70. Reason for this is that we do not perform any Genetic
algorithm operation such as selection, cross-over or mutation, if we already have
the complete optimization space inside our initial population. We then simply
return the best value inside that population (see Section 4.2.2 for more details).
But since the minimum value for this query is not at a population size of 64 and
more, performing an optimization using smaller parameter sizes and therefore ac-
tually executing the Genetic algorithm is actually beneficial. The minimum value
of that query is at a population size of 20 and 2 generations with an average ex-
ecution time of 255ms. Calculating the complete optimization space, as it is the
case for a population size of 64 and more, leads to an average execution time of
300ms. So the query is executed 15% faster when performing a small optimization
compared to computing the complete optimization space. This behavior can also
be observed at the other queries from this category: SSB21 and SSB23.

All in all, it can be said that performing too many of the the Genetic algorithm opera-
tions may lead to performance drawbacks, so choosing a good parameter combination
for the Genetic algorithm is essential.

In order to compare this algorithm with other optimization heuristics, we need to find a
minimum value for the whole workload. To achieve this, we averaged all query execution
times depending on the parameters. This is illustrated in Figure 5.2.
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Genetic Algorithm (SF: 5; #Users: 1; Query: ssb_all) 
(Min=242.525ms at Population Size=20, # Generations=4)
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Figure 5.2: Average execution time of the whole single-user workload using the Genetic
Algorithm

As visible in Figure 5.4, we have the minimum execution time of all queries at a pop-
ulation size of 20 and 4 generations. This parameter combination does not exist as a
minimum in any of the queries, so all queries will perform a slightly worse using this
configuration, but the overall workload execution time will be minimized.

Multi-user experiment

The next question, that we have asked ourselves is, if the same behavior can be observed
when the database engine is busy with more queries. To find this out, we performed
the same experiment once again, but set the number of parallel users to 10. This means
that there are more queries executed in parallel than there are physical or logical CPU
cores on the evaluation machine. So the overall load of the machine will be drastically
increased. Again, we have the same parameter range for population size and number
of generations, and again, we show the average query execution times of chosen queries
of the Star Schema Benchmark. Figure 5.3a, Figure 5.3b, Figure 5.3b, Figure 5.3c and
Figure 5.3d illustrate our results for the multi-user workload.
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Genetic Algorithm (SF: 5; #Users: 10; Query: ssb11) 
(Min=2.91915s at Population Size=50, # Generations=10)
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(a) Average execution time of query SSB11. A too large population or too many generations
slow down this query execution.

Genetic Algorithm (SF: 5; #Users: 10; Query: ssb21) 
(Min=4.52526s at Population Size=100, # Generations=13)
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(b) Average execution time of query SSB23. A too small population and too few generations
prevent the Genetic algorithm to find its optimum for this query.

Figure 5.3: Plots of different Star Schema Benchmark Queries executed using the Ge-
netic Algorithm optimizer
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Genetic Algorithm (SF: 5; #Users: 10; Query: ssb32) 
(Min=5.33073s at Population Size=80, # Generations=11)
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(c) Average execution time of query SSB32

Genetic Algorithm (SF: 5; #Users: 10; Query: ssb41) 
(Min=7.06565s at Population Size=100, # Generations=11)
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(d) Average execution time of query SSB41

Figure 5.3: Plots of different Star Schema Benchmark Queries executed using the Ge-
netic Algorithm optimizer. Multi-user workloads benefit from more computation effort
by more generations and a larger population.
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These diagrams, in comparison with the diagrams from the single-user workload help
us to find out the following aspects:

We cannot use the same configuration of the Genetic algorithm for single-user workloads
as for multi-user workloads. The performance drawbacks when using the configuration
for single-user workload as for multi-user workloads would be drastic.

In general, queries in multi-user workload benefit more from large parameter sizes.
This can be observed for example in query SSB32 (Figure 5.3c) or SSB41 (Figure 5.3d).
Reason for that is that a better operator placement has a major impact on the query
execution time, if there is heavy load on the system.

But too large parameter sizes lead to performance issues as well, which can be seen in
query SSB11 (Figure 5.3a). Here, we see longer query execution times starting with
population size 60 and 12 generations.

Genetic Algorithm (SF: 5; #Users: 10; Query: ssb_all) 
(Min=4.90863s at Population Size=80, # Generations=11)
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Figure 5.4: Average execution time of the whole multi-user workload using the Genetic
Algorithm

For the queries SSB21, SSB22 and SSB23 (Figure 5.3b) we would have expected a
similar behavior as in the single-user workload, so a nearly constant execution time
after a certain population size. This is not the case here. Instead, we can observe
that the execution times at population sizes larger than the actual number of possible
operator placements is unsteady. The reason for this might be that the queries, that are
executed in parallel do not cause a constant load on the system, but the load depends
on the queries that are currently being processed on certain devices. This way, even if
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always the same operator placement is returned for the query, the execution time can
change drastically.

Again, we need to find out one configuration that we can use to compare this algorithm
with other operator placement optimizers. For this purpose, we have again computed an
average minimum value for the whole workload. This average is depicted in Figure 5.4.

As visible in Figure 5.4, the minimum average execution time for all the queries of
the workload in a multi-user environment with 10 users is a population size of 80
and 11 generations. These values are the exact same values as for SSB31 and SSB32
(Figure 5.3c). But also for SSB33, SSB42 and SSB43, this is near the optimum. For the
queries SSB21, SSB22 and SSB23, this value means that the whole optimization space
will always be calculated, which is expected to lead to worse results in comparison with
the other optimizer algorithms. The queries SSB11, SSB12, SSB13, SSB34 and SSB41
are also expected to perform worse. The parameter combination of population size 80
/ number of generation 11 means for the queries the slowdowns shown in Table 5.2
compared to their best possible setting.

Query Minimal average exe-
cution time

Average execution
time for parameter
selection

Slowdown

SSB11 2919.15ms 3876.07ms 32.7%

SSB12 2801.26ms 3564.36ms 27.2%

SSB13 2668.74ms 3300.88ms 23.7%

SSB33 5073.4ms 5385.85ms 6.2%

SSB34 2454.77ms 3661.32ms 49.2%

SSB41 2919.15ms 3876.07ms 32.8%

SSB42 4797.95ms 5128.24ms 6.9%

SSB43 4286.67ms 4648.81ms 8.4%

Table 5.2: Slowdowns for the given parameter combination

As visible in Table 5.2, the worst slowdown is expected for the query SSB34 in the later
experiments.

5.3.1.2 Simulated Annealing

In this section, we try to find out an optimal configuration for our Simulated Anneal-
ing algorithm, because different settings of the temperature and number of cycles per
temperature lead to different optimization effort and differently optimized queries. The
more cycles we execute and the higher the starting temperatures is, the higher is the
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amount of explored plans and therefore, it is more likely to find the best possible oper-
ator placement. But higher temperature and higher cycle numbers also mean a higher
computation effort, which may slow down the query response time in general. There-
fore we need to test out, which of the configurations is the best for the queries and the
workload.

The tested range of the parameters is the following:

Temperature The temperature to be tested ranges from 5 to 30 with a step size of
5, so 6 different possible parameter values. This temperature range allows us in
combination with the implementation of the function to modify the plan even for
large plans completely when there is a high temperature, but we are still able
to see the influence of the temperature on small plans, where there are not that
many changes possible.

Cycles The number of cycles per temperature to be tested ranges from 1 to 10 with a
step size of 1, so 10 different cycle counts are possible. We use this range, since
with the highest temperature, 30, and the highest amount of cycles, 10, all in all
300 different plan will be considered. This value should be large enough for the
workload of Star Schema Benchmark queries to find the best possible plan.

All in all, with 10 different cycle counts and 6 different temperature values, there are
60 different parameter combinations to be evaluated.

Single-user experiment

First of all, we executed the experiment in serial mode, so all 13 different Star Schema
Benchmark queries are executed interleaved serially. This helps us to find out, if the
Simulated Annealing algorithm is capable of producing optimized query plans, without
influence of other queries running at the same time on the DBMS. Therefore, we show in
Figure 5.5a, Figure 5.5b, Figure 5.5c and Figure 5.5d the average execution time values
for different selected SSB queries. The remaining plots can be found in Section A.1.2.1,
since they do not reveal any additional findings.
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Simulated Annealing (SF: 5; #Users: 1; Query: ssb12) 
(Min=91.5535ms at Temperature=10, Cycles=7)
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(a) Average execution time of query SSB12. Query with the largest amount of cycles and the
highest temperature to find an optimal result.

Simulated Annealing (SF: 5; #Users: 1; Query: ssb13) 
(Min=90.5737ms at Temperature=15, Cycles=4)
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(b) Average execution time of query SSB13. Small parameter values prevent the Simulated
Annealing algorithm to find competitive operator placements.

Figure 5.5: Plots of different Star Schema Benchmark Queries executed using the Sim-
ulated Annealing optimizer
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Simulated Annealing (SF: 5; #Users: 1; Query: ssb32) 
(Min=207.771ms at Temperature=30, Cycles=1)
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(c) Average execution time of query SSB32. Only one cycle per temperature value is needed
for the optimum.

Simulated Annealing (SF: 5; #Users: 1; Query: ssb34) 
(Min=89.7494ms at Temperature=25, Cycles=1)
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(d) Average execution time of query SSB34. The larger the parameter values become, the
more computation effort is spent for optimization.

Figure 5.5: Plots of different Star Schema Benchmark Queries executed using the Sim-
ulated Annealing optimizer
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In these diagrams, we can observe different aspects: The amount of cycles and temper-
ature needed for the optimization of all queries is relatively small. Most of the queries
need not more than a cycles count of 2 and a temperature value of 20. This means, in
general, examining more than 40 different query plans is not beneficial.

But choosing especially a too small cycle per temperature count leads to worse optimized
operator placements and therefore to worse execution times. This can be observed for
example at Figure 5.5b. Choosing a too low temperature has nearly the same effect.
Both values can be balanced with each other, so a high temperature value compensates
a low cycles per temperature count and a high count per temperature compensates a
low temperature value.

Having larger temperature / cycle values simply increase the calculation effort, but
do not make the optimizer find better operator placements. This can be observed for
example in Figure 5.5c and Figure 5.5d.

Simulated Annealing (SF: 5; #Users: 1; Query: ssb_all) 
(Min=223.305ms at Temperature=20, Cycles=2)
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Figure 5.6: Average execution time of the whole single-user workload using Simulated
Annealing

In order to compare these results with the other operator placement heuristics, we
need to derive the best configuration for the whole workload. This has been done in
Figure 5.6, where all execution times of all the queries executed during the experiment
are averaged.

In this figure, we can see that the best possible configuration for this workload is a
temperature value of 20 and a cycles value of 2. This means, we will calculate 40 different
query plans during optimization. Using more cycles or a higher temperature will only
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cause more computations being made without receiving better plans in general. Query
SSB12 (Figure 5.5a) will most likely be slowed down the most for this configuration.
The minimum average execution time value for this query is 91.5ms, while the average
execution time of this query using the parameter combination of temperature 20 and
cycles 2 lead to an average execution time for that query of 120.3ms, which is a slowdown
by 31%. Nearly the same can be observed for SSB13, where we expect a slowdown of
around 28%. All the other queries are not to be influenced in a such bad way by this
parameter choice, according to our measurements.

Multi-user experiment

As we have already noticed for the Genetic algorithm, it obviously makes a difference
for the optimizers, whether there is heavy load on the system or not. For the Genetic
algorithm we could observe that more computation effort can be spent on queries, if
multiple queries are executed at the same time. Therefore, we execute the previous
experiment once again, but set the number of users in CoGaDB to 10, so 10 queries are
executed in parallel. The parameter range for the Simulated Annealing algorithm stays
the same, because we do not expect the minimum value to be outside this range for the
multi-user workload as well. The results of selected queries the experiment are shown
in Figure 5.7a and Figure 5.7b. The remaining plots can be found in Section A.1.2.2.

Simulated Annealing (SF: 5; #Users: 10; Query: ssb13) 
(Min=2.56657s at Temperature=5, Cycles=9)
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(a) Average execution time of query SSB13. The minimum value is reached for around 45
examined plans.
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Simulated Annealing (SF: 5; #Users: 10; Query: ssb43) 
(Min=5.24667s at Temperature=30, Cycles=4)
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(b) Average execution time of query SSB43. The query execution shows an unsteady behavior
among the different parameter combinations.

Figure 5.7: Plots of different Star Schema Benchmark Queries executed using the Sim-
ulated Annealing optimizer

The plots Figure 5.7a and Figure 5.7b show two aspects.

The first aspect visible in the figures is that most queries have its minimum average ex-
ecution time for a larger parameter combination compared to the single-user workload.

The second aspect is that most of the queries show an unsteady behavior among the
different parameter combinations. This means, there is no clear tendency for a minimum
value visible in the plots. We cannot find a parameter combination which is significantly
better at computing optimal operator placements. This is due to the parallel execution
of the queries, so query execution times highly differ and the costs for an operation and
therefore for the query plan computed by the estimator of HyPE become imprecise,
since these do not consider the current load of the processor, where the operation is
executed. One way, which could fix this issue would be to ask the scheduler for the
optimal algorithm and a corresponding scheduling decision, which is used for example
by the Greedy Chainer Strategy. This decision then would be load-aware, if the WTAR
strategy [BSH+14] is used. Another way to address this issue would be to make the
costs for an algorithm also dependent on the current load of the processor. The first
approach cannot be used, since this is not compatible with a randomized search. The
second approach would require additional effort for computing the estimated execution
time of an algorithm, but would lead to better estimations. Since computing better
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Simulated Annealing (SF: 5; #Users: 10; Query: ssb_all) 
(Min=6.0445s at Temperature=5, Cycles=9)
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Figure 5.8: Average execution time of the whole multi-user workload using Simulated
Annealing

estimations for an operator execution is out of the scope of the thesis, we did not
implement the second approach and leave this to future work.

Nevertheless, we also examined the complete workload and found out the configuration
of a temperature of 5 and a cycle count of 9 as a general optimal configuration for
the Simulated Annealing algorithm while 10 parallel users execute queries in parallel.
This is shown in Figure 5.8. As previously mentioned, we do not expect the Simu-
lated Annealing to compete well against the other optimization heuristics that allow to
use a more precise algorithm selection depending on the current load on the different
processors.

5.3.1.3 Summary

In the previous subsection we evaluated the new operator placement optimizers in
HyPE. First, we examined the Genetic algorithm. For the single-user workload, we
found out that the best general configuration for that workload is a population size of
20 and 4 generations being calculated. For the multi-user workload, the best general
configuration found out is a population size of 80 while calculating 11 generations. After
that, we examined the Simulated Annealing algorithm. The measured best configura-
tions for the single-user workload was a temperature of 20 with 2 cycles per temperature
value. The multi-user workload showed an unsteady behavior. We still identified a best
configuration for this workload, which is a temperature value of 5 with a cycle count of
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9, but due to the unsteady behavior of this algorithm in multi-user workloads, the per-
formance compared to other optimization heuristics in multi-user workloads is expected
to be worse.

5.3.2 Complete Comparison

In this section, we now want to compare our own operator placement heuristics with the
ones already implemented in HyPE. For this purpose, we measured the execution times
of the different Star Schema Benchmark queries among the different operator place-
ment optimizers. We used the parameters that we have determined in Section 5.3.1.1
and Section 5.3.1.2 for the Genetic algorithm and the Simulated Annealing algorithm,
respectively. We executed the same experiment for single and for multi-user again, so
we executed each of the Star Schema Benchmark queries 100 times and had 2 warm-up
runs for each of the queries. Besides, we have one experiment for a single-user workload
and one experiment for a multi-user workload. The single-user workload will be further
investigated: Using this workload, we examine query plans generated by the different
optimizer and compare these to find out, why there are differences in query execution
times.

5.3.2.1 Query Execution Time
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Figure 5.9: Query execution time of the different Star Schema Benchmark Queries using
different optimization strategies, single user

First of all, we show the general query execution time of the different workloads. Fig-
ure 5.9 shows the execution times of the Star Schema Benchmark queries in single-user
mode. The execution time is shown with a logarithmic scale, because otherwise the
differences between execution times of the GPU-aware operator placement optimizers
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would not be noticeable. In this figure it is visible that the Simulated Annealing algo-
rithm outperforms the Genetic algorithm for every query. All optimizers using GPUs
for execution produce significantly faster query execution plans compared to the the
CPU only execution. The queries SSB11, SSB12 and SSB13 are executed more than
40% slower when optimized by the Simulated Annealing algorithm. The worst per-
forming query for the Simulated Annealing and the Genetic algorithm is the SSB13
query, which takes more than twice as long as compared to the best algorithm. But
also for SSB41 and SSB31, we can observe a slowdown of 20% and 30%. All the other 7
queries, SSB21, SSB22, SSB23, SS32, SSB33, SSB34, SSB42 and SSB43 are not slower
than 11 percent compared to the best performing optimizer for the respective algorithm.
Queries SSB21, SSB22, SSB23 and SS32, SSB33 are only 5% slower than the respective
best algorithm for the respective query. If we could use the best possible configuration,
we could get even nearer to the best possible algorithm, but we would never be faster,
due to the extra computation time needed for the optimization for the Simulated An-
nealing algorithm. Nevertheless, we can beat different optimizers, that have a smaller
optimization time using the Simulated Annealing. This would be even better, if we
could use the best configuration for each of the queries. The Genetic algorithm is, as
already mentioned before, always slower than the Simulated Annealing algorithm. It
shows the same behavior for the queries, as the Simulated Annealing algorithm and is
therefore bad especially for SSB11, SSB12 and SSB13.
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Figure 5.10: Slowdowns of the SSB queries compared to the respective best optimizer
for the query. A 0 value means that this is the optimizer that performs the best for
that specific query.

Nevertheless, it could deliver comparable performance to the existing algorithms, if
we could use a certain parameter combination for each of the queries. Therefore, we
combined the results of this experiment and the experiments to find out the best pa-
rameter combination for the respective algorithm in Section 5.3.1.1 and Section 5.3.1.2.
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These experiments had the exact same workload and are therefore comparable with
the current experiment results. The results are shown in Figure 5.10. In that figure
we compare the slowdown of the different query with the value of the best optimizing
operator placement algorithm. In this figure we can clearly see that using the optimal
parameter configuration for the respective algorithm, Simulated Annealing and Genetic
algorithm, would reduce the extreme slowdowns for the SSB1x queries to an acceptable
value. Especially, the Simulated Annealing algorithm would then deliver for most of
the queries an execution time comparable with the best operator placement optimizer
for that specific query and would beat several other optimizer algorithms there. But
also the Genetic algorithm can then beat different other optimizers, if it could use the
best configuration for the respective query.

Therefore, we can conclude that for single use workloads, these randomized algorithms,
Simulated Annealing and Genetic Algorithm, can perform well against existing operator
placement heuristics and achieve similar results.

The results for the multi-user experiment are shown in Figure 5.11. Here, we can
observe that our expectations, which we already expressed in the discussion about the
results of the experiments for finding the best parameter combination, are confirmed.
The Simulated Annealing algorithm is in this experiment in some cases even slower than
a pure CPU only execution of the queries. In contrast to the single-user experiment,
the Genetic algorithm outperforms the Simulated Annealing algorithm for every query,
except for the SSB1x queries.
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Figure 5.11: Query execution time of the different Star Schema Benchmark Queries
using different optimization strategies, multi-user

The only optimizers, that deliver the same bad performance for certain queries are
the Greedy Heuristic and the Critical Path Optimizer. These can be beaten by the
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Genetic algorithm for certain of the queries (SSB2x, SSB3x and SSB4x for the Greedy
Optimizer, and SSB22, SSB23 and SSB41 as well for the Critical Path Optimizer), and
the Simulated Annealing algorithm beats the Greedy Heuristic for SSB1x.

Nevertheless, the Best Effort GPU algorithm is for nearly all the queries the best choice,
and is only beaten by the Critical Path optimizer for the queries SSB12 and SSB34.

Using these values, we can show the speed-up of the different optimizers compared to a
CPU-only execution in Figure 5.12 for the single-user workload and in Figure 5.13 for
the multi-user workload. As visible in Figure 5.12, we receive for every query with every
operator placement heuristic a speed-up of at least 2 for the single-user workload. The
Simulated Annealing algorithm is for more than half of the queries comparable with
the best algorithm for that respective query and delivers good speed-ups. But also the
Genetic algorithm is in the same order of magnitude for speed-up of certain queries.

For the multi-user workload, we can see a slight speed-up compared to CPU only for
the Genetic algorithm, but for most of the queries, the speed-up is not noticeable. The
Simulated Annealing is in some cases even slower than the CPU-only execution of the
plan. Both implemented algorithms do not take the current load on a certain device
into consideration, and therefore, they may over-utilize one device and under-utilize
another device, which could lead to the shown results.
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Figure 5.12: Speed-up of the queries compared to CPU only execution, single user
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Figure 5.13: Speed-up of the queries compared to CPU only execution, multi-user

5.3.2.2 Workload Execution Time and Optimization Time

In this section, we compare the actual time needed for optimizing the operator place-
ment and the complete workload execution time. For this purpose, we measured, how
long the different optimizers take to return their result and how much time is needed
to complete the whole workload. The results of these measurements are illustrated in
Figure 5.14 and Figure 5.15.

 0.1

 1

 10

 100

 1000

 10000

Best Effort
GPU

Critical Path Genetic
Algorithm

Greedy Chainer Greedy Greedy (CPU) Simulated
Annealing

E
xe

cu
ti

o
n

 T
im

e 
(s

)

Workload Execution Time (SF 5, #users 1)

Operator placement optimization time

1.161.16

11.3511.35

29.7529.75

1.081.08
0.750.75 0.70.7

12.5812.58

260.49 275.77 325.09 269.59 270.84

1370.91

297.88

Figure 5.14: Workload execution time and optimization time, single user
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As visible in Figure 5.14, the two newly implemented operator placement algorithms,
Genetic algorithm and Simulated Annealing, have a slightly larger execution time for
the whole workload. The main reason for this is that the optimization times for these
algorithm are larger than all the other operator placement heuristics. Especially the Ge-
netic algorithm needs around 3 times more computation time than the slowest existing
algorithm, Critical Path optimizer, to find its solutions. But also the Simulated An-
nealing optimizer is slower than all the other algorithms and is only comparable with
the Critical Path optimizer in terms of optimization time. The result quality of the
newly implemented optimizers is still comparable with the ones already implemented.
This can be seen in Table 5.3. The Simulated Annealing algorithm produces only 10%
slower queries than the best algorithm, Best Effort GPU in this case, and the Genetic
algorithm produces only 13.9% slower solutions than the Best Effort GPU Heuristic.
It should be noted again that the newly implemented algorithms did not use their best
configuration for each of the queries, but a general one. Therefore, if we would use the
best configuration for every single query, the result operator placements should improve
further and we would have a reduced slowdown.

Algorithm Query Execution time in s
(without optimization time)

Slowdown compared to Best
Effort GPU

Best Effort GPU 259.33 0%

Critical Path Optimizer 264.42 2%

Genetic Algorithm 295.34 13.9%

Greedy Chainer 268.51 3.5%

Greedy 270.09 4.1%

Greedy (CPU) 1370.21 428.4%

Simulated Annealing 285.3 10%

Table 5.3: Result quality of the different algorithms in single-user mode

For the multi-user workload, we have a different result compared to the single-user
workload. This is illustrated in Figure 5.15. The only algorithm that is in some way
comparable with one of the existing algorithms is the Genetic algorithm, which beats
at least the Greedy Heuristic. The optimization time shown in this figure are all the
optimization times different threads need to compute the optimal query plan, added
up. There, we observe a larger value for the Genetic algorithm than the complete
workload execution time. But the workload execution time is not the added up time
of the different workload between the different threads, but the time all threads need
to finish their work. Nevertheless it is noticeable that the Genetic algorithm performs
bad when being executed multi-threaded.
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Figure 5.15: Workload execution time and optimization time, multi-user

5.3.2.3 Characteristics of the executed queries

In this section, we compare the characteristics of the operator placements in general
between the different query plans. Therefore we take a look at some general character-
istics of the generated operator placements. We output the number of copy operations
from host to device and from device to host. This is shown in Figure 5.16. Besides, we
show the necessary time for the data transfer between host and device in Figure 5.18.
Finally, we also measured the actual amount of data being transferred over the PCI
Express bus in Figure 5.17.
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Figure 5.16: Number of copy operations caused by the different operator placement
optimizers. Simulated Annealing and Genetic algorithm perform more copy operations
than most of the existing algorithms.
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Figure 5.17: Amount of data transferred over PCI Express bus depending on the dif-
ferent operator placement optimizers. The new approaches, Simulated Annealing and
Genetic algorithm, transfer more data from device to host than from host to device.
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Figure 5.18: Time needed for transfer of data between Host and Device caused by the
different operator placement optimizers. The new approaches, Simulated Annealing
and Genetic algorithm, have the highest copy time compared to all other algorithms.

In the figures it is visible that both new algorithms, Simulated Annealing and Genetic
algorithm, make heavy usage of the GPU: For the single-user workload, the Genetic
algorithm is the algorithm, that causes the highest amount of data transfer over the
PCIe bus, followed by the Simulated Annealing algorithm (Figure 5.17a). Therefore,
the actual copy time needed for the data transfer between Host and Device is the
largest for Simulated Annealing and the Genetic Algorithm as well (Figure 5.18a). The
number of copy operations for the single-user workload shows that the Greedy Heuristic
performs nearly the same amount of copy operations compared to the Genetic algorithm
and the Simulated Annealing algorithm (Figure 5.16a). Therefore, the copy operations
performed by query plans of the Simulated Annealing and Genetic algorithm are in
average larger, so more data is sent over the PCIe bus per copy operation.
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Even though the GPU is higher utilized for the single-user workload by the Simulated
Annealing algorithm and by the Genetic algorithm, the overall workload execution time
is still comparable to the other optimizers. Therefore, one can conclude that both new
algorithms make better usage and cause a better utilization of the GPU for the single-
user workload.

For the multi-user workload, the same fact makes the Simulated Annealing algorithm
and the Genetic algorithm perform worse. Since the utilization of the GPU is not
coordinated between the different users running the queries, if optimized by the Simu-
lated Annealing algorithm or by the Genetic algorithm, there are many copy operations
initiated, so the GPU operators get into conflict with each other. Even though the
Genetic algorithm transfers more data and needs more time to transfer the data, the
overall workload is executed faster than for the Simulated Annealing algorithm, which
has already been discussed in Section 5.3.2.2.

5.3.3 Actual query plans found by the optimizer

In order to get a deeper insight in why there are performance improvements for cer-
tain queries, we take a look at the query plans generated by the different optimizers.
Therefore, we examined the log files created by CoGaDB, in which all the query plans
that are executed are listed. We find the query plans with the lowest costs for each of
the operator placement optimizers and analyze, why they perform this way. For this
purpose, we only examine the query plans from the single-user experiment, since there
are no influences by other queries running in parallel.

For all the query plans shown in this section, we have the legend shown in Figure 5.19.

Figure 5.19: Legend for all operator placement plans. Blue nodes are CPU operators
and green nodes are GPU operators. The text inside the nodes displays the actual
operation being executed. The time values next to the nodes show the execution time
of the operation. The time values include the needed data transfer time.

Investigation of SSB13

In detail, we also want to investigate, why there are performance losses of the Simu-
lated Annealing algorithm and the Genetic algorithm for the operator placements of
query SSB13. This is the query, which performs the worst, when being optimized by
the Simulated Annealing and the Genetic algorithm. After examining the log files of
CoGaDB, we found that 12% of the queries show extremely high execution times (up
to 10x execution time of the best plans), while all the other execution times are in a
range comparable with the best optimizing algorithm, Greedy Chainer Heuristic. The
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(a) Worst operator placement found by the
Simulated Annealing optimizer

(b) Best possible plan found by the Greedy
Chainer

Figure 5.20: Operator Placements found by different optimizers for SSB13

reason for the high query execution time can best be visualized, when comparing the
plan, which is always returned by the Greedy Chainer with the plan, that is in some
cases returned by the Simulated Annealing optimizer. This is shown in Figure 5.20.
The plan of the Simulated Annealing algorithm takes 707ms to finish, while the plan
returned by the Greedy Chainer takes only 63ms. The operations, that take most of
the execution time are marked red in Figure 5.20a.

The question, that needs to be answered now is: Why does the Simulated Annealing
algorithm choose this plan? After further examining the log files, also from the opti-
mizer output, we find one reason, why the Simulated Annealing algorithm chooses this
operator placement. The overall costs for this plan are estimated with 190ms, which
is still worse than the best possible plan, but much faster, than the actual execution
of the plan takes. The operations, that take that long, the CPU selection and the
following GPU selection are estimated with 50ms and 78ms (including transfer costs)
but actually take 86ms and 557ms.

The reason for the different executions times are incorrect cardinality estimations. The
estimator assumes that every selection returns exactly 10% of the input. This can
be very inaccurate. A potential solution would be to implement a Kernel Density
Estimation into the estimator, as proposed by Heimel et al. [HM12, HKM15], which
should return more accurate cardinality estimations.
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Because of the incorrect estimations, the probability of accepting this plan in favor
of better plans, but plans that are estimated worse, becomes larger. The Simulated
Annealing algorithm accepts worse plans depending on a probability, which takes into
account, how much worse the plan executes compared to the previous plan. Therefore,
the probability for accepting the plan, if a more accurate estimated execution time
would have been calculated, would have been smaller and therefore, the effect of these
bad performing operator placements would not be that drastic. The Genetic algorithm
has the same problem, but here, only 6% of the query execution times show that behav-
ior, because the Genetic algorithm examines in general more query plans. Therefore,
the probability of finding any other operator placement that performs faster than the
inaccurate estimated time, becomes larger. Since we examine more operator placements
within the Genetic algorithm compared to the other optimization algorithms, we never-
theless have a larger query execution time, and the general execution time of the SSB13
query is still larger, even if there are less executions of bad operator placements.

Investigation of SSB34

After examining one bad example, we now want to take a look at some successful
applications of the Simulated Annealing and the Genetic algorithm. One of the queries,
that performs the best for the newly implemented algorithms, Simulated Annealing
and Genetic algorithm, is the SSB34 query. For our example, in Figure 5.21 we have
visualized the operator placements calculated by the different optimizers ordered by
execution time, where Figure 5.21a performs the best with 77ms execution time and
Figure 5.21d performs the worst with 97ms execution time. Figure 5.21b is executed
within 80ms and Figure 5.21c within 90ms.

The main difference between the operator placement provided by Simulated Annealing
and the Greedy Heuristic is the length of the operator chain executed on GPU. While
the operator placement by the Simulated Annealing (Figure 5.21a) performs two of
the joins on the GPU and all the other operations on CPU, the Greedy Heuristic
(Figure 5.21b) performs all joins on the GPU and a selection operation additionally. A
detailed investigation of the single costs of the operation reveals that performing the
join as hash join on the CPU (#1 in Figure 5.21a) is in this case faster than transferring
the results of the previous selection to the GPU and performing the join there. This
even compensates the slight performance losses at the Simulated Annealing placement
compared to the Greedy Heuristic at the lowest selection (#2 at Figure 5.21a). The
plans generated by the Best Effort GPU Heuristic and the Greedy Chainer / Critical
Path optimizer cannot compete for this plan, because they always set the Groupby
operation onto GPU (#3 at Figure 5.21c). This operation takes on GPU around twice
as long, so 19ms instead of only 10ms. Besides the Best Effort GPU optimizer performs
one selection operation on GPU, and therefore takes 14ms instead of 6ms for execution
on CPU (#4 at Figure 5.21c).
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(a) Best plan found by Simulated An-
nealing

(b) Plan found by the Greedy Heuris-
tic

(c) Plan found by the Best Effort
GPU Heuristic

(d) Plan found by the Greedy Chainer
Heuristic and the Critical Path Opti-
mizer

Figure 5.21: Operator Placements found by different optimizers for SSB34



5.3. Experiments 63

Therefore, we can conclude, it is not always beneficial to have a longer operator chain
set on GPU which is done by the Greedy Chainer Heuristic and by the Critical Path
Optimizer in this case. Setting all operations on GPU can also be harmful, since certain
operations may be executed slower. This would especially be the case, if the used GPU
operators are even further slower, for example if the GPU inside the machine is not
that powerful, as it is the case for the machine we used for our evaluation.

Investigation of SSB43

Another query, that performs equally well when being optimized by the Simulated
Annealing and the Genetic algorithm is SSB43. We show the operator placements
found by the Simulated Annealing algorithm, the Greedy Heuristic, the Critical Path
Optimizer and the Greedy Chainer in Figure 5.22. In this case, the plan of the Simulated
Annealing is executed slightly faster than the Greedy Heuristic plan (135ms vs. 136ms)
but noticeable faster than the plan by the Critical Path Optimizer (163ms) and by the
Greedy Chainer Heuristic (168ms).

A detailed investigation of the single costs of the operations reveals the performance
differences between the operator placements. The 1ms difference between the Simulated
Annealing and the Greedy Heuristic is caused by the execution of the selection (#1 at
Figure 5.22a) on the GPU. It is more beneficial in this case to transfer the results of the
table scan to the GPU and process the selection there instead of processing the selection
on CPU and sending the result of that operation to GPU. All other differences do not
lead to noticeable performance differences for these two optimizers. Besides, it is also
more beneficial to perform the selection (#2 at Figure 5.22a) on the CPU and transfer
the result to the GPU instead of transferring the complete table to GPU and process
the selection there.

The performance loss at the plan computed by the Critical Path optimizer (Figure 5.22c)
is mainly caused by the GPU Groupby operator (#3 at Figure 5.22c), which takes
double amount of time to finish even though the necessary data is already in GPU
RAM. Since this operator is on the Critical Path of the query plan, the optimizer set
this onto GPU, without considering that the operator performs worse. Besides, it also
does not perform the selection (#1 at Figure 5.22a) on the GPU, and therefore loses
some performance.

The Greedy Chainer (Figure 5.22d) only sets two operations onto GPU. It loses most
of the performance for the first CPU hash join operation (#4 at Figure 5.22d). Since
the result of the previous Join performed on the GPU has a rather large result and this
result needs to be transferred back to CPU, the overall execution time of the hash join
operation is enlarged. Furthermore, the next hash join operator needs to wait for the
execution of the first hash join, because the other child operation only needs 4ms to be
executed.

Transferring the result of the GPU operations back at a later operator, as it is done by
the Simulated Annealing and the Greedy Heuristic saves around 20ms. But performing
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(a) Best plan found by Simulated An-
nealing

(b) Plan found by the Greedy Heuris-
tic

(c) Plan found by the Critical Path
Optimizer

(d) Plan found by the Greedy Chainer
Heuristic

Figure 5.22: Operator Placements found by different optimizers for SSB43
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operations that take longer on GPU to finish, as for the GPU Groupby operator in this
case is also harmful for the performance. Therefore, an operator placement optimizer
should consider the size of intermediate results as well, next to the pure operation
execution time. On top of that, it might be useful to also consider the waiting time
between operators, so how long does an operator need to wait for another operator to
finish, before it can proceed.

5.4 Summary and discussion of the results

In this section, we discuss the results of the experiments and summarize our findings.

The results of the evaluation help use to find answers to our research questions. First
of all, we want to discuss the sub questions, to answer the main questions using these
answers.

Q1.1: How does the query optimization time for these standard approaches
influence the query execution time?

As already discussed in Section 5.3.2.2 the optimization time is larger for the newly
implemented algorithms. For single-user workloads, the optimization time is up to 3
times larger for the Genetic algorithm and around 1.5 times larger for the Simulated
Annealing algorithm, compared to the slowest specialized optimizer, Critical Path op-
timizer. This additional optimization effort can be compensated slightly by a faster
execution time of queries for certain of the evaluated queries. E.g., the queries SSB2x,
SSB32, SSB33 and SSB34 perform equally fast for the Simulated Annealing compared
to the Greedy Heuristic, even though the optimization time for each of the queries is
more than 100 times larger for Simulated Annealing than for the Greedy Heuristic.

Q1.2: How can these algorithms be tuned, so that they are optimized equally
as the specialized approaches, so we get comparable results?

In our evaluation, we used pre-determined parameter values for the different workloads,
which optimized the whole workload rather than single queries. As already noticed
in the evaluation results, this is not always beneficial. Instead, a custom parameter
combination for each of the tested queries would be more beneficial and lead to better
results. Therefore, an automatic mechanism should be integrated into these algorithms
that determine its best possible configuration for the current query. One of the aspects,
that could be used to determine the optimal parameter combination is the size of the
input problem (e.g., the number of different operations in query). If we have a large
amount of possible different operator placements, we should investigate more plans,
because it is more likely to find a good operator placement, if we examine more plans
and this better operator placement then compensates the additional optimization time.

The randomized algorithms besides need cost estimations that are as exact as possible.
In Section 5.3.3 we found out that inaccurate estimations are the main cause for the
performance losses in certain queries.
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Also for the multi-user workloads, we found out that the pure costs of an operation
are not enough for an algorithm to determine a well-performing operator placement.
Instead, also the current load on the different processors need to be considered. Oth-
erwise, we get results as shown in Section 5.3.2.1 for a multi-user workload. There, the
randomized algorithms produce plans, that do not compete well against the existing
approaches, that use the scheduler to determine an operator placement, that fits the
best to the current load situation on the processors.

Q1.3: Can we detect patterns in the operator placements of the fastest query
plan(s)?

In Section 5.3.3 we took a detailed look onto operator placements generated by different
optimizers.

One of the detected patterns is that it is beneficial to have operator chains on one
device, which reduce transfer costs. But this chain should not contain operators, that
nullify the performance gains caused by the chained operation. This could be observed
in Figure 5.21d, where one operator completely renders the performance gains caused
by the previous operator chain void and even slows down the overall performance of
the query.

A greedy optimizer should not only consider the costs of the current operation, but
also whether the data need to be transferred to the corresponding processor first, e.g.
if any of the child operations is performed on CPU, and the current operation should
be performed on GPU, it should also consider that data needs to be transferred first.

This applies especially for the first operation after the table scan. Depending on the
size of the table, it may not be beneficial to transfer to complete table to GPU and
perform the following operation there. This has especially been noticed at Figure 5.21c,
where all tables are transferred to the GPU first. This slowed down the execution the
most. Instead, the first selection should have been executed on CPU and the smaller
result should have been transferred then.

Besides, it can be beneficial that for operations, that have multiple sub operations (e.g.
Joins), one part of the sub tree is executed on one processor and the other one on the
other processor to have a parallel execution and a better device utilization.

Depending on the result sizes of these sub operators and the execution time of the
operator, it should then be decided, where to perform the next operation. E.g., if the
GPU sub operation will return a small result, and the CPU sub operation will return
a large result, it is more likely to be beneficial to transfer the small GPU result to
CPU and perform the operation on CPU, instead of transferring the large CPU result
to GPU, even if the algorithm may perform faster in general on GPU. This could for
example be observed in Figure 5.21a in comparison with Figure 5.21b, where a CPU
selection returned a larger result than the GPU operation, and transferring the result
data from the GPU operator to CPU for further processing was faster, than transferring
the result data from CPU to the GPU and processing the data on the GPU.
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Another pattern that we detected is that is beneficial to have balanced execution times
between sub trees of the operator plan. This way, operators do not need or need to
wait only shortly for other operators to finish.

Q1.4: How do different parameters (e.g. database size, size of the query
plan, optimizer parameters) affect the run-time behavior of the different
optimizers and their generated operator placements?

The size of the query plan influences the run-time behavior of the newly implemented
approaches only slightly. The only algorithm that is highly influenced by the size of
the query plan was the Critical Path optimizer. While it took 1.5-5ms for the SSB1x
queries to find its result, it took 5-9ms for the SSB2x and SSB3x queries and 10-18ms
for the SSB4x queries.

We also noticed that the more queries have already been executed, the more time is
needed for the estimator component to return estimation values. This is due to the
fact that over the course of the experiment, additional performance measurements are
collected and therefore the computation for an estimation becomes more expensive but
should also be more accurate. This degrades the performance of the optimizers, that
make heavy usage of the estimations for different plans, like the Critical Path Optimizer
or the newly implemented algorithms, Simulated Annealing and Genetic algorithm, do.

The database size does not influence the run-time behaviour of the different optimizers
at all. But it influences, how many computations are allowed for an operator to calculate
its result. We performed additional tests with scale factor 10 and found out, that we can
use a larger parameter value for the Simulated Annealing and the Genetic algorithm, if
the database size is larger. This is because a better operator placement here influences
the execution time of the query more in a positive way, than the additional computation
effort degrades the overall performance of the query execution: It is more important to
have a good operator placement than to have a small computation effort for finding it.

Now that we have answered the sub questions, we can also answer the main question
of this thesis.

Q1: Can standard optimization approaches achieve similar or even better
performance of query processing than specialized optimization algorithms
for operator placement in co-processing accelerated databases?

The answer on this question highly depends on the used information by the new
approaches. The single-user experiments revealed that the randomized standard ap-
proaches are actually able to find competitive operator placements. They even outper-
form certain of the specialized operator placement optimization algorithms, even with
general parameters, and are therefore a reasonable choice for a single-user workload.
Adding the capability to the standard approaches to self-tune their parameters on cer-
tain input characteristics, e.g. database size, size of the query plan, should further
improve the performance of placements generated by these optimizers.
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The multi-user experiment showed that without information on current load situations
on a certain device, randomized algorithms cannot reach the performance of algorithms
that actually use these information. Therefore, it could be made possible that the cost-
estimation of the database system considers the load-situation on a certain device for
its cost estimation. Otherwise, randomized algorithms will fail to return competitive
placements, as shown in our experiments.

5.5 Threats to validity

In this section, we try to identify possible threats to validity of our results and discuss,
whether they might be harmful for the results of our experiments.

5.5.1 Internal threats to validity

In this section, we discuss the internal threats to the validity of our experimental results.

Confounding variables

Performance measurements can be influenced by different aspects. One of the aspects
are different query run-times because memory is not initialized. Another aspect is that
especially for the first call, the CUDA GPU driver needs more time for any other calls.
This is because the driver needs to be waken up first. To circumvent this, we call nvidia-
smi before any of the experiments. Besides, we use warm-up queries, which do not only
instantiate the estimation component of the hybrid query optimizer but also warm up
the memory. These warm-up queries are not counted in the experiment measurements.

Another possibility for incorrect measurements is unexpected system load. To make sure
that there are no processes running, which might influence the measurement, we made
sure before starting any experiment that no other user on that test system performs any
tasks. To minimize the effect of unexpected CPU / GPU load during the experiments,
we also executed every query one hundred times. This way, outliers do not have such a
great effect on the final results.

Random number generation

Since we make heavy usage of random numbers for the genetic algorithm and the
simulated annealing approach, we have to make sure that the numbers generated by
our random number generators are uniformly distributed. We used the boost libraries
random number generator mt19937, which implements the Mersenne Twister algorithm
[MN98], to generate random numbers. The generator is seeded with the current time.
According to Matsumotoet al. [MN98] this generator will then generate uniformly
distributed real random numbers and is therefore a good choice for calculating random
numbers for the simulated annealing approach and the genetic algorithm.
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5.5.2 External threats to validity

In this section, we describe possible external threats to the validity of our experimental
results.

Test data and benchmark

We used test data that we generated using the Star Schema Benchmark tool, dbgen.
The Star Schema Benchmark [OOC09] is a Benchmark for testing OLAP workloads on
database systems and includes several aspects that are necessary for an OLAP engine
to fulfill. Furthermore, it is a widely used benchmark. Therefore it is a good choice
to use the Star Schema Benchmark to evaluate different optimizers and we expect the
results to be applicable also for other OLAP data.

5.6 Summary

In this chapter, we first explained, which algorithms are compared. We then explain,
how we want to find out the best configuration for the different algorithms, since several
of the algorithms have different possible parameters which affect their run time and the
quality of their results. After that, we conduct further experiments with the algorithm in
order to find out, whether our expectations are met and in order to answer the research
questions. Then, we discuss the results of the experiments and draw a conclusion.
In the end, we identify internal and external threats of validity of the results of our
experiments.
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6. Conclusion and Future Work

In this chapter, we summarize this thesis and our findings and explain possible future
work.

6.1 Conclusion

In this thesis, we investigated whether standard approaches, such as Simulated An-
nealing or Genetic algorithms, are competitive in the operator placement problem in
heterogeneous processor environments. Therefore, we first gave background information
on database systems and the compared algorithms in Chapter 2. After that, we ex-
plained related work in Chapter 3. Then, we first motivated why we implemented these
algorithms as operator placement optimizer and explained implementation details and
decisions in Chapter 4. In Chapter 5 we evaluated our implementation and compared
our newly implemented optimizer algorithms with the already existing algorithms.

In the evaluation, we found competitive results especially for the Simulated Anneal-
ing optimizer, where certain queries of the used Benchmark perform equally fast or
slightly faster than queries whose operator placement was optimized by specialized op-
erator placement algorithms. For the Genetic algorithm, we have a larger optimization
overhead, but it also finds competitive operator placements in a reasonable time.

For situations, where there is heavy load on the system, so multiple users running queries
in parallel, we found that the newly implemented approaches cannot compete with the
already existing approaches. They often make bad operator placement decisions due
to the differing load on the different processors, which is not considered in the cost
estimation. Therefore, using these operator placement algorithms for systems where
multiple users run queries in parallel is not recommended. Possible future work that
addresses this issue is explained in Section 6.2.

After evaluating the performance of the newly implemented approaches, we investigated
query plans generated by different optimizers, and compared, why there are performance
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differences. We confirm that having a row of executions chained on a certain operator
can be beneficial, because transfer costs can be saved. But we also found out that these
benefits can be rendered void and even slow down the performance of certain queries by
a single operation being executed on the wrong processor, even if it is inside the operator
chain. Therefore, we concluded that simply chaining operators on a certain processor
is not always the best choice. Furthermore, we found out that operator placements
should consider the locality and the size of intermediate results. For considering the
size of intermediate results, accurate cardinality estimations are a must. We also found
out that it could be beneficial to have balanced execution times between sub trees of
an operator, because this way one operator does not have to wait for another operator
to finish.

Finally, we answer the questions that we have asked ourselves in Chapter 1: Can stan-
dard optimization approaches achieve similar or even better performance of query pro-
cessing than specialized optimization algorithms for operator placement in co-processing
accelerated databases? The answer on this question depends especially on the workload
being executed. In general, we found that standard optimization approaches, such as
Simulated Annealing and Genetic algorithms, can find beneficial operator placements
for single-user workloads, but for multi-user workloads, additional information needs to
be considered, such as the current load on the different processors. If these additional
information are not used, no useful operator placement can be found by the standard
approaches. Instead, they are outperformed by the specialized approaches.

6.2 Future Work

In this section we discuss possible future work.

One of the things of the current approach which can be improved is that the imple-
mented algorithms deliver queries with different performance depending on the amount
of computations invested for optimizing the plan. Our current approach was to find
parameters that are applicable for all the queries and do not slow them down too much
while keeping the optimization time still low. Instead of trying to find out an in some
way hard coded parameter configuration, one could think of making these algorithms
self-adapting: It should be made possible that the algorithms run with an optimal pa-
rameter configuration depending on the size of the optimization problem (number of
possible operator placements) and the size of the data being processed. As shown in
the thesis: The larger the data being processed the more helpful is it to spend more
time finding a better operator placement, because the optimization time is not influ-
enced by the amount of data being processed later. This could for example be used to
develop another heuristic to automatically tune the parameters of the query optimizer
heuristics.

Furthermore, our current approach is not load-aware. This means that the cost estima-
tions for queries differ extremely from the actual results when there is additional load
due to multiple queries being executed in parallel. One way to address this issue would
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be to make the costs for an operation and therefore for the whole query returned by
the estimator to be load-aware. This means that the costs for a specific operation on a
specific processor should also consider the current load on that processor.

Another possible future work would be to implement further optimization heuristics, e.g.
dynamic programming or iterative refinement algorithms. These kind of optimization
heuristics are well-researched and might also deliver a good general performance.

On top of that, it would be interesting to perform further experiments to see, how
other parameters of CoGaDB influence the run-time behavior of the queries using the
different operator placement heuristics. One example is the possibility to use a star join
optimizer. This optimizer creates differently structured query plans than the default
optimizer, so the operator placement might influence the query run-time in a different
way.

Furthermore it could be interesting to see the impact of further restricted GPU memory,
so even more of the database does not fit into memory, or less multiple users, so the
amount of parallel threads does not exceed the amount of CPU cores one the database
system.
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A. Appendix

A.1 Additional plots

A.1.1 Genetic Algorithm

A.1.1.1 Single User Workload

Genetic Algorithm (SF: 5; #Users: 1; Query: ssb11) 
(Min=132.79ms at Population Size=10, # Generations=9)
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Figure A.1: Average execution time of query SSB11
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Genetic Algorithm (SF: 5; #Users: 1; Query: ssb12) 
(Min=103.965ms at Population Size=10, # Generations=10)
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Figure A.2: Average execution time of query SSB12

Genetic Algorithm (SF: 5; #Users: 1; Query: ssb21) 
(Min=313.27ms at Population Size=20, # Generations=2)
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Figure A.3: Average execution time of query SSB21
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Genetic Algorithm (SF: 5; #Users: 1; Query: ssb22) 
(Min=291.791ms at Population Size=20, # Generations=3)
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Figure A.4: Average execution time of query SSB22

Genetic Algorithm (SF: 5; #Users: 1; Query: ssb31) 
(Min=482.026ms at Population Size=20, # Generations=2)
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Figure A.5: Average execution time of query SSB31
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Genetic Algorithm (SF: 5; #Users: 1; Query: ssb33) 
(Min=203.277ms at Population Size=20, # Generations=2)
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Figure A.6: Average execution time of query SSB33

Genetic Algorithm (SF: 5; #Users: 1; Query: ssb34) 
(Min=92.4412ms at Population Size=10, # Generations=3)
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Figure A.7: Average execution time of query SSB34
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Genetic Algorithm (SF: 5; #Users: 1; Query: ssb42) 
(Min=211.944ms at Population Size=20, # Generations=2)
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Figure A.8: Average execution time of query SSB42

Genetic Algorithm (SF: 5; #Users: 1; Query: ssb43) 
(Min=166.397ms at Population Size=20, # Generations=2)
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Figure A.9: Average execution time of query SSB43
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A.1.1.2 Multi-user Workload

Genetic Algorithm (SF: 5; #Users: 10; Query: ssb12) 
(Min=2.80126s at Population Size=30, # Generations=7)
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Figure A.10: Average execution time of query SSB12

Genetic Algorithm (SF: 5; #Users: 10; Query: ssb13) 
(Min=2.66874s at Population Size=50, # Generations=13)
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Figure A.11: Average execution time of query SSB13
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Genetic Algorithm (SF: 5; #Users: 10; Query: ssb21) 
(Min=4.52526s at Population Size=100, # Generations=13)
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Figure A.12: Average execution time of query SSB21

Genetic Algorithm (SF: 5; #Users: 10; Query: ssb22) 
(Min=4.80173s at Population Size=100, # Generations=13)
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Figure A.13: Average execution time of query SSB22
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Genetic Algorithm (SF: 5; #Users: 10; Query: ssb31) 
(Min=6.26314s at Population Size=80, # Generations=11)
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Figure A.14: Average execution time of query SSB31

Genetic Algorithm (SF: 5; #Users: 10; Query: ssb33) 
(Min=5.0734s at Population Size=90, # Generations=9)
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Figure A.15: Average execution time of query SSB33
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Genetic Algorithm (SF: 5; #Users: 10; Query: ssb34) 
(Min=2.45477s at Population Size=60, # Generations=12)
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Figure A.16: Average execution time of query SSB34

Genetic Algorithm (SF: 5; #Users: 10; Query: ssb42) 
(Min=4.79795s at Population Size=60, # Generations=14)
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Figure A.17: Average execution time of query SSB42
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Genetic Algorithm (SF: 5; #Users: 10; Query: ssb43) 
(Min=4.28667s at Population Size=60, # Generations=12)
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Figure A.18: Average execution time of query SSB43

A.1.2 Simulated Annealing

A.1.2.1 Single User Workload

Simulated Annealing (SF: 5; #Users: 1; Query: ssb11) 
(Min=126.185ms at Temperature=20, Cycles=2)
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Figure A.19: Average execution time of query SSB11
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Simulated Annealing (SF: 5; #Users: 1; Query: ssb21) 
(Min=307.614ms at Temperature=20, Cycles=2)
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Figure A.20: Average execution time of query SSB21

Simulated Annealing (SF: 5; #Users: 1; Query: ssb22) 
(Min=277.621ms at Temperature=15, Cycles=2)
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Figure A.21: Average execution time of query SSB22
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Simulated Annealing (SF: 5; #Users: 1; Query: ssb23) 
(Min=246.569ms at Temperature=25, Cycles=1)
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Figure A.22: Average execution time of query SSB23

Simulated Annealing (SF: 5; #Users: 1; Query: ssb31) 
(Min=463.534ms at Temperature=20, Cycles=2)
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Figure A.23: Average execution time of query SSB31
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Simulated Annealing (SF: 5; #Users: 1; Query: ssb33) 
(Min=194.478ms at Temperature=25, Cycles=1)
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Figure A.24: Average execution time of query SSB33

Simulated Annealing (SF: 5; #Users: 1; Query: ssb41) 
(Min=387.54ms at Temperature=25, Cycles=2)
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Figure A.25: Average execution time of query SSB41
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Simulated Annealing (SF: 5; #Users: 1; Query: ssb42) 
(Min=200.137ms at Temperature=20, Cycles=2)
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Figure A.26: Average execution time of query SSB42

Simulated Annealing (SF: 5; #Users: 1; Query: ssb43) 
(Min=157.53ms at Temperature=25, Cycles=1)
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Figure A.27: Average execution time of query SSB43
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A.1.2.2 Multi-user Workload

Simulated Annealing (SF: 5; #Users: 10; Query: ssb11) 
(Min=2.88391s at Temperature=30, Cycles=2)
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Figure A.28: Average execution time of query SSB11

Simulated Annealing (SF: 5; #Users: 10; Query: ssb12) 
(Min=2.83944s at Temperature=25, Cycles=2)
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Figure A.29: Average execution time of query SSB12
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Simulated Annealing (SF: 5; #Users: 10; Query: ssb21) 
(Min=6.33382s at Temperature=20, Cycles=1)
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Figure A.30: Average execution time of query SSB21

Simulated Annealing (SF: 5; #Users: 10; Query: ssb22) 
(Min=6.83822s at Temperature=20, Cycles=1)
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Figure A.31: Average execution time of query SSB22
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Simulated Annealing (SF: 5; #Users: 10; Query: ssb23) 
(Min=6.86678s at Temperature=25, Cycles=9)
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Figure A.32: Average execution time of query SSB23

Simulated Annealing (SF: 5; #Users: 10; Query: ssb31) 
(Min=8.62175s at Temperature=25, Cycles=9)
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Figure A.33: Average execution time of query SSB31
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Simulated Annealing (SF: 5; #Users: 10; Query: ssb32) 
(Min=6.73459s at Temperature=25, Cycles=9)
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Figure A.34: Average execution time of query SSB32

Simulated Annealing (SF: 5; #Users: 10; Query: ssb33) 
(Min=6.09515s at Temperature=25, Cycles=9)
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Figure A.35: Average execution time of query SSB33
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Simulated Annealing (SF: 5; #Users: 10; Query: ssb34) 
(Min=2.71756s at Temperature=5, Cycles=1)
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Figure A.36: Average execution time of query SSB34

Simulated Annealing (SF: 5; #Users: 10; Query: ssb41) 
(Min=8.69181s at Temperature=20, Cycles=6)
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Figure A.37: Average execution time of query SSB41
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Simulated Annealing (SF: 5; #Users: 10; Query: ssb42) 
(Min=6.28759s at Temperature=10, Cycles=1)
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Figure A.38: Average execution time of query SSB42



B. Appendix

B.1 Queries of the Star Schema Benchmark

The queries of the Star Schema Benchmark shown in this section have been taken from
O’Neil et al. [OOC09].

Listing B.1: Star Schema Benchmark Query 1.1

1 select sum( l o e x t e n de d p r i c e ∗ l o d i s c o u n t ) as revenue
2 from l i n e o r d e r , date
3 where l o o r d e r d a t e = d datekey
4 and d year = 1993
5 and l o d i s c o u n t between1 and 3
6 and l o q u a n t i t y < 25 ;

Listing B.2: Star Schema Benchmark Query 1.2

1 select sum( l o e x t e n de d p r i c e ∗ l o d i s c o u n t ) as revenue
2 from l i n e o r d e r , date
3 where l o o r d e r d a t e = d datekey
4 and d yearmonthnum = 199401
5 and l o d i s c o u n t between4 and 6
6 and l o q u a n t i t y between 26 and 35 ;
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Listing B.3: Star Schema Benchmark Query 1.3

1 select sum( l o e x t e n de d p r i c e ∗ l o d i s c o u n t ) as revenue
2 from l i n e o r d e r , date
3 where l o o r d e r d a t e = d datekey
4 and d weeknuminyear = 6
5 and d year = 1994
6 and l o d i s c o u n t between 5 and 7
7 and l o q u a n t i t y between 26 and 35 ;

Listing B.4: Star Schema Benchmark Query 2.1

1 select sum( l o r evenue ) , d year , p brand1
2 from l i n e o r d e r , date , part , s u p p l i e r
3 where l o o r d e r d a t e = d datekey
4 and l o pa r tkey = p partkey
5 and lo suppkey = s suppkey
6 and p category = ’MFGR#12 ’
7 and s r e g i o n = ’AMERICA’
8 group by d year , p brand1
9 order by d year , p brand1 ;

Listing B.5: Star Schema Benchmark Query 2.2

1 select sum( l o r evenue ) , d year , p brand1
2 from l i n e o r d e r , date , part , s u p p l i e r
3 where l o o r d e r d a t e = d datekey
4 and l o pa r tkey = p partkey
5 and lo suppkey = s suppkey
6 and p brand1 between
7 ’MFGR#2221 ’ and ’MFGR#2228 ’
8 and s r e g i o n = ’ASIA ’
9 group by d year , p brand1

10 order by d year , p brand1 ;
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Listing B.6: Star Schema Benchmark Query 2.3

1 select sum( l o r evenue ) , d year , p brand1
2 from l i n e o r d e r , date , part , s u p p l i e r
3 where l o o r d e r d a t e = d datekey
4 and l o pa r tkey = p partkey
5 and lo suppkey = s suppkey
6 and p brand1 = ’MFGR#2221 ’
7 and s r e g i o n = ’EUROPE’
8 group by d year , p brand1
9 order by d year , p brand1 ;

Listing B.7: Star Schema Benchmark Query 3.1

1 select c nat ion , s nat ion , d year , sum( l o r evenue ) as revenue
2 from customer , l i n e o r d e r , supp l i e r , date
3 where l o cu s tk e y = c custkey
4 and lo suppkey = s suppkey
5 and l o o r d e r d a t e = d datekey
6 and c r e g i o n = ’ASIA ’ and s r e g i o n = ’ASIA ’
7 and d year >= 1992 and d year <= 1997
8 group by c nat ion , s nat ion , d year
9 order by d year asc , revenue desc ;

Listing B.8: Star Schema Benchmark Query 3.2

1 select c c i t y , s c i t y , d year , sum( l o r evenue ) as revenue
2 from customer , l i n e o r d e r , supp l i e r , date
3 where l o cu s tk e y = c custkey
4 and lo suppkey = s suppkey
5 and l o o r d e r d a t e = d datekey
6 and c nat ion = ’UNITED STATES ’
7 and s na t i on = ’UNITED STATES ’
8 and d year >= 1992 and d year <= 1997
9 group by c c i t y , s c i t y , d year

10 order by d year asc , revenue desc ;
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Listing B.9: Star Schema Benchmark Query 3.3

1 select c c i t y , s c i t y , d year , sum( l o r evenue ) as revenue
2 from customer , l i n e o r d e r , supp l i e r , date
3 where l o cu s tk e y = c custkey
4 and lo suppkey = s suppkey
5 and l o o r d e r d a t e = d datekey
6 and ( c c i t y=’UNITED KI1 ’
7 or c c i t y=’UNITED KI5 ’ )
8 and ( s c i t y=’UNITED KI1 ’
9 or s c i t y=’UNITED KI5 ’ )

10 and d year >= 1992 and d year <= 1997
11 group by c c i t y , s c i t y , d year
12 order by d year asc , revenue desc ;

Listing B.10: Star Schema Benchmark Query 3.4

1 select c c i t y , s c i t y , d year , sum( l o r evenue ) as revenue
2 from customer , l i n e o r d e r , supp l i e r , date
3 where l o cu s tk e y = c custkey
4 and lo suppkey = s suppkey
5 and l o o r d e r d a t e = d datekey
6 and ( c c i t y=’UNITED KI1 ’ or
7 c c i t y=’UNITED KI5 ’ )
8 and ( s c i t y=’UNITED KI1 ’ or
9 s c i t y=’UNITED KI5 ’ )

10 and d yearmonth = ’ Dec1997 ’
11 group by c c i t y , s c i t y , d year
12 order by d year asc , revenue desc ;

Listing B.11: Star Schema Benchmark Query 4.1

1 select d year , c nat ion , sum( l o r evenue −
2 l o s u p p l y c o s t ) as p r o f i t from date , customer , supp l i e r ,
3 part , l i n e o r d e r
4 where l o cu s tk e y = c custkey
5 and lo suppkey = s suppkey
6 and l o pa r tkey = p partkey
7 and l o o r d e r d a t e = d datekey
8 and c r e g i o n = ’AMERICA’
9 and s r e g i o n = ’AMERICA’

10 and ( p mfgr = ’MFGR#1 ’ or p mfgr = ’MFGR#2 ’ )
11 group by d year , c nat ion
12 order by d year , c nat ion
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Listing B.12: Star Schema Benchmark Query 4.2

1 select d year , s nat ion , p category ,
2 sum( l o r evenue − l o s u p p l y c o s t ) as p r o f i t
3 from date , customer , supp l i e r , part , l i n e o r d e r
4 where l o cu s tk e y = c custkey
5 and lo suppkey = s suppkey
6 and l o pa r tkey = p partkey
7 and l o o r d e r d a t e = d datekey
8 and c r e g i o n = ’AMERICA’
9 and s r e g i o n = ’AMERICA’

10 and ( d year = 1997 or d year = 1998)
11 and ( p mfgr = ’MFGR#1 ’
12 or p mfgr = ’MFGR#2 ’ )
13 group by d year , s nat ion , p category
14 order by d year , s nat ion , p category

Listing B.13: Star Schema Benchmark Query 4.3

1 select d year , s c i t y , p brand1 ,
2 sum( l o r evenue − l o s u p p l y c o s t ) as p r o f i t
3 from date , customer , supp l i e r , part , l i n e o r d e r
4 where l o cu s tk e y = c custkey
5 and lo suppkey = s suppkey
6 and l o pa r tkey = p partkey
7 and l o o r d e r d a t e = d datekey
8 and c r e g i o n = ’AMERICA’
9 and s na t i on = ’UNITED STATES ’

10 and ( d year = 1997 or d year = 1998)
11 and p category = ’MFGR#14 ’
12 group by d year , s c i t y , p brand1
13 order by d year , s c i t y , p brand1
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