Otto-von-Guericke-University Magdeburg

OTTO VON GUERICKE o
UNIVERSITAT I N F FAKULTAT FUR
MAGDEBURG INFORMATIK

Faculty for Computer Science
Institute of Technical and Business Information Systems

Master thesis

Parallelizing multidimensional indexes for main
memory databases

Author:
Tim Hering
May 31, 2013

Supervisors:

Prof. Dr. rer. nat. habil. Gunter Saake,

Dipl.-Inform. Martin Schaler,
M.Sc. Alexander Grebhahn

Universitdt Magdeburg
Fakultat fir Informatik
Postfach 4120, D-39016 Magdeburg

Germany



Hering, Tim:

Parallelizing multidimensional indexes for
main memory databases

Master thesis, Otto-von-Guericke-University
Magdeburg, 2013.



CONTENTS I
Contents

Contents i

[List of Figures| iii

[List_of Tables| v

[List of Abbreviations vii

1__Introductionl 1

LT Motivationl. . . . . . . . . . . . . e 1

L2 Goald. . . . . . 2

[L3  Structure . . . . . . . . . 2

2 Background| 5

[2.1 Multidimensional data spaces| . . . . . .. .. ... ..., )

[2.2  Multidimensional queries| . . . . . . ... ... 6

[2.3  Evaluation of approximating techniques|. . . . . . . .. ... .. ... .. 8

2.4 Related index structures . . . . . . . . ... o 8

41 R-Treevariants . . . . . . . . ... ... 9

42 GrdFiled . .. ... 10

[2.4.3  Vector-Approximation Filel . . . . . . ... ... .00 11

44 Ekdtreed. . . . ... 12

[2.4.5  Cache sensitive index structures for main memory databases . . . 13

[2.5 Consequences for this thesis| . . . . ... ... ... ... ... ... ... 14

[3 Case study: A parallel k-d tree for kNN queries 17

[3.1 Goals and Methodologyl . . . . . . .. ... ... ... . 17

[3.2  Reterence approaches to parallelization| . . . . . .. ... ... ... ... 18




11 CONTENTS

[3.2.1 Single node distribution| . . . . . ... ... .. 00000 18
[3.2.2  Independent threads| . . . . . .. ... ... ... ... 19

[3.3  The parallel k-d tree] . . . . . . . . .. .o 21
8.4 PFvaluation|. . . . . . . . oo 24
[3.4.1 Test setup| . . . . . . . . 24
.42 Testresults . . . .. . . . .. 25

4 The pd-Index] 29
/ JONCEP| . .. L 29
[4.1.1 General concept|. . . . . ... .. ... ... 29
12 Structurel . . . . . ... 30
[4.1.3  kNN-search algorithm| . . .. ... ... ... ... ..... ... 32
[4.1.4  Other query types and operations| . . . . . ... ... ... .... 33
[4.1.5 Determining perspective vectors| . . . . . . . . . . . ... ... .. 36
MI1.6 Parameterd . . ... ... ... 39
[4.1.7  An extended example|. . . . . . . ... 41

12 The eNN-Coefficient] . . . . . . . .. ... . .. 44
4.3 Bvaluationl . . . . . . . . . 46
[4.3.1 Test cases and test environment| . . . . . ... ..o 46
M32 Testresultd . . ... . ... 47
5_Conclusion and future workl 51
b1 Conclusionl. . . . . . ... 51
B2 Futureworkl . . . . . . ... 51

(Bibliography| 53




LIST OF FIGURES 111
List of Figures

[2.1 The influence of the ‘curse of dimensionality’ on data distributions and |
similarities| . . . . . . .. L 7

[2.2  An R-Tree over an example set of data points.| . . . . . . .. .. ... .. 10
[2.3  Example partitioning ot a data space for the Grid File and VA-File] . . . 11
[2.4 A 2-d tree containing 10 data points| . . . . . . . . ... ... ... 12
[3.1 Visualization of the ‘Single node distribution” algorithm|. . . . . . . . .. 19
[3.2  Visualization of the ‘Independent threads” algorithm|. . . . . . . .. . .. 21
[3.3  Pseudo code for the kNN search algorithm of the parallel k-d tree.|. . . . 22
[3.4 The pertormance ot the parallel k-d tree under varying dimensionality.| 26
[4.1  The structure of one perspective of a pd-Index.| . . . . . ... ... ... 31
4.2 Pseudo code for a subquery of the pd-Indexes kNN-search algorithm. |
(Part 1)] . . . o o o 33

1.3  Pseudo code for a subquery of the pd-Indexes kNN-search algorithm. |
(Part 2)| . . . . . 34

4.4 The influence of tournament population sizes on the average angle between |
perspective vectors.| . . . . . . . . L 37

4.5 Pseudo code for the creation of the pd-Indexes perspectives using tourna- |
ment selection) . . . . . ... 38

4.6 The eftects of varying the pd-Index parameters on the result quality|. . . 40
[4.7 Illustration of a search on a pd-Index using 3 perspectives.| . . . . . . .. 43
[4.8  The influence of the ‘curse of dimensionality’ on the eNN-coefficient.|. . . 45
4.9 The influence of the dimensionality on the pd-Indexes processing time.| 47
[4.10 The result quality of the pd-Index under varying dimensionality.| . . . . . 48




v

LIST OF FIGURES




LIST OF TABLES \%

List of Tables

[2.1 A selection of common multidimensional query types.| . . . . . . . . . .. 8

[2.2 A selection of metrics for the evaluation of approximative index structures.| 9

4.1 'The perspective values for all points of the example data set.|. . . . . . . 41

4.2  'The perspectives generated by the example data set.| . . . . . . . .. .. 42

4.3 The ir-lists generated by querying perspectives of the example data set.| . 44




VI

LIST OF TABLES




VII

List of Abbreviations

eNN-query
aNN-query
CSB'-Tree
CSS-Tree
ir-list

k-d tree
kNN-query
MMDB
pd-Index
VA-File

e-Nearest-Neighbor query
approximate-Nearest-Neighbor query
Cache Sensitive BT-Tree
Cache-Sensitive Search Tree
intermediate results list
k-dimensional tree
k-Nearest-Neighbor query

main memory database system
parallel distributed index

Vector Approximation File



VIII




CHAPTER 1. INTRODUCTION 1

Chapter 1

Introduction

1.1 Motivation

Main memory database systems (MMDBs) are a subset of database systems that store
and process their data in main memory. The idea of having them replace traditional,
disk-based systems to increase performance has been brought forth at least since the
early 80s [DKO™84]. They can generally execute queries faster, as the time needed to
access data in main memory is several orders of magnitude smaller than the time needed
for disk accesses. The problem of MMDBs is that often the amount of data that needs
to be stored is larger than the main memory available, so that it is necessary to utilize
disks instead. As the amount of available main memory increases over time, MMDBs
become feasible solutions for a broader range of tasks.

Improving the performance of MMDBs and data-intensive applications on the main
memory in general is a well-known problem [GMS92]. A common solution on the software
level is the utilization of index structures (indexes). If the data space has only a single
dimension that is relevant for search queries, indexes such as binary trees and hash-based
data structures can be used. In multidimensional data spaces, the usefulness of these
indexes decreases. Specialized indexes like the k-d tree have to be employed [Ben75|.
They allow queries on them to take more than one dimension into account at the same
time. This property is especially important for similarity-based queries. An example
for such a query type are k-Nearest-Neighbor-queries (kNN-queries), which find the k
points in a data set closest to a given query point, for a specified distance metric.

The classic application for multidimensional indexes that can accelerate similarity-
based queries are multimedia databases. They are filled with so-called feature vectors,
which are derived from complex multimedia objects [MS96]. The derivation method is
chosen so that similar objects create similar feature vectors. Consequently, it is possible
to find objects close to a given query object by running a similarity-based query on their
feature vectors.

One of the characteristics of multimedia databases is the need for a high number of
dimensions, as more data that is encoded in the feature vectors can improve the results of
queries. However, the increase in search performance provided by indexes becomes lower
as more dimensions are added. This is due to the influence of a group of phenomena
collectively known as the ‘curse of dimensionality’. While there are well-performing
index structures for highly dimensional data sets in disk-based environments (e.g. the
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VA-File [WB97]), most indexes for MMDBs are only suited for low dimensionalities.
As dimensionality increases, their performance drops below that of searching the data
sequentially without an index.

This thesis explores the possibility of increasing the performance of multidimensional
index structures on MMDBs, including those for highly dimensional data sets, using par-
allelization. Since most modern CPUs contain multiple cores, a search can be executed
on multiple threads in parallel. The main disadvantage of this approach is the need for
resource sharing between threads. For example, to execute a search query in parallel,
threads have to synchronize their search areas to an extent and to add their findings. The
necessary communication line is a shared resource and using it will slow the processing
of the query down, as threads might have to wait for others to synchronize. On the flip
side, minimizing the communication between threads can lead to inefficiency. For exam-
ple, one thread might perform work that another has already found to be unnecessary.
The resulting trade-off for the amount of communication is an interesting problem, as
is the question of how to circumvent it. These two issues are the explored in this thesis
through the introduction of two index structures. The parallel £-d tree is a modification
of the well-known k-d tree that attempts to optimize the aforementioned trade-off, while
the parallel distributed index (pd-Index) is designed to avoid it.

1.2 Goals

The goal of this thesis is the exploration of parallelization as a method for accelerating
multidimensional queries on main memory databases. To this end, index structures that
are suitable for being run in multiple CPU threads are created and empirically tested.
This in turn enables the identification if desired properties for such index structures.

The method chosen for this task is a case study, in which the well-known k-d tree is
rebuilt to a multithreaded version. A number of implementation variants are tested for
performance against the single-threaded version. This illustrates not only the general
procedure for parallelizing a tree-based index structure for a performance gain, but also
the importance of adjusting the level of inter-thread communication.

Furthermore, the lessons taken from the case study are utilized for the creation of
a new index structure, the pd-Index, which is specifically designed for the environment
outlined above.

1.3 Structure

Chapter[2|gives an introduction to the concepts used later on. Specifically, it explains the
characteristic problems that occur when working on highly dimensional data spaces (the
‘curse of dimensionality’), gives an overview on multidimensional queries and introduces
metrics for the evaluation of approximative index structures. Furthermore, it lists a
selection of related index structures, including a description of their functionality. Of
special importance is the k-d tree, which Chapter |3 relies heavily on. In that chapter,
a case study for the modification of an existing index structure into a version that runs
well in parallel threads is given. It results in the description and subsequent evaluation
of a new index structure, the parallel k-d tree.
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The lessons from the k-d tree modification are further applied in Chapter [d It
introduces the pd-Index as a new parallel index structure for multidimensional MMDBs.

Chapter || gives a conclusion and states open questions and possible future work.
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Chapter 2

Background

This chapter provides an overview of important concepts that are relevant for this thesis.
Multidimensional data spaces have a broad range of applications, but working on them is
hindered by a set of problems that are collectively known as the ‘curse of dimensionality’.
An overview of this topic is provided in Section In combination with the subsequent
section on multidimensional queries, it gives the necessary background knowledge on
the general work environment. Following that is an introduction into the evaluation of
approximating index structures, which is later on needed for the evaluation of the pd-
Index. Section focuses on index structures that are related to those introduced by
this thesis, although they are generally not designed for the same tasks. Among them,
the k-d tree is of increased relevance, as it is built upon in Chapter [3]

2.1 Multidimensional data spaces

Tasks on multidimensional data spaces (i.e. data spaces having more than 1 dimension)
are too diverse to be handled well by a singular method. A data access solution has
to be dedicated to a specific application to be competitive. For example, the R-Tree
(Section [2.4.1)), arguably one of the most well-known multidimensional index structures,
was built with geospatial data in mind. This means a relatively low dimensionality (2 or
3 dimensions), the ability to process spatial objects instead of points and few overlaps
between those objects. The R-Tree can handle tasks in that environment reasonably
well, but it is not fit for the storage of points or objects of higher dimensionality, as
multiple extensions demonstrate and attempt to fix [BKSS90, SRES7].

A common way to differentiate multidimensional data spaces is to consider highly
dimensional data spaces separately. While the boundary to high dimensionality varies
among different sources, it is most commonly set between 10 and 16 dimensions [BBKO01].
Thus in the following chapters, ‘high dimensionality’” will refer to data spaces possessing
at least 10 dimensions.

Highly dimensional data spaces are of special interest because a rising dimensionality
leads to a group of effects, often referred to as the ‘curse of dimensionality’, that com-
plicates working on them. The following three effects are commonly named examples.

Firstly, the size of the data space increases exponentially with the dimensionality. In
turn, the density of a same-sized amount of data points in the space decreases: the data
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set populates the space more sparsely.

Secondly, data points accumulate at the borders of the data space (see Figure
[AMNO96]. This can be explained as follows: Let there be a d-dimensional data space and
let the probability of a point being ‘in the center’ of dimension i be p; (independently
from the actual definition of ‘the center’; as long as p; < 1). Then the probability that
a point is in the center of the data space (i.e. not near the border in any dimension)
is equal to H?Zl p;. Consequently, the number of data points in the center decreases
exponentially.

The third and for this topic most important effect of the curse of dimensionality is
the reduction in the variety of distances (see Figure for an example using euclidean
similarities) [BGRS99]. For example, if two points in a 2-dimensional data space have
a small euclidean distance in one dimension, their overall distance will likely be small
as well. However, in a highly dimensional data space, the effect of the distance of that
one dimension on the overall distance will be reduced. If the remaining dimensions are
chosen randomly, they will generate noise that decreases the visibility of the low distance
in one dimension.

2.2 Multidimensional queries

There are various types of queries that can be executed on multidimensional sets of points
(data sets containing bodies exist, but are not subject of this thesis). Table gives
an overview, including definitions. Classical types are point queries and range queries.
Point queries determine whether a given point is in the database or not. Range queries
return all points within a given hyper-cuboid. Partial match queries are a subtype of
range queries: for each dimension, they accept either a specific value or any value.

Apart from those ‘exact’ queries there are queries that retrieve points in the vicinity
of a given point. The types most often encountered in literature are k-Nearest-Neighbor-
queries (kNN-queries) and their approximative relatives, approximate-Nearest-Neighbor-
queries (aNN-queries). KNN-queries retrieve the k points within a data set that are
closest to a given query point. ANN-queries have a softer constraint. Generally, they
find data points that are believed to be the correct result set for a kNN-query with the
same query point, according to a heuristic that is error-prone. A sub-type of aNN-queries
are eENN-queries. They retrieve a set of size k for which the distances of its points to the
query point do not exceed a specific threshold. This threshold is equal to the distance
between the query point and its kth-nearest neighbor, multiplied by the factor 1 4+ ¢,
for a fixed ¢ > O[IM9§]. As a result, eNN-queries permit a defined amount of slack that
algorithms can use to increase performance. This behavior is useful for applications that
do not need exact results for kNN-queries, but cannot permit major deviations.

This thesis focuses on kNN-queries, but utilizes the definition of eNN-queries as a
metric for evaluating approximating techniques (see Section {4.2)).
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Figure 2.1: The ‘curse of dimensionality’: the effect of varying dimensionalities on a data
set of 100, 000 random, uniformly distributed points.
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’ Name \ Parameters \ Definition

point query q - point in the data space | Returns g, if it is in the database.
range query ¢ - hyper cuboid in the data | Returns all points within c.

space

partial match | ¢ - point in the data space | Returns all points that match the val-

query that may contain undefined | ues of the defined dimensions.
dimensions

kNN-query q - point in the data space | Returns the k points closest to q.
k - positive integer
eNN-query q - point in the data space | Let d be the distance between ¢ and

k - positive integer the point furthest from ¢ returned by a
€ - real number larger than | kNN-query using the parameters ¢ and
0 k. An eNN-query returns a set of k

points, each of which has a distance no
larger than (14 ¢) - d from q.

Table 2.1: A selection of common multidimensional query types.

2.3 Evaluation of approximating techniques

To compare the quality of the results of approximative algorithms, suitable metrics have
to be employed. In this thesis, two approaches are used: (1) Precision, a set-based
metric, and (2) the eNN-coefficient, a metric based on the definition of eNN-queries

(Section [2.2)).

The definition of the Precision and a selection of related metrics are displayed in Table
[IMKSW99, [Rea99]. The Precision is calculated by dividing the number of correctly
retrieved points by the overall number of retrieved points (k). Since the equations
k= fi1 + fio = fi1 + for and thus fio = fo1 hold for kNN-queries, the metrics Recall,
Jaccard-Index and F-Measure do not yield information exceeding that provided by the
Precision. The Accuracy is less useful as a measure of quality: since k is generally
much smaller than the size of the data set, fyo is commonly much larger than fi1, fio
and fo;. Consequently, Accuracies of good results are numerically close to those of bad
results, which is undesirable for an error metric. The Precision creates a better frame of
reference.

The second metric, the eNN-coefficient, is derived from the definition of eNN-queries
(Section [2.2)) and aims to complement the Precision. It is introduced in Section [4.2]

2.4 Related index structures

This section describes various well-known index structures for multidimensional
databases, each of which is a characteristic representative of its respective approach.
Important variants that provide fixes to the index structures weaknesses are included,
as well as variants that possess relevant properties regarding the goals of this thesis.
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’ Name ‘ Calculation ‘ Interpretation ‘
Precision 7 1f_1;f01 Fraction of all retrieved points that are expected
Recall % Fraction of all expected points that are retrieved
Accuracy Wm Fraction. of points that was correctly retrieved or
not retrieved
Jaccard-Index m Ratio of the size of the intersection of the retrieved
points and the expected points and the size of their
union
F-Measure % Harmonic mean of Precision and Recall

Table 2.2: A selection of metrics for evaluating approximative index structures. Each
produces a value between 0 and 1, higher numbers being better.

2.4.1 R-Tree variants

The R-Tree is a tree structure that transfers the idea of the B-Tree to multidimensional
data spaces [Gut84]. The nodes of R-Trees are axis-parallel hyper cuboids that envelop
all child nodes spatially (see Figure . Leaf nodes envelop their data points. Like B-
Trees, the nodes of R-Trees are split or merged when their size reaches given thresholds.
The resulting change is propagated upward. As a result, R-Trees grow and shrink only
at their root, which in turn means that they are always approximately balanced. Unlike
B-Trees, the boundaries of nodes on the same level can overlap. This means that search
queries may need to descend more than one path down the tree. The likelihood of
overlaps increases with a higher dimensionality, which might cause the search time to
degenerate to or above that of a sequential scan.

Numerous variants that try to improve upon the R-Tree have been suggested. Among
the most well-known are the R™-Tree [SRF87], the R*-Tree [BKSS90], the X-Tree [BK90]
and the A-Tree [SYUKOO]. The first two address the aforementioned problem of node
overlaps reducing search performance: the R*-Tree eliminates it by prohibiting overlaps
altogether, while the R*-Tree changes the heuristics for the insertion algorithm. The
X-Tree builds upon the R*-Tree and introduces supernodes, which are created when no
useful node split can be found. They take up more than one page and are searched
sequentially. Lastly, the A-Tree has nodes that store the lossily compressed (and there-
fore approximative) expansions of their child nodes. These so-called Virtual Bounding
Rectangles are utilized to exclude nodes during the computation of a query without the
necessity to access it.

Parallelization is a commonly used method to speed up computations and as such
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Figure 2.2: An R-Tree over an example set of data points.

-
>

has been applied to R-Trees. In contrast to the index structures examined in this thesis,
they focus on parallel disks or parallel systems instead of multiple threads. An example
of the former are Parallel R-Trees [KF92]. They are a variant of R-Trees whose nodes
are spread over multiple disks to improve query throughput. Additionally, attempts at
porting them to an index structure on parallel systems (spreading nodes over multiple

computers) have been made [AQSK9S].

The R-Tree, like the Grid File and VA-File described below, is not particularly suited
for being modified into a parallel index structure. The reason for this is mainly that these
index structures were designed for disk based systems. On them, only a small part of
the data can be held in main memory and access to the rest is expensive (i.e. it takes
a long time in relation to other operations). For example, the root node of the R-Tree
would normally be held in main memory as it is frequently accessed, thus saving a disk
access. Other nodes are generally not permanently held in main memory, which makes
accessing them expensive. The R-Tree is designed in consideration of this behavior. In
an MMDB, data access times are almost uniform. The exception is data that is held
in the cache, but even then the performance increase is lower. Because of the large
structural differences between disk-based and main memory index structures that stem
from the consideration of properties of their respective environments, disk-oriented index
structures were not considered as candidates for a conversion to a parallel in-memory
index structures. Rather, they should be seen as references for concepts and approaches
to the problem of designing a multidimensional index.

2.4.2 Grid Files

The Grid File is a space-partitioning index structure that divides the data space into
axis-parallel hyper-cuboids (Figure [NHS84]. The partitioning is stored in the Grid
Directory, which consists of a grid array and linear scales. The linear scales each describe
region borders for one dimension. Together, they partition the data space into disjoint
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(a) Partitioning that the Grid File could (b) Partitioning that the VA-File could

create over an example data set, assum- create over an example data set. It uses
ing that each disk page can contain 2 data 2 bits per dimension (i.e. 4 bits per Ap-
points. Regions of the same color are proximation), causing each dimension to
stored on the same page. be partitioned into 4 regions.

Figure 2.3: Example partitions that the Grid File and VA-File could create for a sample
set of data points.

regions. The grid array contains pointers to the pages that contain the data points of
the regions. One page can contain points of multiple regions, but a region cannot be
spread across pages. If a region would contain too any points, it is split by introducing
an additional region border to one of the dimensions with the fewest region borders. The
position of that border is chosen so that each resulting region contains half the points of
the overflowing region E|

As the intended environment for the Grid File is a disk-based system, it is designed
to minimize the number of disk-accesses needed. For a point query, only one access is
needed if the Grid Directory is held in main memory. Otherwise, additional disk accesses
may be needed equal to the size of the Grid Directory (in pages). For kNN-queries, that
number increases as bordering regions might have to be searched.

2.4.3 Vector-Approximation File

The Vector-Approximation File (VA-File) calculates a so-called Approximation for each
point in the indexed data set [WB97]. The Approximations are held in main memory
and used for a filtering step that is performed before any disk accesses. To create the
Approximations, the number of bits that each Approximation can contain so that all
fit into main memory is calculated. Recommended are 3-4 bits per dimension. The
available amount of bits is equally distributed to the dimensions. Each dimension is
then split into 2° regions, where b is the number of bits allotted to the region (Figure
. This allows for the regions to be identified using b bits. The split algorithm works

IThe authors leave the splitting policy open, but these are the suggested choices for determining the
split location.
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Figure 2.4: A 2-d tree containing 10 data points

under consideration of the distribution of the points within the dimension. The authors
refer to the Grid File’s split algorithm or the utilization of a balanced histogram. The
Approximation of each data point is the concatenation of the regions that the point is
located in for each dimension. Approximations are thus lossily compressed versions of
the data points that restrict their position to an axis-parallel hyper-cuboid.

The VA-File was designed for similarity-based queries. To determine the result of
such a query, it first performs a sequential scan over all Approximations. Points can be
excluded from the set of result candidates based on the positional information contained
in the Approximations. The actual points that belong to the result candidates that
remain after the filtering step are retrieved from the disk. The result of the query is
determined from them.

2.4.4 k-d trees

The k-d tree is a main memory index structure for multidimensional data that was
introduced in 1975 by Jon Louis Bentley [Ben75]. At its core, it is a binary tree that
can efficiently store data points with more than one dimension by cycling through those
dimensions, as the search algorithm descends down the tree (Figure [2.4)). This means
that each level [ of the tree has a designated dimension d; =1 mod d,,4., Where d,q; 18
the dimensionality of the data. Furthermore, each node contains a discriminator point.
If the algorithm compares the query point to the discriminator point in a node at level [,
it uses the values of the points in d; for comparison. The lower child of that node and all
its descendants have a lower value than the discriminator point regarding d;, whereas the
higher child and its descendants have higher values. As a consequence, all dimensions
receive an approximately equal treatment while the logarithmic running time for insert
operations and point queries of binary trees is maintained.

The kNN search algorithm presented in [FBFT7] traverses the k-d tree recursively.
For a given node, the search function executes the following steps:

1. If its discriminator point is closer to the query point than any of the points within
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a list of the k£ best result candidates, update the list with that point. The worst
candidate in the list is removed. If the list contains less than k£ points, the discrim-
inator point is automatically included without removal.

2. If the node is a leaf node, the search function returns. Otherwise, it is recursively
called with the child node closer to the query point.

3. The minimum possible distance between the query point and the other, more dis-
tant child node is calculated. If this distance is larger than the maximum distance
for a candidate (derived from the result list), no point in that node or its descen-
dants can be a result candidate. Otherwise, the search function is called with that
node.

The algorithm is initiated by calling the search function with the root node. After control
returns to the caller, the result list contains the k& nearest neighbors of the query point.

There is existing research on parallel k-d trees for GPUs. It mostly covers paral-
lel inserts, as fast insert operations are required for 3d rendering [ZHWGOS, [SSK07].
Examinations on parallel queries are less common, but existing [GDBO0§|. GPUs have
significantly more cores than CPUs, but they also have disadvantages in regards to the
execution of queries on k-d trees: Firstly, they are less suited for control flow. This
means that jumps within the code, like those created by if-statements, execute more
slowly. Secondly, data and queries have to be loaded into the GPU memory prior to
processing. After the execution of the query, the results have to be returned to the main
memory. Both processes create an overhead that is avoidable by using the CPU. Addi-
tionally, not all computers are equipped with a GPU, especially servers that are remote
controlled. This makes GPU solutions less universally applicable than CPU solutions.
Nevertheless, they are an interesting alternative, if only for the increase in computational
power that can be gained.

2.4.5 Cache sensitive index structures for main memory
databases

There is a number of index structures for main memory databases that rely on the
optimization of cache usage. Cache memories are small, but fast buffers for data blocks
(pages) in the main memory [Smi82]. Being conscious of these buffers can speed up
the access times of searches. Specifically, the index structure attempts to store data in
such a way that data accesses during a search target locations in the main memory that
are close. That way, the likelihood that the accesses are on the same page increases.
If that is the case, the page is loaded into the cache during the first access and all
subsequent access require less time (provided that the page in the cache is not replaced
in the meantime).

Among the index structures following this idea are Cache-Sensitive Search Trees
(CSS-trees) [RRIS]. They take advantage of the cache size by possessing tree nodes that
are as large as a block in the cache. As a result, a search on a CSS-tree requires less than
log,,,.1 m pages to be loaded into the cache (cache misses), where m +1 is the number of
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children per nodeE| and n the size of the data set. In contrast, a binary tree can generate
up to log, n cache misses per search. The CSS-tree is a complete tree that is stored in
level-order. That makes it possible to calculate the storage location of a node from the
location of its parent node and its own position within the parent. For example in a
CSS-tree using m = 4, the children of the root node (which has the number 0) are the
nodes 1 to 5. Consequently, the children of node 1 are the nodes 6 to 10, the children
of 2 are 11 to 15, and so on. Since the size of a node is presumed to be fixed, these
numbers can be used to calculate the storage location of the nodes. The advantage of
this structure is that no pointers to child nodes need to be stored. This enables the usage
of larger values of m for the same node size, which reduces the number of cache misses.
Furthermore, the CSS-tree uses the actual data set (which is presumed to be sorted) in
place of the leaf nodes, thus eliminating redundant storage of the data.

Another, similar example for a cache sensitive index structure is the Cache Sensitive
Bt-Tree (CSB*-Tree) [RR00]. It is a variant of the B*-Tree [ComT79] that implements
some of the techniques of the CSS-tree. Specifically, the size of its nodes are reduced by
having no child pointers in the classic sense. Instead, each of its nodes possesses a pointer
to a block of nodes (node group) that contains all of the children. Within the block, the
children are identified by their address offsets. The result is a larger fanout for nodes
using the same amount of memory. Since it is assumed that the node sizes are chosen to
match the page sizes, the search performance is increased. The same reasons as for the
CSS-tree apply. The consequences are that the CSB™-Tree has a more flexible structure
which supports incremental updates (unlike the CSS-tree which has to be rebuilt after
each update), but has a better search performance than the BT-Tree.

2.5 Consequences for this thesis

The index structures introduced above fit only partially to the characteristics of the
environment that is the topic of this thesis. There are 3 of these characteristics: (1)
The index structure has to be designed for multidimensional data sets. Specifically, it
must be able to support kKNN-queries on those data sets. This is the case for all of the
above index structures, except for the cache sensitive trees in Section 2.4.5] (2) The
index structure has to be built for MMDBs. This excludes GPU-based indexes, as the
requirements for a fast execution on GPUs are different from the ones for CPUs (see
Section [2.4.4). This criterion is not fulfilled by the R-Tree variants, the VA-File and
the Grid-File, as well as the parallel k-d trees for GPUs. (3) The index structure has
to be able to utilize multiple CPU cores. The parallel k-d trees for GPUs are closest to
matching this requirement, but their designated environment is different from this one.
No index structures , apart from those introduced in this chapter, could be found in
literature that match the requirements exactly.

None of the indexes is suited for the characteristics of the environment. This has
two consequences. Firstly, it is not possible to simply improve upon an existing index
structure from the environment and test against it. Instead, an index structure would

2The authors introduce two variants of the CSS-tree. They are called the ‘full’ and the ‘level’ CSS-
tree and their sole difference is that the first uses m + 1, the second m children per node. In both
cases, m is a power of two. The level CSS-tree requires less comparisons per search. The full CSS-tree
produces less cache misses and is the one explained here.
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have to be ported. All potential comparisons would have to be against index struc-
tures from a different environment and thus less meaningful. This leads to the second
consequence: there is no good reference point for comparing index structures in the en-
vironment. A parallel sequential scan (also known as ‘sequential search’ or ‘linear scan’)
is the closest equivalent to a ‘gold standard’ that indexes can be measured against. The
parallel sequential scan distributes the points of a data set equally among its threads
and searches them in sequence. It is a peculiar reference point for the evaluation of an
index as it represents the lack of an index and displays a completely different behavior.
For example, the query processing time rises linearly with the number of data points,
whereas most index structures manage a logarithmic increase or better. On the flip side,
the parallel sequential scan is immune to the effects of the ‘curse of dimensionality’ and
is thus a strong contender for multidimensional MMDB index structures in the high
dimensionality area. In conclusion, it is a bad reference point as it is in multiple ways
‘extreme’ in regards to query processing time.

The development of a parallel k-d tree (Chapter [3]) is a result of the observations
outlined above. It serves 4 major purposes: (1) It creates an additional, arguably bet-
ter reference point than the parallel sequential scan for the evaluation of future index
structures for the environment. (2) It helps identifying desired or useful characteristics
for index structures in the targeted environment. (3) It gives an example case for the
types of modifications that can be made to create a performant index structure for the
environment, based on an existing one. It can especially be helpful for the conversion of
other tree-based indexes with similar properties, like the cache sensitive trees introduced
in Section[2.4.5] (4) Lastly, the parallel k-d tree itself is a viable index structure and has
a high performance, although only in a relatively narrow area of dimensionalities around
10 dimensions.

The k-d tree was chosen for the index structure to be modified as it is best fit for
the task. Its intended deployment environment shares 2 of the 3 characteristics of this
thesis’ environment. The third one - parallelism - is arguably the easiest one to add to an
existing index structure. The reason for this is that suitability for multidimensional data
requires substantial commitment regarding the structure of the index and that indexes
for MMDBs have to consider different optimization criteria than non-MMDB indexes
(for example, the cost of page accesses is much lower than for disk-based indexes). In
contrast, conversion to a parallel index structure requires the division of the work of a
search query into packages that can be assigned to threads. It will also likely necessitate
a change in the structure of the index to support the creation and execution of these
packages. This exact procedure can be observed at the example of the parallel k-d tree.
After its ‘packaging heuristic’ is chosen as a hybrid of two simpler strategies, its structure
is changed to enable a faster search.
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Chapter 3

Case study: A parallel k-d tree for
kNN queries

This chapter contains a description of the parallel £-d tree, an index structure that is a
derivative of the k-d tree which is modified to be able to work on multiple CPU threads
in parallel. Included is an empirical evaluation against both a parallel sequential scan
and the k-d tree.

Parts of this chapter were previously published in [Her13].

3.1 (Goals and Methodology

A common method for finding indexing solutions for a new environment for a database is
the transfer of solutions from a related environment that is already well-explored. These
solutions can then be optimized for their new application. Examples are the k-d tree and
the R-Tree, which are multidimensional adaptions of the binary search tree and B-Tree
[BMO1], respectively. Similarly, the CSBT-Tree transfers the BT-Tree [ComT79] to a main
memory-based environment in which the user has knowledge about the system’s cache.

In this chapter, the method is applied by adapting the k-d tree to the given environ-
ment: a multidimensional MMDB that has multiple CPU cores at its disposal. There
are multiple ways to conduct this transfer. As a starting point, two basic approaches are
introduced. Their algorithms priorize different goals and therefore behave differently.
The ‘Single node distribution’ approach achieves near-optimal load balancing among the
threads, while the ‘Independent threads’ approach strives to minimize communication
between them. Their introduction has three functions: (1) A hybrid version of both
algorithms is the basis for the search algorithm used by the subsequently introduced
parallel k-d tree. (2) Since both approaches represent extreme cases regarding optimiza-
tion goals, they create interesting reference points for the evaluation of the parallel k-d
tree. By extension, they can also be seen as reference points for the pd-Index which
is introduced in Chapter [} This function is important due to the lack of other in-
dex structures for the given environment that can be used as references. (3) Despite
achieving a worse performance than the parallel k-d tree in the empirical evaluation,
the parallelization approaches generate valid index structures. These might be useful for
other environments or as the base for the creation of other index structures in the given
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environment.

The parallel k-d tree is based on the two basic approaches, but also includes changes
to its structure that increase its performance. It was created to meet several goals.
Firstly, it demonstrates design considerations regarding the process of transferring an
index structure to the given environment. This is especially true if that index structure
is tree-based. The changes to the parallel k-d tree (when compared to the k-d tree)
are more likely to be applicable to such indexes due to similarities in structure and
algorithm. Secondly, the result of the empirical evaluation reveal desired and undesired
properties for an index structure in the environment. For example, a guideline for the
aforementioned trade-off concerning the amount of communication between threads can
be useful for the design of other index structures. Thirdly, the parallel k-d tree that is the
result of the transfer is a viable, well-performing index in the range of dimensionalities
that was tested. From 4 to 12 dimensions, it outperforms both the k-d tree and a parallel
sequential scan.

3.2 Reference approaches to parallelization

This section introduces two basic approaches to implement parallelization for the k-d
tree with the goal of speeding up the response time of kNN-queries. They are the extreme
cases with regards to inter-thread communication: distributing each tree node separately
and having each thread process a sub-tree independently. The subsequently described
‘parallel k-d tree’ will use a combination of both approaches to optimize performance.

3.2.1 Single node distribution

This approach considers each separate tree node as a task. They are distributed through
a shared task pool. At the start of executing a kNN-query, the pool is initialized by
adding the root node of the k-d tree. Threads then retrieve tasks from the pool and
process them. This includes entering new nodes into the task pool, if their enveloped
data points have the potential to be part of the solution of the query. The points within
the nodes encountered this way are collected in a separate ranked list, which is also
shared between threads. The list is sorted by the distance of its points to the query
point of the kNN-query. It retains only points that are candidates for the result of the
query, in accordance to the k-d tree’s kNN-search algorithm. When the task pool is
empty, execution is stopped and the highest-ranking of the collected data points are the
solution to the query.

This algorithm achieves optimum load balancing between threads. As every thread
works until the task pool is empty, the maximum time difference between the first and
the last thread finishing is the time it takes to process one node, multiplied by the height
of the tree. This worst-case scenario occurs when only a single path of the tree has to be
searched for a INN-query and all other paths can be excluded because the distance of
their nodes to the query point is too high. A better load balancing reduces the time spent
in situations where a portion of the threads are idle having finished their assigned work
packages, but need to wait for other threads that are still working. Another advantage of
inter-thread communication is the fast convergence of the max-distance that stems from
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Figure 3.1: A potential order in which the implemented ‘Single node distribution’
algorithm could access the nodes in a k-d tree using 4 threads. The color of a node
indicates which thread processes it. The numbers represent the abstract point in time
in which the node would be processed if all operations took the same time and were
synchronized between threads. For the sake of illustrating the order, it is assumed that
no tree nodes can be excluded from the search based on the position of their parents.

sharing the intermediate results (see Section [2.4.4). The additional cost introduced by
the communication is, on the other hand, a disadvantage: Whenever a thread modifies
the task pool or the list of intermediate results, it has to gain exclusive access to it. This
may result in the thread having to wait for other ones that are accessing the resource or
queueing for it. As access to shared resources is needed for the processing of every node,
potential waiting times can have a high impact on query performance.

The version of this approach that was implemented for the empirical evaluation con-
tains a basic improvement over the algorithm given above. When a thread processes an
internal node of the tree, it receives its two children. Instead of adding both of them
to the task pool, it adds one of them and processes the other. Threads retrieve nodes
from the task pool only after they have processed a leaf node. This results in a traversal
pattern that can be seen in Figure[3.1] The change in the algorithm reduces the number
of accesses of the task pool.

3.2.2 Independent threads

Waiting time that is the result of accessing shared resources increases the execution
time of queries. The ‘Independent threads’ approach seeks to minimize the amount of
waiting that is required by having each thread work as independently as possible. This
is achieved by providing each thread with a subtree to search (Figure . A subtree is
specified by its root node: a thread has to search the root node that it is provided with,
as well as all of that node’s descendants (barring those that can be excluded based on
their distances to the query point in comparison to the best known result candidates;
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see Section [2.4.4]).

The set of root nodes that are given to the threads has to fulfill several criteria: (1)
There are as many root nodes as threads, so that each of them obtains exactly one node.
(2) None of the root nodes can be the descendant of another root node. This criterion
prevents areas from being searched more than once. (3) All nodes in the k-d tree that
are neither a root node nor a descendant of a root node have to be ancestors of all
root nodes. This causes the whole tree to be searched, with the exception of the nodes
above the root nodes. Those are scanned in the process of finding the root nodes, as
described below. (4) For any two root nodes from the set, the difference between their
levels in the k-d tree cannot be larger than 1. This criterion ensures that the subtrees
contain approximately the same number of nodes without requiring information about
the structure of the tree below the levels of the root nodes. It is desirable to generate
subtrees with a similar number of nodes, as this will generally lead to similar processing
times for the threads. Since the query response time of the index is dependent on the
processing time of the longest-running thread, less imbalances in the processing times
will lead to a shorter query response time. Note that it is still possible to obtain subtrees
with high differences in the number of nodes while applying this criterion, particularly
if the underlying k-d tree contains imbalances.

The following algorithm generates a set of root nodes of subtrees that fulfill the
criteria outlined above:

1. A queue of nodes is created and initialized with the k-d tree’s root node.

2. Until the number of nodes in the queue is equal to the desired number of subtrees,
repeat the following steps:

(a) Remove the node that is at the front of the queue.
(b) Determine the children of that node.
(c) Insert the children at the back of the queue.

This algorithm is executed by one of the threads, which distributes the nodes that are
determined. It is equivalent to a breadth-first traversal of the tree. The traversal stops
when it reaches a point in which the size of the queue is equal to the number of threads,
thus ensuring the fulfillment of criterion (1). The characteristics of traversal algorithms,
specifically that they visit each tree node exactly once, makes the given algorithm meet
the criteria (2) and (3). The fulfillment of criterion (4) can be seen by considering that
the breadth-first search moves through the tree level by level. At the front of the queue
are the nodes of the currently searched level, while the nodes of the next level are queued
at the back. It is not possible that the difference of the levels of two nodes in the queue
is larger than 1.

After the thread are given their subtrees, they search them as per the k-d tree’s search
algorithm. During the search, each threads maintains its own list of result candidates.
Once a thread finishes processing its subtree, it waits for the other threads that are still
running, if there are any. When all threads have finished, their individual search results
are merged. The best of the merged results form the answer to the query.

The max-distance that is used for narrowing the search region is not shared between
threads and each thread searches only a part of the data space. As a result, the threads’
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individual max-distances may not reach the global minimum value. The consequence is
that large parts of the k-d tree might be searched that could have been excluded.

2

Figure 3.2: A potential order in which the implemented ‘Independent threads’ algorithm
could access the nodes in a k-d tree, using 4 threads. The color of a node indicates which
thread processes it. The white nodes are the ones processed to obtain the root nodes of
the subtrees. This process can be performed by any one of the threads. The numbers
represent the abstract point in time in which the node would be processed if all operations
took the same time and were synchronized between threads. For the sake of illustrating
the order, it is assumed that no tree nodes can be excluded from the search based on the
position of their parents. In this example, the nodes processed at time 4 are the root
nodes for the individual threads.

3.3 The parallel k-d tree

The parallel k-d tree variant differs from the k-d tree in two main aspects. Firstly, the
kNN search algorithm is changed to support parallelization and subsequently improved.
Secondly, the structure of the tree is modified to better support the algorithm.

To utilize multi-threading, the kNN-search algorithm of the k-d tree has to be
changed. The core idea is the introduction a queue that holds all nodes which are
yet to be visited. There is a fixed number of threads that work independently and com-
municate over that queue. Cyclically, threads retrieve the node that is the head of the
queue and evaluate it. If one or both of its children are candidates for the query results,
they are inserted at the back of the queue (see Figure 3.3/ for the full algorithm). A node
is a candidate if the minimum distance of its bounding rectangle to the query point is
smaller than that of the k-th nearest neighbor from among the points that were already
visited [FBET77]. The latter distance is derived from a running list of the k points that
were encountered that are the closest to the query point. This list contains the interme-
diate results to the query. If a a child node is not a candidate, it is not reinserted into
the queue. When the queue is empty, all parts of the tree that could not be excluded on
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the basis of their location have been searched. The running list then contains the results
to the kNN-query.

knnQuery (queryPoint) {
while (not nodeQueues.allEmpty) {
node = pollNodeQueues ()
if (not node.isLeafNode) {
if (isCandidate (node.leftChild, queryPoint)) {
addToNodeQueue (node.leftChild)
}
if (isCandidate(node.rightChild, queryPoint)) {
addToNodeQueue (node.rightChild)
}
} else {
addToResultList (node)
}
}
return resultlist

}

node pollNodeQueues () {
int rand = random (0, number0OfNodeQueues - 1)
if (not nodeQueues.get(rand).isEmpty) {
return nodeQueues.get(rand).poll ()
} else {
for (int i from O to numberOfNodeQueues - 1) {
if (not nodeQueues.get(i).isEmpty) {
return nodeQueues.get(i).poll ()
}
}
}
return lowPriorityQueue.poll ()

}

Figure 3.3: Pseudo code for the kNN search algorithm of the parallel k-d tree.

Communication between threads has the tendency to decrease performance of mul-
ti-threaded applications significantly. As one thread uses the communication resource,
it is locked and other threads have to wait for it to finish using the resource. The list
of intermediate results is a bottleneck, as its last entry is needed to determine if a node
is a candidate. Thus, each thread is supplied with its own set of intermediate results.
After all threads have finished processing, their result lists are merged to get the global
answer to the query. This measure is a trade-off in that it eliminates the bottleneck, but
increases the average number of nodes that the algorithm has to process. Not sharing
the distance of the worst known candidate to the query point reduces the speed with
which it converges, leading to the necessity to visit more nodes. However, experiments
showed an overall increase in performance.

The other bottleneck is the queue of nodes. It is critical for inter-thread communi-
cation and thus cannot be easily removed, but the impact of the delays can be reduced
by splitting the queue. Whenever a thread would execute an operation on the queue,
it instead selects one of an array of queues at random. The probability for a thread to
find a queue in use is almost inversely proportional to the number of queues employed.
However, if the chosen queue is empty when a thread polls it, all other queues have to
be checked to determine whether the traversal of the tree is finished. This makes the
number of queues a trade-off.

In addition to the creation of multiple queues, a ‘low priority queue’ is introduced.
Whenever a node is a potential but unlikely candidate for the results, it is inserted into
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this queue instead of the others. The heuristic for an unlikely candidate is the fulfillment
one of two conditions: (1) its sibling node is known to be no candidate, i.e. the node in
question is at the border of the region that has to be considered or (2) its sibling node
has a lower minimum distance to the query point. When a thread retrieves a node from
the queues, it first tries to poll a random queue. If that queue is empty, it searches all
queues in order, ending with the low priority queue. This ensures that all normal queues
are empty before the unlikely candidates are considered.

The low priority queue changes the mode of the tree traversal. Generally, it would
be advantageous to perform a depth-first search. This mode allows the algorithm to
descend the paths closest to the query point before branching out. Consequently, the
quality of the result candidates, and therefore the maximum distance that a point can
have to the query point to be considered as a candidate, converges more quickly than it
would when using a breadth-first algorithm. However, branching out fast is a desirable
behavior for a usage in a multithreaded application, as all threads should be supplied
with nodes to increase efficiency. The described algorithm is breadth-first, since it uses
a queue rather than a stack, but takes the path closest to the query point first because
unlikely candidates are processed after likely ones. This makes the algorithm (Figure
a hybrid between breadth-first and depth-first search. At the same time, it is a hybrid of
the ‘Single node distribution’ and ‘Independent threads’ approaches to parallelization.
It takes the distribution of nodes through a shared pool from the former. The pool in
this case are the node queues. The influence of the latter consists of the far-reaching
independence between the treads, including the separate lists of intermediate results.

While the search algorithm descends the tree, the minimum distance that a node has
to have to be a candidate for the results converges. At the same time, the regions that
can be excluded from the search (based on their minimum distance to the query point)
get smaller. Additionally, regions far from the query point are sorted out in higher tree
levels, so that the percentage of regions that cannot be excluded rises. If only few, small
regions of the data space can be omitted by the algorithm, these comparisons become
inefficient and - eventually - decrease performance below that of a sequential scan. It is
thus advantageous to fall back to the sequential scan at a certain depth. The optimal
solution is to perform this switch at the break-even-point when the cost to descend a
node and its descendants becomes higher than the cost of comparing all points contained
in those nodes sequentially. To support this improvement, leaf nodes in the parallel k-d
tree can contain multiple data points, up to a predefined limit. That limit is chosen
so that after the insertion of the amount of data expected for the given application,
the tree’s depth is equal to its optimum depth according to the break-even-point for
switching to the sequential scan. The break-even-point is system-dependent and can be
empirically determined by testing multiple values for the parameter and selecting the
one with the best performance.

In addition to allowing multiple data points per leaf node, the parallel k-d tree has
another change in the structure compared to the k-d tree: no discriminator points are
stored in tree nodes other than leaf nodes. Instead, only the comparison value for the
node’s designated dimension is stored. This enables replacing the insertion algorithm
with one close to that of the B-Tree [BMO1]. Whenever a leaf node overflows and is
split, its points are equally distributed to both children. The split value is the median
of the values of all points within the node in the dimension of the split. The split value
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becomes the comparison value for the newly created internal node. In contrast to the
B-Tree’s algorithm, the parallel k-d tree grows at the leaves instead of the root as all
non-leaf nodes are binary. Node splits are not propagated upward and it can thus not
be guaranteed that the parallel k-d tree is balanced. Nevertheless, using the median of
multiple points instead of the value of one decreases the risk of degeneration.

The parameters for the parallel k-d tree are the number of queues used and the
maximum size of the leaf nodes (i.e. the placement of the aforementioned break-even-
point). For the purpose of the following evaluation, both were optimized in an empirical
test using 10-dimensional data sets. Otherwise, the properties of the data sets and queries
used in the test were the same as those used in the evaluation. The best performance
in the test was achieved by using 2 queues (in addition to the low-priority queue) and
a maximum leaf node size of 260 points. For a different environment, other values may
achieve a higher performance.

3.4 Evaluation

3.4.1 Test setup

The apparent lack of a ‘gold standard’ for multidimensional main memory index struc-
tures makes the sequential scan the best point of reference for evaluation of the parallel
k-d tree. For this evaluation, a multithreaded version of the sequential scan was im-
plemented as follows: Each thread receives an equal share of the data set. The points
are randomly distributed to the threads rather than assigned in chunks, as the first ver-
sion displayed a better performance during preliminary tests. To compute the result of
a kNN-query, all threads process the query on their part of the data. Afterward, all
individual results are merged. The result is the correct answer to the query.

The sequential scan as a reference point is complemented by the original, single-
threaded k-d tree. Additionally, variants of the parallel k-d tree that use the same
structure, but implement the parallelization approaches ‘Single node distribution’ and
‘Independent threads’ are evaluated. Specifically, these variants possess leaf nodes with
multiple points and implement the parallel k-d tree’s insertion algorithm. This allows
the test to show the relative performance of the algorithm without a distortion through
the structural improvements.

The evaluation was conducted using artificial, uniformly distributed data sets of
100,000 points. Due to the effects of the ‘curse of dimensionality’, especially the de-
crease in the variety of similarities, the distribution and size of the data set become less
important with increasing dimensionality. The data set was thus chosen for how easily
it can be reproduced. The dimensionality of the data sets was varied from 1 to 20. This
enables the evaluation of how the performance of the index structures changes when
progressing from low to high dimensionalities.

To receive stable and reproducible benchmarking results, multiple methodological
precautions were taken. They are especially relevant as the test imprementations were
written and executed in Java (using Java Runtime Environment version 1.7.0 for Win-
dows), which is notoriously hard to benchmark [GBEOQT]. Partly at fault are the class
loading process and delays introduced by Javas Just-In-Time compiler. They slow the
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application down during the initial iterations of a benchmarking run, which might lead
to the measured performance being lower than the actual long term performance (steady-
state performance). As this test is intended to measure the steady-state performance, it
reduces the aforementioned effects by executing multiple dry-runs before measurements
are taken. The dry-runs perform the same operations as the actual test runs, but their
results are discarded.

In addition to class loading and the Just-In-Time compiler, there are other factors
that can distort the results of a benchmark by introducing non-determinism. Prevalent
are the Java Garbage Collector, operating system interrupts and the thread scheduling
system [GBEQ7]. To compensate the errors that are produced this way, the benchmark
performs multiple iterations for each configuration (index structure and dimensionality)
that is tested. These iterations are grouped into cycles. If the measured results are
not stable enough at the end of the first cycle, additional cycles are performed until the
entirety of the results fulfills the stability heuristic.

Specifically, each cycle consists of 100 data sets. On each of them, 1,000 random, uni-
formly distributed 10-Nearest-Neighbor-queries are executed. The result is the average
query processing time over all cycles that are performed. Execution stops as soon as the
following stability heuristic is fulfilled at the end of a cycle: the difference between the
average value of the measurements and the limits of the confidence interval over them
(using o = 0.95) is no larger than 10% of that average. It was necessary to implement
the given setup, as preconstructed benchmarking frameworks like QuEval proved too
inflexible for some of the advanced tests that were conducted on proto-versions of the
tested index structures [SGS™T13].

The tests were executed on a system possessing 4 CPU core running at 2.67 GHz
each as well as 4 GB of main memory. Of that memory, 1 GB was made available to the
Java Runtime Environment.

3.4.2 Test results
The tests results (Figure allow a variety of observations:

1. The parallel k-d tree is only bested by the original k-d tree for low dimensionalities
(up to 3 dimensions) and the sequential scan for high dimensionalities (13 and
more).

2. While being overall worse than the parallel k-d tree and the sequential scan, the
‘Single node distribution’ variant shows the lowest increase in mean processing
time. An explanation is that it was possible to implement this variant using a
specialized library (the ‘ForkJoinPool’ class of the java.util.concurrent package).
Its optimized methods for the distribution of tasks to multiple threads may have
reduced the overhead introduced by parallelization. The curse of dimensionality
affects tree-based index structures in that with increasing dimensionality, a larger
portion of the tree is traversed. The reason for this is that the similarity between
points follows a narrower distribution (see Section [2.1)). The parallel k-d tree’s
search algorithm excludes search areas based on their distance to the query point
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Figure 3.4: The performance of the tested index structures under varying dimensionality.

in comparison to the distances of previously-found points to the query point. Con-
sequently, the search time degenerates to that of the sequential scan, plus overhead.
The lower overhead of the ‘Single node distribution’ variant explains the relatively
slow increase in query processing time. The ‘Independent thread’ variant and the
parallel k-d tree both use the same custom-built framework for the management
of threads, which is presumably less efficient than the specialized library. As a
result, they are both comparable to each other, but caution has to be exercised
when comparing to the ‘Single node distribution’ variant.

3. Reducing the influence of bottlenecks (i.e. the amount of inter-thread communica-
tion) is less relevant for higher dimensionalities. This is evident when comparing
the performance of the ‘Single node distribution’ algorithm to that of the other
variants. Nevertheless, there is a significant performance gain to be had imple-
menting bottleneck-reducing measures. Up to 11 dimensions, the ‘Independent
threads’ algorithm, which is almost free from bottlenecks, outperforms the ‘Sin-
gle node distribution’ algorithm. This is despite the disadvantage of not sharing
results between threads. The parallel k-d tree performs better than the ‘Single
node distribution’ version for all tested dimensionalities, although the difference
becomes small in the high dimensionality area.

In conclusion, the results imply that the reduction of the amount of inter-thread
communication is generally a desired property of an index, but that its elimination
is not. Total independence lessens the advantage that is gained through parallelism.

4. The parallel sequential scan is better than any of the tested index structures for
dimensionalities larger than 12. As explained above, a larger dimensionality means
that less parts of a tree-based index structure can be excluded from the search by
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using distance-based heuristics. Consequently, the observed behavior in relation to
the parallel sequential scan is expected and will likely not change for dimensional-
ities larger than those used for this evaluation. Specifically, the performance of all
tested index structures is expected to converge towards that of the parallel sequen-
tial scan, potentially multiplied by a fixed factor as a result of the overhead, but
to never reach a lower value for any dimensionality larger than 12. This prediction
can be extended to say that for any given system, there is a dimensionality d so
that for each dimensionality larger than d, the parallel sequential scan displays a
mean processing time that is superior to those of the tested index structures.

5. The results for the parallel sequential scan contain an outlier at the dimensionality
of 8. The processing times at that value are significantly higher than the rest of
the curve would indicate. The outlier is persistent across multiple invocations of
the Java Runtime Environment as well as repetitions within an invocation. The
cause might be irregularities in the execution of the code or in the caching system,
but it is hard to determine without access to the underlying system.

The results of the evaluation are limited in that they only describe the behavior of
the index structures for uniformly distributed data sets of a single size and using a fixed
value for k.
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Chapter 4

The pd-Index

In this chapter, the parallel distributed indexr (pd-Index) is introduced; a new index
structure for high dimensionality MMDBs that utilizes multiple CPU cores and finds
approximative results for kNN-problems. Also described is the eNN-coefficient, a metric
for the evaluation of aNN-query results, which is used for in the evaluation of the pd-
Index.

4.1 Concept

After Section gives a general introduction to the goals and concept of the pd-
Index, the subsequent sections describe it in 5 steps: (1) the structure of a pd-Index,
(2) how it is used to answer a kNN-query, (3) its usability for other types of queries
and operations, including how to perform them if possible, (4) a closer look at how the
perspective vectors are generated during the pd-Indexes creation and (5) a description
of its parameters and general notes on how to choose them. The section is rounded
out by an extended example describing the structure of a pd-Index and the process of
performing a kNN-query.

4.1.1 General concept

The case study of the parallel k-d tree demonstrated that it is desirable for a parallel
index structure to have the ability to let each thread work on the data independently.
The reason is that the threads have to wait for one another if there are dependencies. For
example, if one thread needs to use a communication channel (like the parallel £-d tree’s
node queue) and a different thread is using it, the first one has to wait for that thread to
finish. If the waiting times are too long and a large portion of the threads has to queue
for the usage of the resource, the performance will approach that of an equivalent single-
threaded application. It can even fall below that performance, as utilizing parallelism
requires the program to perform additional operations (e.g. managing the access to
shared resources via locks) that form an overhead. In conclusion, threads being relatively
independent is a requirement for a performant index structure in the target environment.

At the same time, carrying out unnecessary work should be avoided. Exemplary for
this goal is the parallel sequential scan. Although its threads are completely indepen-
dent, it is not the optimal way to answer a kNN-query, especially outside of the high
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dimensionality area. The problem is that it searches all points in the data set when
a large number of them could actually be ignored through the application of an index
structure (as the k-d tree demonstrates). Thus, the sequential scan does a large amount
of unnecessary work.

The two goals, independence between threads and avoiding unnecessary work, create
a trade-off. The former seeks to minimize communication between threads while the
latter relies on it. The trade-off could be seen in the parallel k-d tree variants: the ‘inde-
pendent threads’ and ‘single node distribution’ variants represent solutions implementing
a minimum and maximum amount of inter-thread communication, respectively.

The pd-Index circumvents the trade-off by dividing the data while maintaining struc-
tures that can narrow the search area down quickly. It does that by partitioning the
data space through the division of the dimensions. Each thread receives an amount of
dimensions that is determined during the creation of the index. They indicate a ‘work
area’ for the threads that is constant across queries, thus minimizing the coordination
overhead. Per default, each thread is issued an equal number of dimensions.

There are two problems that arise through the usage of the actual dimensions of
a data set. Firstly, there are likely too few dimensions to distribute. Tests which are
described in-depth in Section indicate that pd-Indexes can successfully utilize at
least 100 dimensions. This value exceeds the dimensionality of most real-world data
sets. Secondly, there may be correlations between the dimensions. This would mean
that searching different dimensions might lead to the same results; i.e. that there is
redundancy in the dimensions. The pd-Index avoids the first problem and reduces the
effect of the second by using virtual dimensions, so-called perspectives.

Perspectives are semi-random linear combinations of the data space’s dimensions.
During a kNN-search on the pd-Index, threads execute subqueries in which they try to
find the points closest to the query point based on their perspectives. The exact process of
determining the perspectives is described in Section [d.1.5]while the kNN-search algorithm
is explained in Section f.1.3] When all threads have finished processing their subqueries,
the findings are merged. As each thread has only part of the data available and acts
independently, the results for kNN-queries are approximate. The pd-Index’s approach
can be characterized as a selection of the best results provided by multiple imperfect,
but rapidly processable heuristics.

4.1.2 Structure

The search queries of the pd-Index are intended to be run in multiple threads. The index
maintains an arbitrary number of work threads and one control thread which manages the
work threads. Optimally, the number of work threads is equal to the number of available
CPU cores. That way, all cores are closest to being fully exploited in terms of their
activity level. The control thread performs only few operations and does not require a
dedicated CPU core. The work threads are each given an equal amount of perspectives.
If the desired amount of perspectives is not evenly divisible by the number of threads,
surplus perspectives are assigned to the threads which are activated first during a query
computation. The ‘head start’ that they receive can be used to partially balance out
the additional work. In addition, the work threads need shared access to the data set to
execute the search algorithm (see Section [4.1.3).
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A perspective consists of a perspective vector and a subinder (Figure . The
perspective vector is used to map arbitrary data points to atomic values (perspective
values) by calculating their dot product. For example, the perspective that is illus-
trated in Figure contains the data point [0.25;0.75] (ID 1). The perspective vector,
[0.894; 0.447], is used to determine the point’s perspective value by computing the dot
product: [0.25;0.75] - [0.894; 0.447] = (0.25-0.894) + (0.75- 0.447) = 0.375. The perspec-
tive value is a linear combination of the values that the point has in all dimensions of
the data space.

The subindex contains a pair for each data point consisting of its perspective value
and the ID of the point within the data set. As the kNN-search algorithm (Section
performs binary searches on the subindexes, they have to be sorted by the perspective
values. It is recommended to implement the subindex as a data structure with constant
access times, i.e. the list should be implemented as an array rather than a linked list.
This measure is necessary to ensure a logarithmic running time for binary searches on
the subindexes.

It should furthermore be noted that instead of storing the subindexes as sorted lists,
it would also be possible to use binary trees (for example AVL-trees [Knu73]). In that
case, the binary search that is described in the kNN-search algorithm has to be replaced
with a tree search and the further search steps have to be emulated by backtracking
through the tree structure. A tree-based implementation would have the advantage of
executing insert and delete operations in logarithmic time, compared to the sorted list’s
linear time. This advantage is lower if bulk inserts and deletes are used. Disadvantages
are a higher consumption of storage space and a longer search time due to the back-
tracking operations. Because of these disadvantages, the usage of the sorted list version
is recommended and will be assumed in the following sections.

1A Data set
ID | Data Point
1 [0.25; 0.75]
. 2 [0.25; 0.25]
13 3 [0.75; 0.25]

Perspective vector
[0.894; 0.447]

, N\ Subindex
2\ 3 Value ID
0.375 2
0.625 1
>
0 0875 3

Figure 4.1: The structure of one perspective of a pd-Index over a 2-dimensional, 3-point
sample data set. There is only a single copy of the data set that is accessed by all
perspectives.
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4.1.3 kNN-search algorithm

A kNN-query is initiated by providing the control thread with a query point. The control
thread passes the point to each work thread. The work threads process the query on
their perspectives as subqueries. When the computation of the subquery is complete,
each of them returns the k& best results that were found. Meanwhile, the control thread
waits for them to indicate that they have finished processing their subquery. When that
is the case, the control thread retrieves the results from the work threads and merges
them. It does that by selecting the k£ best points from the results of the subqueries.
Only the k best result candidates need to be returned by a subquery, as at most k of its
candidates can be selected into the final result. The control thread returns the merged
results as the answer to the query.

A subquery (pseudo code in Figures|4.2/and iterates over each of its work thread’s
perspectives, performing 5 distinct steps:

1. It calculates the perspective value of the query point as the dot product of the
perspective vector and the query point. (Line 7)

2. A binary seach is conducted to determine the position that the dot product would
have in the subindex. (Lines 9 to 20)

3. An intermediate result list (ir-list) is created. It is a priority list that contains
data points and their distance to the query point. It is sorted by that distance,
so that the best candidates can be identified quickly during the merge procedure.
(Line 21)

4. The binary search determined the position that the query point would have in the
subindex and relayed pointers to the entries directly above and below. Moving
these pointers further in their respective directions, the algorithm scans for the
entries that are closest to the query point in regards to the perspective: Iteratively,
the algorithm adds the closer one of the two entries with a pointer to the ir-list,
then moves the pointer to the next subindex entry in that direction. This cycle is
stopped when the ir-list reaches a predefined size (the choice of this parameter is
discussed in Section or when the end of the subindex is reached. (Lines 23
to 50)

5. If the ir-list has not reached the desired size because the end of the subindex was
reached on one side, it is filled by proceeding in the other direction and adding
points from there to the list. (Lines 52 to 72)

After these steps are performed for a perspective, the content of the ir-list is merged
into the subquery’s result list which contains the k£ best result candidates found by the
subquery.

When the processing of the subquery is finished, the work thread notifies the control
thread and waits for it to extract the result list. The control thread takes the threads’
result lists and merges them to get the result to the query.
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knnSubQuery (double[] queryPoint, int k) {
ResultList results = new ResultList (k);
for (int i = 0; i < NUMBER_OF_PERSPECTIVES; i++) {
// The values of each perspective are stored as an ArrayList of
// key/value pairs (which are double and int wvariables, respectively ).
ArrayList <Pair> currentSubIndex = subIndexes[i];
double target = dotProduct (queryPoint, perspectiveVectorsl[i]);

// Perform a binary search
int p1 = 0, p2 = data.size() - 1;
while (p1 < p2) {
int t = (p1 + p2) / 2;
if (currentSubIndex.get(t).key <= target) {

pl =t + 1;
} else {
p2 =t - 1;

}
}
// ’'pl’ is mow immediately above the data entry closest to ’target ’;
// 'p2’ immediately below — or both point at the same entry.

Figure 4.2: Pseudo code for the subquery of a work thread called by the kNN-search
algorithm of the pd-Index. (Part 1)

4.1.4 Other query types and operations

Ideally, the pd-Index is filled during its creation and not changes afterwards. This
scenario is what it was created for, meaning that successive insert, update or delete
operations are not particularly performant. They are, however, still possible. When the
index is to be modified by inserting, updating or deleting a data point, the control thread
first finishes all running queries. Then, it modifies the data set by applying the respective
operation. Afterwards it iterates over each perspective in each thread and modifies their
subindexes. For updates and deletes, this means calculating the perspective value of the
point and searching for it in the subindex. If multiple points in the subindex possess
the same perspective value, their IDs can be checked to identify the right one. Once
the correct value is known, it can be updated or deleted. To perform an insert, the
perspective value is instead calculated and inserted into the subindex.

If an array-based implementation is used for the subindexes, insert and delete op-
erations are linear in the size of the data set, as the part of the subindex behind the
modified location has to be moved. The update operation is logarithmic in the size of
the data set as a binary search has to be used to find the update location (assuming that
there are no or an insubstantial number of other points in the subindex that share the
point’s perspective value). During these operations, no queries can be answered. As a
consequence, bulk operations should be preferred over the modification of single points.

The pd-Index is designed for answering aNN-queries, but it can also utilized by other
types of queries. The extent to which the index is useful is dependent on the specific
type of query. Point queries can be supported by searching the query point’s perspective
value in a single subindex. That way, it is possible to run multiple point queries on the
pd-Index in parallel.

Range queries are supported by a pd-Index, but it is only possible to narrow the set
of result candidates down to a relatively large area. Determining which points cannot fall
in a given target area using the perspectives is possible by comparing their perspective
value to the range of perspective values of the target area. For an example, assume a pd-
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IntermediateResultlList ir = new IntermediateResultList ();
// Ezpand the search area to both sides, always taking the nearest point.
if (p2 >= 0 && pl < data.size()) {
// Calculate the distances between ’target’ and the mneighbors to both sides.
double d1 = Math.abs(target - currentSubIndex.get(pl).key);
double d2 = Math.abs(target - currentSubIndex.get(p2).key);
while (ir.size() < RESULT_SIZE) {
if (d1 <= d2) {
double[] dataPoint = data.get(currentSubIndex.get(pl).value);
ir.add (dataPoint , distance(dataPoint, queryPoint));
pl++;
if (p1 >= data.size()) {
break;
} else {
dl = Math.abs(target - currentSubIndex.get(pl).key);
¥
} else {
double[] dataPoint = data.get(currentSubIndex.get(p2).value);
ir.add (dataPoint , distance(dataPoint, queryPoint));
p2--;
if (p2 < 0) {
break;
} else {
d2 = Math.abs(target - currentSubIndex.get(p2).key);
}
}
}
}
// If the search reached the end of the perspective list on one side, fill ’ir’
// up going in the other direction.
if (ir.size() < RESULT_SIZE && RESULT_SIZE <= currentSubIndex.size()) {
if (p2 < 0) {
while (ir.size() < RESULT_SIZE) {
double[] dataPoint = data.get(currentSubIndex.get(pl).value);
ir.add(dataPoint, distance(dataPoint, queryPoint));
pl++;
}
} else {
while (ir.size() < RESULT_SIZE) {
double[] dataPoint = data.get(currentSubIndex.get(p2).value);
ir.add (dataPoint , distance(dataPoint, queryPoint));
p2--;
}
}
¥
results.merge (ir);
}
return results;
}

Figure 4.3: Pseudo code for the subquery of a work thread called by the kNN-search
algorithm of the pd-Index. (Part 2)




CHAPTER 4. THE PD-INDEX 35

Index over a 2-dimensional data space that has a perspective with the perspective vector
[1;1]. A range query searches for all points that have values between 0 and 1 in both
dimensions (i.e. the target area is the axis-parallel rectangle between the points [0; 0]
and [1;1]). The set of result candidates can be narrowed down by excluding all points
that are outside of the target area, based on its position as viewed from the perspective.
The exclusions are made by determining the largest and the smallest perspective values
of the corner points of the target area. In the example, these are the corner points [0; 0]
and [1;1]. They have the perspective values 0 and 1.414, respectively. Consequently, all
points in the result set of the query must have perspective values in the interval from
0 to 1.4141. The subindex provides fast access to all points that match this criterion.
The resulting area that has to be searched is the space between two hyper-planes that
are orthogonal to the perspective vector. Depending on the size of the target area and
the data distribution, it might contain a large portion of the points in the data space.
It is therefore recommended to use an index structure dedicated to range queries if they
are executed regularly. It should be noted that it is not feasible to use more than one
perspective for this approach, as intersecting the result sets of multiple perspectives
would require more operations than checking if the points in one result set are in the
target area. However, it is useful to compare the size of the interval that would have
to be searched for each perspective and take the perspective with the smallest interval.
If this process is applied, the size of the intervals could be minimized by creating axis-
parallel perspectives for each dimension (i.e. perspectives with the perspective vectors
[1;0;...50],[0;1;...;0],...,[0;0;...;1]). As the target area is an axis-parallel rectangle,
one of these perspectives if guaranteed to create the smallest interval possible. Assuming
an equal distribution of the data points, this would also lead to the lowest computation
time.

Partial match queries behave similar to range queries. They can be thought of as
range queries with a target area that spans the whole data space in some dimensions
and has an expansion of 0 in others. Partial match queries can thus be supported by the
same algorithm and with the same problems. The difference is that due the shape of the
target area, the aforementioned axis-parallel perspectives are a necessity rather than a
suggestion. A target area that spans the data space would cover a large portion of the
subindex of most other perspectives.

The pd-Index cannot process exact kNN-queries. The results are always based on
partial information about the position of the data points. To be certain that a set of
points is the result to a given exact kNN-query, it would be necessary to combine the
data contained in multiple perspectives. It is likely that subindexes have to be scanned
broadly to mathematically preclude that a point that is in the actual result set of the
kNN-query, but not in the result set that the pd-Index returns, has been overlooked. As
a result, the algorithm would likely be slower than a sequential scan. A similar reasoning
applies to eNN-queries. Unless the ¢ is atypically large, efforts have to be made to make
sure that its result criterion is met that would likely reduce the performance of the
algorithm below that of the sequential scan.
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4.1.5 Determining perspective vectors

The quality of the pd-Indexes search results is higher when the angles between the
perspective vectors used for searches is higher. The reason is that if two perspectives
have similar perspective vectors, they will generate similar perspective values. When two
entries in one perspective’s subindex are relatively close, they are consequently also close
in the other perspective’s subindex. Thus, both perspectives generate similar results for
queries, which makes one of them redundant. On the flip side, two perspective vectors
with a large angle between them will likely produce vastly different results.

Maximizing the angles between the perspective vectors is thus advantageously. While
it is possible to determine an optimum set of vectors algorithmically, doing so has two
disadvantages. Firstly, optimization problems of the required order are computationally
expensive, especially if arbitrary dimensionalities and numbers of perspectives are to be
supported. The required effort is likely to be disproportionally high when compared to
the gains (extrapolating from the gains that were achieved by applying a tournament
selection, see below). The second, less important disadvantage is the possibility that
the calculated vectors align to a pattern that might exist in an indexed data set, which
might lead to undesired effects. For example, the vectors [1;1] and [1; —1] are an optimal
set of 2 perspective vectors for the 2-dimensional space (assuming that the vectors’ first
components can not be negative, see below). If these vectors were to be used on a set
that contains only integer-valued points, multiple points would be mapped to the same
perspective value. For example, the first vector would map the points [0;2], [1;1] and
2; 0] to the perspective value 2. To avoid ‘degenerate’ cases like this, perspective values
can be arranges to not follow a structure by introducing randomness to their generation
process.

The pd-Index uses semi-random perspective vectors to address both problems. The
core approach to the generation of a vector is the creation of multiple random, equally
distributed vectors and the selection of the best of them under consideration of all pre-
viously generated vectors. For a d-dimensional data space, random vectors on a hyper-
sphere of radius 1 can be calculated using the following formula, in which z,, are random
variables following a Gaussian distribution:

Ty
1 x
? [NTul59)
\/x%—i—x%qL...—l—x?l
Zd

For the purpose of the search algorithm, a perspective vector v is equivalent to the
vector —v (the sign of the resulting perspective values changes, but their relative position
in the subindex remains). As a result, half the space in which perspective vectors are
created is redundant. By switching the sign of the vectors’ first components (vg) if they
are negative, one half of the space is projected onto the other:

o = { o] ifi=0

V; otherwise

Using v’ instead of v eliminates the redundancy for most perspective vectors. The case
vg = 0, which leads to v = v, remains. As it is unlikely and its occurrence does not
decrease the pd-Indexes performance significantly, it remains unaddressed.
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The quality of the random vectors is improved by performing a tournament selec-
tion. It is a procedure that is more commonly used in the selection step of evolutionary
algorithms |[GD91]. The problem at hand is related to this in that both try to determine
the best solution from a set of possible solutions based on its quality. In this case, the
quality is the distance that a perspective vector has from other vectors. The tournament
selection works as follows: For each perspective vector that is needed, a predetermined
amount of vectors (the tournament population) is generated. The vectors are then ranked
by their minimum angle to all of the previously generated perspective vectors. Using
the minimum is the best option (in comparison to using the average or median distance)
as the main goal is avoiding very similar perspective vectors. The best vector (the one
having the largest minimum angle) becomes a new perspective vector. The pseudo code
for the procedure can be found in Figure[4.5] Empirical results showed that the increase
in quality for data spaces of 10 or more dimensions was barely measurable when apply-
ing tournament selection. For lower dimensionalities, considerable improvements were
achieved. For example, the average angle between perspective vectors for 50 perspec-
tives on 5 dimensions increases by 3.81% when tournament selections with population
sizes of 8 are performed. The quality gain diminishes as tournament sizes are increased
(Figure . In the previous example, increasing the tournament size from 8 to 64 raises
the average angle by only 1.51%. As a consequence, the pd-Index implements tourna-
ment selection with the relatively small, fixed population size of 10. This helps improve
the quality of the results for lower dimensionalities while not increasing the additional
computational costs significantly.

1,54
1,52
15

=)

e

w148

=]

©

2

= 146

[«}]

[]

Z

8 144

@

j=2

c

142

[«}]

j=]

o

2

z 14
1,38
1,36

1 2 4 8 16 32 64 128 256 512 1024 2048 4006 8192 16384

Tournament size

Figure 4.4: The influence of tournament population sizes on the average angle between
perspective vectors. Each data point represents the average of 10.000 measurements. For
each measurement, 50 perspectives were generated on 5 dimensions. The measurement
is the average of all angles between vectors (i.e. 50 -49 = 2450 angles). The tournament
size 1 is equivalent to a random generation of perspective vectors.
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// Intermediate storage for all perspectives that were created and used so far
ArrayList <double[]> usedPerspectives = new ArrayList<>();
WorkThread[] threadPool = new WorkThread [NUMBER_OF_THREADS];

for (int i = 0; i < threadPool.length; i++) {
// The number of perspectives that the current work thread (work thread i) gets
int numThreadsPerspectives = numberOfPerspectives / NUMBER_OF_THREADS;
if (i < numberOfPerspectives % NUMBER_OF_THREADS) {
numThreadsPerspectives++;

}

// The perspectives that are generated for the current thread

double[]1[] threadPerspectives = new double[numThreadsPerspectives] [numberOfDimensions];
for (int j = 0; j < numThreadsPerspectives; j++) {

// The candidates for the next perspective (the tournament population)
double[] [] tournamentPerspectives = new double [TOURNAMENT_SIZE] [numberOfDimensions];

// Fill the tournament population randomly
for (int 1 = 0; 1 < TOURNAMENT_SIZE; 1++) {
tournamentPerspectives[1] = generateRandomPoint (numberOfDimensions);

}

int bestCandidatePosition = 0;
double bestCandidateQuality = Double.MIN_VALUE;
// find the candidate that has the best worst value
for (int 1 = 0; 1 < TOURNAMENT_SIZE; 1++) {
double worstDistance = Double.MAX_VALUE;
// find the worst (i.e. closest) wvalue for this candidate
for (int m = 0; m < usedPerspectives.size(); m++) {
double d euclideanDistance (tournamentPerspectives[1], usedPerspectives.get(m));
if (d < worstDistance) {
worstDistance = d;

}
}
if (worstDistance > bestCandidateQuality) {
bestCandidateQuality = worstDistance;
bestCandidatePosition = 1;
}
}
threadPerspectives[j] = tournamentPerspectives[bestCandidatePosition];
usedPerspectives.add(tournamentPerspectives [bestCandidatePosition]);

}

threadPool [i] = new WorkThread(threadPerspectives);
}

Figure 4.5: Pseudo code for the creation of the pd-Indexes perspectives using tournament
selection.
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4.1.6 Parameters

The pd-Index has several parameters that can be used to adapt it to the specific condi-
tions that it is used in. Two of them are especially useful for that purpose. Firstly, the
number of perspectives can be increased to get better results, as the likelihood of finding
good candidates increases when more views on the data are taken into consideration.
At the same time, using more perspectives increases the total number of points visited.
Both the space requirements of the index and the computation time are increased lin-
early. This is apparent since additional perspectives merely add their memory usage and
processing time to the sum of that of the other perspectives.

The other parameter is the size of the ir-list, which is used during the computation
of kNN-queries. When a subquery searches a perspective, it collects the points in the
subindex closest to the perspective value of the query point. The number of points
collected is equal to this parameter, which sets the size of the list in which the points are
stored. Similar to the number of perspectives, increasing the size of the ir-list increases
the amount of points visited. The difference is that instead of viewing the data from
more directions, this parameter broadens the area that is looked at from each of the
perspectives.

Like the number of perspectives, the size of the ir-list increases the computation
time proportionally. The space requirements can be made to stay constant: Previous
descriptions assumed that an ir-list is filled with points. It is also possible to consider
a number of points equal to the size that the ir-list would have, but only keep a list of
the best k of them. The result is the same, as the subquery itself only returns the &
best data points that it finds. The pd-Index uses the variant with an actual ir-list, as it
is more intuitively understandable and the difference in space requirements is negligible
for practical examples [[]

There are two other parameters that can be changed, but that do not impact the
performance significantly in a positive way: (1) The size of the tournament populations
which are used during the creation of the pd-Index (Section can be varied. A
larger value means that the average angle between the perspective vectors increases.
However, as described in Section [£.1.5] the improvement diminishes rapidly with a rising
tournament size. Values significantly larger than 10 are not recommended. (2) The
number of the pd-Indexes work threads can be changed. Ideally, it would be chosen
so that all CPUs are fully utilized. This approach was taken in the evaluation of the
pd-Index. If the computational capacity is otherwise needed, for example by other
applications that are running on the same system, the number of work threads can be
reduced. This is accompanied by a reduced performance, as the remaining threads have
to process more perspectives.

Figure 4.6 shows the outcome of a parameter variation experiment that tests the
influence of the number of perspectives and ir-list size on the quality of the results
retrieved by the pd-Index. Like the evaluation in Section [4.3] it uses a 100,000 point,
uniformly distributed data set. The dimensionality was fixed at 10 dimensions, which is
the average of the dimensionalities used in the evaluation. Each of the two parameters

LAs only one ir-list is used in a subquery at any point in time, the maximum number of lists that
are used is equal to the number of threads. The total amount of additional pointers to data points that
is stored is thus equal to the number of threads times the size of the ir-lists. In the empirical evaluation
of the pd-Index, this value does not exceed 4 - 100 = 400.
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Figure 4.6: The effects of varying the number of perspectives and the size of the ir-list
on the quality of the results. The eNN-coefficient is introduced in Section
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| ID | Data point | Perspective value (1) | Perspective value (2) | Perspective value (3) |

1 [0;0] 0 0 0

2 [1;0] 0.316 0.447 0.894
3 | [0.25;0.25] 0.316 0.112 0.335
4 | [0.25;0.75] 0.791 ~0.559 0.559
5 | [0.5:0.75] 0.870 ~0.447 0.783
6 [0;1] 0.949 -0.894 0.447
7 [1:1] 1.265 ~0.447 1.342

Table 4.1: The perspective values for all points of the example data set.

was varied from 5 to 200 in increments of 5, while the other parameter was kept at a
value of 100. The results are the averages of the Precisions and eNN-coefficients (Section
of 10,000 10-Nearest-Neighbor queries per data point.

For both parameters, increasing values have the Precision and eNN-coefficient con-
verge towards 1.0. The eNN-coefficient starts near 1.67 and decreases rapidly at first,
more slowly later. It follows a hyperbolic curve. The Precision starts at a value of
0.03 and increases linearly at first. Later, its incline decreases. The highest Precision
reached in the test is 0.63 for 200 perspectives and an ir-list size of 100. The lowest
eNN-coefficient reached is 1.06 for the same parameters. Remarkable for the test results
is that there are no apparent significant differences between the influence of the two pa-
rameters. Further tests indicated that the result quality if dependent on the product of
the two values. Based on these results, the apparent optimum parameter configuration
is to use similar values for both. This approach promises the highest amount of stability.
Alternatively, the size of the ir-list can be chosen higher than the number of perspectives
as it creates only a negligible additional memory consumption, which is furthermore only
present during the processing of a query.

4.1.7 An extended example

This section describes an example kNN-search on a pd-Index (Figure contains an
illustration of the example data space and query). It contains no additional information
about the pd-index, but illustrates its functionality. The example pd-Index covers a
2-dimensional data space containing 7 points. It maintains 3 perspectives and runs on
3 work threads, so that each subquery processes one perspective. The size of the ir-list
is set to 3. For this example, the parameters are chosen lower than they would be in a
real life application for the sake of illustration.

The data set contains the following points: [0;0], [1;0], [0.25;0.25], [0.25;0.75],
[0.5;0.75], [0;1] and [1;1]. The perspective vectors for the 3 perspectives are
[0.316;0.949], [0.447; —0.894] and [0.894;0.447], which are the normalized forms of the
vectors [1;3], [1; —2] and [2; 1], respectively.

Computing the dot product of each data point and a perspective vector produces the
perspective values for the subindex. For example, the result for the first perspective and
the third point is [0.25;0.25] - [0.316;0.949] = (0.25-0.316) + (0.25-0.949) = 0.316. This
procedure gives the perspective values displayed in Table [4.1]

The subindexes are the sorted perspective values and IDs of all data points. They
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Perspective 1 Perspective 2 Perspective 3
[0.316;0.949] [0.447;-0.894] [0.894;0.447]
Perspective value | ID || Perspective value | ID || Perspective value | ID

0 1 -0.894 6 0 1
0.316 2 -0.559 4 0.335 3
0.316 3 -0.447 5 0.447 6
0.791 4 -0.447 7 0.559 4
0.870 5 -0.112 3 0.783 5
0.949 6 0 1 0.894 2
1.265 7 0.447 2 1.342 7

Table 4.2: The perspectives generated by the example data set.

are given in Table

The example kNN-query [0.5;0.5] with & = 2 is executed on the pd-Index. The

control thread activates the work threads and supplies each of them with the query
point and the value for k. The work threads each start a subquery and search their
perspectives. In this example, each thread maintains only one perspective. If there were
more perspectives per thread, they would be searched one after the other. The subquery
follows the steps described in Section For example, the subquery for the thread
that contains perspective 1 takes the following actions:

1. Tt calculates the perspective value of the query point: [0.316;0.949] - [0.5;0.5] =

0.632.

. It performs a binary search on the subindex to find the positions of the entries

directly above and below the perspective value of the query. In this case, the entry
0.316 (ID 3) is below and the entry 0.791 (ID 4) above.

. The ir-list is created.

. The distances between the perspective values of the query point and the entries

determined in step 2 are calculated. The lower entry has a distance of 0.316, the
higher entry of 0.159. Since the second entry has a lower distance, its ID and
actual, euclidean distance to the query point are inserted into the ir-list. Here, the
ID is 4 and its distance is 1/((0.5 —0.25)2 + (0.5 —0.75)%) = 0.354. Afterwards, the
pointer to the entry is increased, so that now the entries 0.316 (ID 3) and 0.870 (ID
5) are under consideration. The distances to the query point’s perspective value
are compared again. The cycle continues until the ir-list is filled. In this case, 3
points are inserted. The other 2 (ID;distance) combinations that are inserted into
the ir-list are (5;0.250) and (6;0.707). As the list is ordered by the distances to the
query point, it would have the following content: (5;0.250), (4;0.354), (6;0.707).

. Since the ir-list was filled without reaching the end of the subindex on either side,

no further actions have to be taken in this step. Had the query point been [0.1;0.1]
(with the perspective value 0.126), step 4 would have stopped after inserting the
first point(ID 0). As it would not have been possible to proceed lower, the next
higher entries (IDs 2 and 3) would have been used to complete the ir-list.
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Perspective 1 Perspective 2

Perspective 3

Figure 4.7: Hlustration of a search on a pd-Index using 3 perspectives. The points with
red borders are the content of the ir-list after the perspective is processed.
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Perspective 1 || Perspective 2 || Perspective 3

Position || ID | Distance || ID | Distance || ID | Distance
1 5 0.250 3 0.354 5 0.250
2 4 0.354 1 0.707 4 0.354
3 6 0.707 7 0.707 2 0.707

Table 4.3: The ir-lists generated by querying perspectives of the example data set.

After these steps are completed, the content of the ir-list is merged into the thread-
specific result list. That list is of size 2 (generally: size k), so that only the first two
entries in the ir-list (IDs 5 and 4) are retained. The final result lists of all perspective
are displayed in Table [£.3] This example uses only one perspective per thread. In a
real-world application with multiple perspectives per thread, the remaining ones would
also be searched.

The control thread waits to be notified by the work threads. When it is, it extracts
the result list from the notifying thread. If it is the first thread that finishes, the list is
copied. For all subsequent threads, the results are merged into the result list. Again,
the list is of size k and only the candidates with the lowest distance to the query point
are retained.

The final result, after both the work threads and the control thread have merged the
lists, would be the points [0.5;0.75] and [0.25;0.75] (IDs 5 and 4). In this example, the
final result is dependent on the order in which the threads finish processing. If work
thread 2 finishes before 1 and 3, the result contains the point [0.25;0.25] (ID 3) instead
of [0.25;0.75]. The reason is that because the data set is artificial, multiple points within
it possess the same distances to the query point. The resulting non-determinism can be
avoided if that is necessary for the application. For example, the data point with the
smaller ID can be selected in case of a tie.

4.2 The sNN-Coefhicient

During preliminary tests, it became clear that the Precision alone is not sufficient for the
evaluation of the pd-Index. The Precision is the ratio of the points that were correctly
retrieved by an approximating technique, i.e. the number of points that were retrieved
and that are in the actual k-Nearest-Neighbor set divided by the total number of retrieved
points. The reason for being insufficient is one of its weaknesses: its disregard for the
quality of all incorrectly retrieved points. It can create a disparity between the output
of the metric and the actual usefulness of the results for the application. For example,
multimedia database systems aim to retrieve a result set in which each feature vector is
as close to the query vector as possible, independently from the notion of correctness.
The eNN-coefficient is designed as a complimentary quality metric for the Precision, as
it gives an indication of the relative quality of the retrieved results when compared to
the best possible results (i.e. the correct results).

The eNN-coefficient is defined as follows: Let g be the query point of an eNN-query

that expects a result set of size k and has the limiting factor a = 1 + e. Then r.yy is
the distance between ¢ and the point in the result set of the eNN-query that is farthest
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from g. Analogously, vy is the distance between ¢ and the kth-nearest neighbor of ¢
(i.e.the most distant point in the result set of a kNN-query with ¢ as its query point).
The results of eNN-queries are bound by the restriction r.yny < rpyn-a. This restriction
is turned into a metric by considering a as the output, i.e. the accuracy of the results
is quantified by the eNN-coefficient a = % Values of this metric are larger than 1,
smaller values being better.

One of the eNN-coefficient’s weaknesses is its reaction to a change in dimensionality.
Since it is similarity-based, it is subject to the ‘curse of dimensionality’. The effect
is illustrated by the following experiment: For different dimensionalities, 100 data sets
of 100,000 random, uniformly distributed points were generated. On each of them,
1,000 random 10-Nearest-Neighbor queries were executed. The expected results were
compared to the results of selecting 10 points at random from the data set, using the
eNN-coeflicient. The results are shown in Figure [4.8|
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Figure 4.8: The influence of the ‘curse of dimensionality’ on the eNN-coefficient. Dis-
played is the average eNN-coefficient reached by selecting k£ = 10 points at random as
the result set of aNN-queries against the dimensionality of the data set. Outliers that
would have exceeded the numerical limits of the 64-bit floating point values used during
the calculation were omitted.

It should also be noted that the eNN-coefficient does not indicate the quality of points
in a result set other than the worst. Consequentially, it should be seen as a worst case
estimation. It is possible to include the quality of more points into the calculation to
put he emphasis on the quality of the individual points. An error metric that follows
this approach is the metric D. It adds up the individual distances of each point to the
query point and sets it in relation to the value that the actual results would receive
[FTAEAOQ1]. The eNN-coefficient was preferred for the the evaluation as it is tied to
eNN-queries, which makes it more easily interpretable.
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4.3 Evaluation

4.3.1 Test cases and test environment

To produce comparable results, the evaluation of the pd-Index uses the same environment
as the one that was used for the parallel k-d tree (Section. The tests compare the pd-
Index to the parallel sequential scan and the parallel k-d tree (Chapter [3]). The parallel
sequential scan is the standard that any index structure has to beat to be usable. It is
exact, has a stable performance, consumes a minimal amount of memory during a query
and no memory between queries and is easy to implement. Consequentially, the main
characteristic in which index structures can outperform a parallel sequential scan is the
processing time. As this is difficult in the given environment, the parallel sequential scan
has to be included in the evaluation as a reference point. The parallel k-d tree using a
hybrid algorithm is the best solution found in the case study for dimensionalities below
13 and is therefore necessary for comparisons. The pd-Index is tested with multiple
parameter configurations. They are named ‘(X;Y")’, where X denotes the size of the ir-
list and Y the number of perspectives. The tested parameter configurations are the cross-
combinations of 50 or 25 perspectives and ir-list sizes of 100 or 50, i.e. the combinations
(100;50), (100;25), (50;50) and (50;25). They were chosen for several reasons:

1. They are in accordance with the recommendations from Section The size
of the ir-list and the number of perspectives are in the same order of magnitude.
Them being approximately equal may lead to more stability regarding the quality
of the results. At the same time, the size of the ir-list is greater than or equal
to the number of perspectives. The reason is that the latter has a higher impact
on the space requirements of the pd-Index. The chosen parameter combinations
explore what happens if either of the two recommendations is priorized, but without
neglecting the other.

2. One of the goals of the pd-Index is to outperform the sequential scan by sacrificing
result quality for a lower query processing time. The parameters were chosen so
that the pd-Index is faster than the sequential scan for most dimensionalities, based
on preliminary tests. As a consequence, the evaluation against the sequential scan
is focused on the result quality.

3. Both parameters have two values of which one is twice as large as the other. This
allows for a comparison between them in regards to an increase by a fixed factor.
Especially interesting are cases where doubling one of the parameters behaves
differently than doubling the other.

Each of the 6 access methods (parallel sequential scan, parallel k-d tree, 4 configu-
rations of the pd-Index) is tested for dimensionalities ranging from 1 to 20 dimensions,
creating 120 test cases. For each of there test cases, 100 random, uniformly distributed
data sets of 100,000 points were generated. Then, 1000 random 10-Nearest-Neighbor
queries were created for each data set using the same distribution. The queries were
run on their respective data sets, resulting in 100,000 measurements per test case. As
an additional precaution against inaccurate results, the confidence intervals of the test
cases’ measurements for o = 0.95 were computed. If the variance in the measurements of
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a case was high enough so that the size of the confidence interval reached at least 20% of
the average of the measurements, additional tests were performed. Further data sets and
queries were generated and executed until the variance of all agglomerated measurements
fulfilled the restriction.

The test program was written in Java and executed in the 1.7.0 version of the Java
Runtime Environment (JRE) for Windows. The underlying system had 4 CPU cores
running at 2.67 GHz and 4 GB of main memory. The maximum amount of main memory
available to the JRE was increased to 1 GB (from the default of 128 MB) via the
command line option ‘-Xmx1024M’. This amount was determined as being sufficient for
the program through preliminary tests using the analysis tool ‘VisualVM’. There are
measurement artifacts that could be created by the properties of the Java language and
the JRE as described in Section [3.4.1 To avoid them, multiple ‘warmup runs’ of the
code were performed before the actual measured tests.

4.3.2 Test results

10
& Parallel sequential scan
4 Parallel k-d tree (Hybrid algorithm)
pd-Index (100; 50)
4 pd-Index (100; 25)
¥ pd-Index (50; 50)
pd-Index (50; 25)

Mean processing time [ms]

01
1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

Dimensionality

Figure 4.9: The behavior of the processing time that pd-Indexes using different parameter
configurations require for one query under a varying dimensionality. For comparison, the
parallel k-d tree and the parallel sequential scan are included.

The test results allow the following observations:

1. The processing times for the pd-Index stay almost constant with a rising dimen-
sionality. The reason is that the number of perspectives and the amount of points
that are visited stay constant. The increase in processing time that is nevertheless
existing has presumably two factors: (1) The calculation of the distances between
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ality. Parallel k-d tree and parallel sequential scan would have the optimum value of 1 for all
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Figure 4.10: The result quality of the pd-Index under varying dimensionality.
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result candidates and the query point takes longer since it is necessary to iterate
over all dimensions to calculate the euclidean distance. (2) Both the size of the
index and the size of the data set increase linearly with the dimensionality. Conse-
quently, a smaller percentage of them can be held in the cache. In turn, the ratio of
data accesses that cannot utilize the cache rises, which slows the query processing.

2. The pd-Index using the parameter configuration with the highest result quality (ir-
list size 100, 50 perspectives) in the test achieves a lower processing time than the
parallel sequential scan for 8 or more dimensions and the parallel k-d tree for more
than 13 dimensions. The performance behavior in relation to the parallel sequen-
tial scan is expected as the parameter configurations were specifically chosen to
beat it. At 8 dimensions, where the pd-Index starts to show a better performance
than the scan, it achieves a Precision of 0.28 and an eNN-coefficient of 1.24. The
parallel k-d tree’s performance is inevitably below the pd-Indexes for dimensionali-
ties higher than a certain threshold. This is caused by the ‘curse of dimensionality’
(Section that decreases the parallel k-d trees performance below that of the
parallel sequential scan for a rising number of dimensions, but hardly influences
the processing time of the pd-Index. The threshold that was determined for the
given data sets and system is 13 dimensions, where the pd-Index retrieves results
with a Precision of 0.18 and an eNN-coefficient of 1.19.

Since the requirements and priorities regarding processing time and result quality
are application specific, it is hardly possible to make statements about ranges
of dimensionalities for which the pd-Index is recommended over the other access
methods. However, it can be stated that the parallel sequential scan outperforms
it for all dimensionalities below 8 and that the parallel k-d tree is faster than both
for less than 13 dimensions. In these areas, they display lower processing times and
the result quality is inherently superior because their results are not approximative.
Consequently, the usage of the parallel k-d tree is recommended over that of the
pd-Index with the parameter configuration (100;50) for dimensionalities up to 12.
Analogous statements can be made for the other parameter configurations in the
test: the parallel k-d tree is better than the (50;25) version for up to 7 dimensions
and better than the (100;25) and (50;50) versions for up to 9 dimensions.

3. When the ir-list size or number of perspectives are doubled, the processing time
increases by a factor ranging between 1.60 and 2.04 (except for outliers at the
dimensionality of 1). This is approximately in accordance with the prediction
that both parameters increase the computation time linearly. The reason is that
increasing the ir-list size broadens the search area, while increasing the number
of perspectives creates additional subindexes to be searched. Both effects increase
the number of scanned subindex entries linearly.

4. The Precision of the results decreases rapidly for dimensionalities larger than 2. In
the high dimensionality area, it falls below 0.2 for all tested parameter configura-
tions.

5. Initially, the eNN-coefficient increases with a rising number of dimensions. Between
4 and 6 dimensions (depending on the parameter configuration), it reaches its
maximum and decreases slowly. This is explainable with the reduced variance in
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the similarities between data points that comes with high dimensionalities (the
effect is displayed in Figure |4.8]).

6. Doubling one of the parameters increases the Precision of the pd-Index by a factor
of slightly less than 2 for dimensionalities of 3 or more. Generally, this is an ex-
pected behavior, as scanning more data points should linearly increase the number
of correct points that are retrieved. The explanation why the factor is below 2 is
different for the parameters. For the ir-list size, increasing the search area means
searching farther from the query point’s perspective value. Moving further away
from that value leads to less correct points being found for the same number of
additionally searched points, as they are less likely to be close to the query point.
When the number of perspectives is increased, the ratio of correctly retrieved points
that are also found by other perspectives is increased. This overlap decreases the
actual number on correct points that are found in relation to the number of points
that are scanned, leading to a lower Precision gain.

It should be noted that these results are only valid for uniformly distributed data
sets of a single size. An evaluation using data sets of different sizes or clustered data sets
may lead to different results, especially in the low dimensionality area. Furthermore,
only a single value for the parameter £ and a limited range of dimensionalities were used
in the tests. It may not be possible to extrapolate to other dimensionalities or values for

k.
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Chapter 5

Conclusion and future work

5.1 Conclusion

The parallel k-d tree displays a high performance for data sets of dimensionalities that
are troublesome for most multidimensional MMDB index structures, at the low end of
the high dimensionality area. Higher up, for 13 or more dimensions, it is significantly
slower than a parallel sequential scan without an index. While it is possible to adjust
the parameters of the parallel k-d tree for higher dimensionalities or even build a version
that adjusts automatically, the general approach seems ineffective for the task.

The modification of the k-d tree for multiple threads does nevertheless allow inter-
esting observations regarding the requirements of such a project. Specifically, it demon-
strates how extensive the necessary changes to an existing index structure can be in
order to make it competitive. It should also be noted that one of the major changes -
moving the points to the leaf nodes so that they can be searched sequentially - is a partial
concession to the relative efficiency of not using an index. Consequently, creating a new,
dedicated index structure for this environment should be preferred over modifying an
existing one in the general case.

The pd-Index achieves a very solid query response time for high dimensionalities,
but at the cost of a very low Precision. The usage of the eNN-coefficient reveals that
the result quality is better than indicated by the Precision if not specific data points,
but rather any points close to the query point are searched for. However, the eNN-
coefficient is also arguably a flawed metric, as it is subject to distortion by the ‘curse of
dimensionality’. In conclusion, the pd-Index is able to outperform the sequential scan,
but its parameter configuration has to be chosen conservatively to obtain good results.

5.2 Future work

Several topics remain open for future work:

Firstly, the parallelization approaches introduced here can be transferred to other
index structures. While most multidimensional index structures are designed for disk-
based systems and are thus possess only limited suitability for this process, there are
multidimensional data structures for MMDBs other than the k-d tree. For example,
the group of index structures described in Section work to utilize properties of the
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caching system; an approach that was not explored in this thesis and that might yield
well-performing index structures for environments with parallelism.

Secondly, the topic of using the GPU was shortly touched in Section but not
further pursued. It is a tempting field for further research in the area, if only for the
massive parallelism possible through GPUs, but bears a wholly different set of problems.
It is conceivable that index structures that are specifically designed for GPU use can
push the performance of MMDBs further.

Thirdly, the pd-Index sacrifices the quality of query results for the response time in
order to gain a higher performance than the sequential scan. Breaking other constraints
might lead to different viable solutions. For example, the restiction that the result set
must be complete before it is returned can be abandoned. This could lead to an index
structure that uses threads with a high variance in run times, which can return the
individual results as soon as the threads return or even update the final result set during
the computation. Using this approach, highly performant index structures for specialized
applications might be found.

Lastly, there are several open issues regarding the index structures that were intro-
duced herein. An obvious one is the lack of an evaluation using real world data sets. Such
an evaluation might reveal unforeseen weaknesses in the indexes which require changes
to them. Another issue that remains is the elimination of the parameters with the goal
of increasing the usability of the index structures. It is possible to determine the optimal
parameters for the parallel k-d tree for a given system and task empirically. However,
the pd-Index has the result quality as an optimization goal in addition to the query
response time. Furthermore, different metrics can be used to quantify the result quality.
As such, it is not trivial to determine the optimal parameters for a given application.
Consequently, the goal of additional work in this direction would likely be a general
guideline for choosing the pd-Indexes parameters.
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