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Abstract

In this era of globalization, the need for search engines that support more than one
language is increasing and this has given rise to an important sub-domain of informa-
tion retrieval, cross-lingual information retrieval (CLIR). CLIR in the legal domain
can be beneficial for legal experts or laymen seeking legal advice online that may not
be present in their native language. Traditional CLIR methods are translation-based
where a document and/or a query is translated. The crucial part of CLIR is the
selection of the translation resource (machine translation API, dictionaries, parallel
corpus) since the performance of CLIR depends on the quality of the translation.

In this thesis, we present a phrasal dictionary-based query translation CLIR ap-
proach for legal documents. Phrasal dictionaries help in minimizing the term am-
biguity which occurs by not considering the context while performing word-to-word
translation. We apply CLIR on English and German data which is gathered from
the EUR-Lex website. This data is about European Union Law, international agree-
ments and other documents related to the European Union. The dataset consists
of documents and descriptors (i.e., keywords) for each document. The descriptors
are considered as the queries in this thesis. The descriptors from both languages are
used to create the phrasal dictionary. We compare the performance of the custom
phrasal dictionary with a general-purpose word-to-word dictionary for CLIR to ob-
tain a superior method by using retrieval models such as a bag of words, TF-IDF,
BM25, and word centroid distance for legal text.

We investigate the effect of text preprocessing on the corpus by applying various
combinations of text preprocessing techniques such as stop-word removal, stemming,
lemmatization. We also test the quality of the word embedding generated using
the legal corpus on general-purpose data from Wikipedia. An ensemble method
is applied to retrieve the most relevant documents. In this approach, the results
of all four retrieval models are merged based on the weighted similarity score. The
research is extended to a few free-text queries to understand the general applicability
of the approach.

We evaluate the performance of the aforementioned approaches by using precision,
recall, f-measure, R-precision, and precision@20. Our results show that using a
phrasal dictionary for CLIR, we achieve better performance than the standard word-
to-word dictionary for legal text. The experiments with preprocessing techniques
indicate that these techniques are algorithm-dependent as well as data-dependent.
Our research on word embeddings resulted in the expected output which shows that
the general-purpose word embeddings perform better with general-purpose data and
domain-specific word embeddings give better results with domain-specific data for



v

the legal domain. The thesis also shows that the ensemble method for retrieval using
various methods helps in achieving better R-precision and precision@20.
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1. Introduction

The internet is flooded with data which is increasing at a very fast pace. With
information retrieval strategies or search engines, users can search for the needed
information from this pool of data. Sometimes a user request or search can be very
specific to a particular domain. At such moments, having a domain-specific search
engine or retrieval mechanism is advantageous.

At present, many individuals, as well as companies, seek legal advice online. Though
a huge amount of legal information is available online in English, there are quite a
lot of documents that are still present in regional languages that the user might be
interested in. This leads to the need for cross-lingual information retrieval (CLIR)
for legal documents. These retrieval systems are helpful for organizations working in
countries other than their home country and also for people looking for legal advice
that is available in multiple languages.

The main advantage of CLIR is that it does not have a constraint on the language
of the query. CLIR accepts a query in one language and returns results in another
language giving users the freedom to see relevant documents in other languages
(e.g., in case they are not proficient in the target language to provide precise queries
in the same language). This can be helpful in domains where higher recall values
are considered to be better or legal documents from multiple legislations shall be
retrieved without translating the query manually every time.

The important task in CLIR is to translate the query or document or both to the
target language. The approaches involved are dictionary-based, machine translation-
based and hidden space mapping. To get a good retrieval performance, the trans-
lation has to have near-perfect results. Using a word-to-word dictionary can have a
negative impact since for a single word there can be more than one correct trans-
lation. Machine translation can achieve better translation results, if there is huge
data present for the training of the model for a large vocabulary and correct trans-
lations [QSSF*]. In hidden space mapping, documents are mapped to the topics
or dimensions given by the semantic relations. After querying, the matching docu-
ments based on these dimensions are retrieved by applying the same mapping to the
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query. Overall, though these methods work well in many general-purpose scenarios,
in the case of domain-specific applications, they may not necessarily work due to the
lack of resources such as specialized dictionaries [BC97]. While the usage of a word-
to-word dictionary can degrade the performance, a phrasal dictionary based on the
domain and the application can be used to see if the performance can be improved.
For document translation, same problem exists as in the case of query translation..
A sufficiently large sentence-aligned corpus is difficult to obtain for model training.
If the documents are present in both languages, the parallel corpus approach can be
used for the retrieval of documents, hence reducing translation efforts.

Once the translation phase is done, the task becomes a standard information retrieval
(IR) task. The retrieval models, the corpus, and the translated queries are used to
retrieve the documents. The retrieval process is expected to be fast and the top
retrieved documents to be the most relevant. Bag of Words (BoW), BM25 and the
vector-space model are conventional models. This list of models is getting appended
by more recent neural network-based models such as the Neural Ranking Model
(NRM), Word Embedding-based similarity calculation models such as the Word
Mover’s Distance (WMD) and the Word Centroid Distance (WCD).

1.1 Goal of the Research

As the name suggests, this thesis focuses on phrasal dictionary-based cross-lingual
information retrieval for legal text. The goal of this thesis is to evaluate the per-
formance of the phrasal dictionary-based translation method in CLIR for legal text,
the impact of preprocessing, the effect of employing word embeddings, as well as
the individual performance of the retrieval methods to see if an ensemble method is
justifiable.

Below are the research questions we answer through this work.

1. Can a phrasal dictionary query translation-based approach for cross-
lingual information retrieval for legal text achieve better perfor-
mance than a standard word-to-word dictionary

Though a lot of research has gone into CLIR, there is still a gap between
CLIR and monolingual information retrieval with respect to performance. Tra-
ditional dictionary-based methods use word-to-word translations which gives
rise to word ambiguities since a word may have more than one translation in
another language. Phrasal dictionaries can be used to translate the queries
and can improve the performance of the dictionary-based translation method
[BC]. The task is to investigate whether phrasal dictionaries can be effective
for the legal domain and whether they can improve the performance of CLIR.

2. There exist many text preprocessing techniques such as stop-word
removal, stemming, lemmatization. Each has an identified purpose
and can affect the text retrieval process differently. What is the ef-
fect of these various preprocessing techniques on the CLIR process?

Preprocessing is one of the vital tasks when working with text data and the
techniques involved are language-specific. It is important to understand the
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trade-off between time performance, precision and recall in order to develop
a system that fits the needs of a user. Some techniques may consume more
time at the cost of a little improvement in performance. These techniques
are evaluated for the performance with respect to time, precision, recall, and
F-Measure.

3. Word embeddings are gaining popularity over the past few years.
Are pre-trained general-purpose word embeddings as effective as
domain-specific word embeddings on domain-specific data and vice-
versa?

The legal domain contains legal jargon which may not be present or used in
everyday life and hence can be difficult to capture by general-purpose word-
embeddings. MUSE [CLR ] is a word embedding library that is trained using
a Wikipedia dataset from 2010 and has embeddings for English and German
language. These embeddings are tested on domain-specific (i.e., EUR-Lex)
data to see whether expensive training of custom embeddings can be avoided.
We also trained embeddings on EUR-Lex data and test them using Wikipedia
data which is a general-purpose dataset to test generalization performance.
A word can have a different meaning in different domains. For example, in
general word sentence is a group by words whereas, in the legal domain, this
word can mean punishment. We will analyze if these different contexts are
captured by the embeddings.

4. Each studied retrieval method in this thesis works on different prin-
ciples and hence can retrieve a different set of documents. Can
an ensemble approach which consists of various retrieval methods
achieve better results for legal text than individual methods?

In the legal domain, having all relevant documents in a set of retrieved docu-
ments is a requirement for many tasks. It is important to see whether combin-
ing results from different methods improve the performance as compared to
using individual methods. The methods to be considered are: algebraic (Bag
of Words, Vector Space, Latent Semantic Indexing), probabilistic (BM25) and
Word Vectors-based (Word Centroid Distance).

1.2 Structure of the Research

This thesis is further divided into the following sections:

e Chapter 2 contains an overview of the fundamental concepts needed to under-
stand the further chapters. This includes a theoretical explanation of informa-
tion retrieval, methods of CLIR and IR, and evaluation techniques.

e Chapter 3 presents the conceptual design of this thesis which includes datasets,
their descriptions, an in-depth explanation of the research questions and the
evaluation criteria for each of the research questions.
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Chapter 4 consists of implementation details for the experiments. It describes
the tools and libraries used to implement the experiments for the research
questions mentioned in Chapter 3. The data collection, cleaning, preprocessing
and implementation of word embeddings are also explained in this chapter.

In Chapter 5, we present the obtained results for each of the research questions.

Chapter 6 includes an overview of previous works done in the field of informa-
tion retrieval with multiple languages and in the legal domain, as well as the
description of the state of the art for CLIR.

Chapter 7 concludes the thesis and in this, we present conclusions based on the
obtained results. This chapter also speaks about the limitations and possible
future work.



2. Background

This chapter gives an overview of the theoretical concepts and terminologies perti-
nent to the CLIR. We present the fundamentals of information retrieval, CLIR, dif-
ferences between monolingual and cross-lingual information retrieval, ranking mod-
els and evaluation techniques.

2.1 Information retrieval

Information retrieval is the process of acquiring the needed information by formulat-
ing a query. The more formal definition as given by Christopher Manning [MRS09]
is as follows:

“Information retrieval (IR) is finding material (usually documents) of an
unstructured nature (usually text) that satisfies an information need from within
large collections (usually stored on computers).”

In recent years, with the increasing use of computers and the internet, the number of
people searching for information on computers grew exponentially. Information re-
trieval systems fulfill the needs of users by accepting a query and returning matching
results as an answer for the query.

IR systems serve various purposes keeping in mind the demands and requirements
of the users. These purposes can be data-driven (text, media, speech), domain-
specific (sports, law, academia), or language-specific. Though these systems provide
slightly different functionality, the basic process followed is the same in all of them.
Figure 2.1 shows the process of Information Retrieval. The user enters a query as
input to the IR system. The IR system takes in the data/corpus and the query and
applies a retrieval mechanism on them. The output of the IR system is then passed
on as the result.
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Qe | (IR System somee

Results

Figure 2.1: Information Retrieval Process

As we are working with text data, we further explain the process followed by IR
systems when working with textual data. In the following paragraph, we explain
with an example, the process of indexing and retrieval [MRS09]. Let us consider, we
have 3 documents. For simplicity, 3 sentences from the book The Fifth Mountain
by Paulo Coelho are taken as documents.

D1: The high priest was telling the truth.
D2: "We must attack,” insisted the high priest.
D3: The governor said nothing.

We are not considering punctuation while creating indexes. All words are converted
into lower case.

Index Construction:

We go through the document and collect individual words and the document Id for
each of the words present as shown in Table 2.1. The next step is to sort the words
in the Table 2.1 first by terms and then according to the document Id (Doc-Id) as
shown in Table 2.2
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Term ‘ Doc-1d

Term ‘ Doc-1d

the 1 attack 2
high 1 governor 3
priest 1 high 1
was 1 high 2
telling 1 insisted 2
the 1 must 2
truth 1 nothing 3
we 2 priest 1
must 2 priest 2
attack 2 said 3
insisted 2 telling 1
the 2 the 1
high 2 the 1
priest 2 the 2
the 3 the 3
governor 3 truth 1
said 3 was 1
nothing 3 we 2

Table 2.1: Term Document entry ta-

ble

Table 2.2: Sorted List of words and
Doc-1d

Then we add the document frequency information and create posting lists by listing
the number of times the word occurs in the whole corpus (Doc Freq) and in which
documents it is present (Posting List).

Term \ Doc Freq \ Posting List

attack 1 2
governor 1 3
high 2 1,2
insisted 1 2
must 1 2
nothing 1 3
priest 2 1,2
said 1 3
telling 1 1
the 4 1,2,3
truth 1 1
was 1 1
we 1 2

Table 2.3: Document Frequency and Posting List

Retrieval:

For query processing, we make use of the posting list. If we want to retrieve the
documents which contain the words priest AIND the, we will retrieve the posting list
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for both terms, merge them and get the common documents from them. Table 2.4
shows the set of final documents which will be retrieved after merging the posting
lists.

Term \ Posting List \ Final Result
priest 1,2
the 1,2,3

1,2

Table 2.4: Retrieval output after merging of the posting list

This is a simple example of how textual information retrieval works. Information
retrieval for texts can be monolingual, multilingual or cross-lingual. They all differ
in which and how many languages the results are obtained. In monolingual IR, the
query and result language are the same whereas in multilingual IR, the queries are
passed in a single language and results are obtained in more than one language. In
CLIR, a user writes a query in one language and obtains results in another language.

2.2 Cross Lingual Information Retrieval

This section is based on the works by Nasharuddin et al. [ANTA10] and Dwivedi
et al. [KC16]. CLIR accepts a query in one language (source) and returns results
in another user-specified language (target), which gives the users the freedom to
see relevant documents in other languages even when they have very little or no
knowledge of the target language.

2.2.1 Approaches of CLIR

The most common methods for CLIR include translation of queries or documents.
Figure 2.2 shows the process diagram for CLIR. As seen in the figure, a translation
source is added to translate the query or the document and then the translated
text is passed to the IR system. The difference between simple IR and the CLIR
process lies in the translation of the queries or documents based on the availability
and performance of the translation resources.
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Data
Source

Translation
IR S
API

ystem

:

Results

J

Figure 2.2: Cross-lingual Information Retrieval Process

2.2.1.1 Query Translation

In the query translation-based approach, queries are translated to the target lan-
guage and these translated queries are used for the retrieval of the documents. As
queries are smaller in size, the error in translation can give rise to wrong retrieval
results but the translation efforts are less compared to document translation.

2.2.1.2 Document Translation

As the name suggests, instead of queries, documents are translated to the target
language. The query is used to retrieve the documents and these documents are
then translated to the target language. Possible translation errors can be ignored if
the context of the document is conveyed properly. However, translating the set of
retrieved documents in the target language can be computationally expensive.

Translation of queries or documents can be achieved using the following methods
[KC16]:

e Dictionary-based translation: In this approach, dictionaries are the trans-
lation resource and they can be domain-specific or general-purpose dictionaries.
The problems involved with this approach are (i) term ambiguity, where it is
difficult to decide which is the most appropriate translation of the given word
and (ii) size of the dictionaries, which can be limited and newly found words
or acronyms may not be translated.

e Corpus-based translation: This method uses a parallel or comparable cor-
pus for translation of documents. A parallel corpus is an exact translation of
the documents (same documents present in both source and target languages),
whereas the comparable corpus contains documents that have similar content.
The documents from the source and target languages are collected and depend-
ing on the desired language of the result and the query, the retrieval is carried



10 2. Background

out. For example, if a user enters a query in English and expects results in
German, the retrieval algorithms are applied on the English corpus with the
query and the relevant English documents are retrieved as an intermediate
result. The corresponding documents from the parallel corpus in the German
language are passed as the final result to the user.

e Machine translation: In this method, a machine translation API, an algo-
rithm or a tool is used to translate the query or the documents. The translation
can be phrasal or word-to-word. A single word in the source language may
have a different contextual meaning in the target language and hence can be
translated in various ways. Capturing this context can be a troublesome task
for the machine translator. Also, the limited availability of huge corpora and
computational resources for training is one of the other disadvantages of this
method.

2.2.1.3 Dual Translation

In this approach, the query and documents are translated into a common language
(i.e. pivot language) and the results are then translated to the target language.
Though the dual translation approach is complex compared to the aforementioned
methods, it is expandable to other input languages if output is required in the same
target language. This can be achieved by translating the input query to the pivot
language and the rest of the process remains the same. Figure 2.3 explains the
process of this approach. Firstly, the query is translated into a pivot language and
then the query from the pivot language is translated into the target language. Dif-
ferent documents from target languages are also translated into the pivot language.
Documents in the pivot language and the target language are both searched for the
results since the translation can produce different results. The merged list of results
from the pivot and target language containing top results from both languages is
passed as a final result.
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Query in
source Lan-
guage
Translate
I‘ . (—~ .
Query in Search DQCuments Result in
pivot Lan- in pivot pivot lan-
guage | language guage
)
Translate Translate final result
- set
Query in Search Dpcuments Result in
Target Lan- in target target lan-
guage language guage

Figure 2.3: Dual translation using pivot language.

2.2.1.4 No Translation

The need for external resources and additional efforts for translation has given rise to
non-translation-based methods which make use of semantic information in the text.
These approaches include well-known methods such as Latent Semantic Indexing
(LSI) [MKT] and Latent Dirichlet Allocation (LDA) [VDSM]. In the LSI method,
manual and machine-translated documents are used to create the shared semantic
space and it is assumed that the target and the source language share the same
semantic space. The bi-lingual LDA is used to train topics on the comparable corpus.
These topics are assumed to be the same in both source and target languages.

Below are the summed-up challenges that contribute to the low performance of the
CLIR as stated by Nasharuddin et al.

e Choosing an appropriate translation from the set of valid translations.

e Translation of a phrase can be difficult compared to individual word transla-
tion.

e Identifying nouns, proper nouns, and contextual information is a difficult tasks.

e Dictionaries available are limited in terms of expressiveness and vocabulary.
There are not many domain-specific dictionaries.

e Addition of new words to the corpus can result in the OoV (Out of Vocabulary)
problem.
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Using any of the aforementioned approaches to obtain a translation or hidden se-
mantic space, the problem now becomes similar to monolingual IR and the same
procedure is followed for indexing and retrieval of documents in CLIR as followed
in monolingual IR. The first step of the procedure is text preprocessing.

2.3 Text Preprocessing

One of the essential aspects of natural language processing is text preprocessing,
as the output of this phase becomes the input for models or algorithms. There are
several text preprocessing techniques to choose from. It is important to understand
the tasks performed by each of these techniques because depending on the needs of
the applications, the preprocessing pipeline differs.

We describe some commonly used preprocessing techniques.

2.3.1 Tokenization

Tokenization is an elementary step for text preprocessing. In tokenization, the para-
graphs are broken into sentences and sentences are broken into words, phrases, num-
bers, and punctuation. Tokenization can be also achieved by using a delimiter such
as white space or common punctuation marks. Language specific issues can occur
while splitting text into tokens. For example, in the English language, the words
with contraction such as won’t, isn’t tend to lose their meaning after tokenization.
Due to those special cases, the language of the text to be processed has to be known
before performing the tokenization. Some tokenizers consider these cases and do
not split these words such as NLTK TweetTokenizer'. In the German language,
compound words are written without white space between them. There are some
libraries such as CharSplit? which allow a separation of these compound words and
then pass them to the tokenizer. After tokenization, additional punctuation marks
that are not used for splitting are removed and a set of tokens is obtained. This set
of tokens is passed to the next step of the pipeline, stop-word removal.

2.3.2 Stop-word Removal

Stop-words are commonly occurring words that do not contribute to the contextual
meaning of the text. These words can be problematic for frequency-based retrieval
models. Removing these low-information words can reduce the feature value space of
the token set and improve the indexing and storage performance. Stop-word lists are
domain, language, and application-specific. Table 2.5 lists the common stopwords
for English and German language.

English \ a, an, the, and, then, is, also, because, to, don’t, from.

German \ und, aber, den, dem, die, der, das, doch, nein, nach, von.

Table 2.5: Common stopwords for English and German language

Thttp://www.nltk.org/api/nltk.tokenize.html#nltk.tokenize.casual. Tweet Tokenizer
Zhttps://github.com /dtuggener/CharSplit
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2.3.3 Stemming and Lemmatization

A single word can be used in different inflectional and derivational forms. Stemming
and Lemmatization aim at reducing these forms and this, in turn, reduces the feature
value space. In stemming the ends of the words which are normally derivational
affixes are removed to obtain the stem of the word. The process of lemmatization is
more complex than stemming and requires a dictionary look-up and possible further
annotations (e.g., part of speech tags) to find the correct lemma, also referred to
as dictionary form, of the word [BG18]. When lemmatized, the word worst can be
mapped back to the word bad which is the lemma (base form) of the word worst
whereas in stemming it will remain the same. Lemmatization takes the context
of the word into consideration. Stemming and lemmatization are also language-
dependent. Once the text is preprocessed, it can be presented in various forms
based on the word frequency or context. In the next section, we describe the text
representation techniques.

2.4 Text Representation

Text representation is an important factor in text mining and text retrieval because
textual data is converted to a numeric form. This numeric form representation
makes it easier to do the mathematical computations in the algorithms.

2.4.1 Bag of Words

Bag of Words (BoW) is one of the fundamental models for text representation in
machine learning and information retrieval and is based on word frequencies. The
Bag here indicates that the order of the words is not considered but the number of
occurrences|MRS09]. Thus the documents containing the same words but different
semantic meanings are treated in the same way by the BoW model. For example,
Dogs are better than cats and Cats are better than dogs will have the same BoW
representation as these two sentences contain the same set of words.

The working of the BoW model is simple to understand and easy to implement. The
steps involved in the creation of the BoW models are,
1. All distinct words are extracted from each document to create the vocabulary.

2. Frequencies of each word per document within the collection are gathered.

3. Document vectors are created using these frequencies with the dimensions
equal to the number of words in the vocabulary.

For documents dogs are better than cats (D1), cats are better than dogs (D2) and i
love cats and dogs (D3), the BoW representation is as follows,

Distinct words: dogs, cats, are, better, than, i, love, and.

Frequency /Document:
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D1: [(dogs,1),(are,1),(better,1),(than,1),(cats,1)]
D2: [(cats,1),(are,1),(better,1),(than,1),(dogs,1)]
D3: [(i,1),(love,1),(cats,1),(and,1),(dogs,1)]

Table 2.6 shows the BoW representation.

\ and are better cats dogs i love than
D1| 0 1 1 1 1 0 0 1
D2| 0 1 1 1 1 0 0 1
D3| 1 0 0 1 1 1 1 0

Table 2.6: BoW representation for documents

2.4.2 Word Embeddings

Similar to BoW model, word embeddings are based on the conversion of the text to
a vector format. Word embeddings can capture contextual information as opposed
to BoW. In word embeddings, the words are represented in a high dimensional space
and words with a similar meaning are expected to appear closer in the vector space
which means the synonyms of the words will appear in close proximity to each other.
For example, words man and male will be placed closer as compared to man and
dog. Also, the words man and woman share semantic meaning. Hence for the
word brother, word sister can be interpreted by the word embeddings as shown in
Figure 2.4, since they share a similar value in a dimension that is possibly capturing
royal contexts.

Man
‘Woman

Brother ~_|

Sister

z

Figure 2.4: Context capturing using word embeddings

Word embeddings are trained using neural networks and hence generally give the
best results when trained with a huge amount of data. Embeddings can be trained
in multiple ways. Mikolov et al. presented the Word2Vec [MCCD13b] model. Face-
book’s Al Research lab built an extension of Word2Vec called FastText. The fol-

lowing subsections explain the working of these models.
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2.4.2.1 Word2Vec

Word2vec [MCCD, MCCD13a] has two variants namely continuous bag of words
model (CBOW) and continuous skip-gram model (skip-gram) which are used for
the training of the word vectors.

Continuous Bag of Words Model:

In the continuous bag of words model, [Ron16] for each input context word, only one
word is predicted. This model uses a fully connected neural network with 1 input,
1 hidden and 1 output layer. The input is one-hot encoded which means that for
each input vector, only one value is I and all other values are (. The size of the
input layer is the same as that of the vocabulary size (V). The number of neurons
in the hidden layer depends on the number of desired dimensions (N). The output
layer also has the same number of neurons as the input layer.

Given a word, the hidden layer can be calculated as,

h=WTg =0l (2.1)
Where:

W = weight matrix of size V x N
Vw1 =k, row of the weight vector for the input word

The hidden layer uses a linear activation function. Once we have the weights from
the hidden layer, the computations from the hidden layer to the output layer can
be done. The weight vector size changes to N x V. The score for each term j in the
vocabulary can be computed as,

u; = vl h (2.2)
Where:

u; = output score of each term in the vocabulary
v,,; = Jen column of weight vector for the input word
from hidden layer to output layer

To calculate the posterior probabilities, a softmax function is used. The probability
of getting the output word (w,) given the input word (w;) which in turn is the output
of the jy, neuron is given by,

exp(u;)

- 2.3
¥y exp(uy) (2:3)

p(wjlw;) = y; =

In case of the multi-word context (more than one input words), the hidden layer
function changes to,
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1

Where C is the number of context words. Figure 2.5 shows the network for the
continuous bag of words model.

g'\\_lnput layer
=
X e -\___\
TIW o \\
<
7\ 3 Output laver
1) ~ Hidden layer —
= \ = el
- .
Xz o WVVN/\< fz Wi o Vy
- / I
= S n-di — e
= 7 / P—dim
g i Vx.-’\j/-’"
=l C= F-dim

Figure 2.5: Continuous bag of words model [Ron16]

Skip-gram Model:

Skip-gram model [Ronl16] is the reverse of the CBOW model. The output or the
predicted word is an input and the context words are output. The calculations
for the hidden layer remains the same as that of the CBOW model. The softmax
function of the output layer now becomes,

exp(ue,;)

—_— (2.5)
¥y exp(uy)

P(Welwi) = Ye; =

This is the output of the j;, unit of the ¢, panel. Figure 2.6 shows the architecture
for the continuous skip-gram model
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Figure 2.6: Continuous skip-gram model [Ron16]

Consider the following example for the explanation of CBOW and Skip-gram models.
I am feeling happy

If we want to predict the word happy using CBOW, we have a number of inputs
which are obtained by collecting N words at a time also called as the context window,
N being the size of the context window. The output is dependent on the context
window. The input and output for the above sentence with N as 1 and 2 is as shown
in Table 2.7 and Table 2.8,

Input \ Output

I am
am feeling
am I

feeling | happy
feeling am
happy | feeling

Table 2.7: Input and output for the CBOW with context window of size 1

Input 1 \ Input 2 \ Output

I am feeling
am feeling I
am feeling happy

feeling happy am

Table 2.8: Input and output for the CBOW with context window of size 2
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In Table 2.7, since the N is 1, only a single word is taken into consideration and
hence the output is the next or previous word. On the other hand, when the size of
the context window is 2, the input is 2 words and the output is the next or previous
immediate word.

On the other hand for skip-gram model, with context window of size 3, for word
feeling the words inside the window will be I, am, feeling and hence the output will
be,

Input ‘ Output

feeling I
feeling am

Table 2.9: Input and output for the skip-gram with context window of size 3 for
word feeling

2.4.2.2 FastText

FastText[BGJM17] is based on the Word2vec skip-gram model where instead of
considering just a whole word for training, n-grams are considered which can help
in finding rare words and a better context since rare words can have same n-grams
as some commonly used words. The word vector for each word is represented by the
sum of all n-gram vectors corresponding to that word.

Once the text representations are ready, the corpus can be used for indexing and
retrieval. In the next section, we present some common methods for text indexing
and retrieval.

2.5 Text Indexing and Retrieval Models

In this section, we explain the methods to index, score and retrieve the data.

2.5.1 Term Frequency - Inverse Document Frequency Model

This is one of the most popular models used for the term representation and re-
trieval and falls under the category of algebraic information retrieval models. Term
frequency (tf) is the ratio of the number of times the term or a word occurs in the
given document to the total number of words in the document and is calculated as
follows [SMO5]:

nz ?j

tfy s = =l
Jis > kMg

(2.6)

Where:

i = word in the document

j = document from the corpus

k = total documents in the corpus

n;; = frequency of a word i in document j
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The inverse document frequency (IDF'), on the other hand, considers all documents.
Using IDF, the significance of the term in the overall corpus can be understood and
hence the terms occurring most frequently will have a low value of IDF. The inverse
document frequency of a word w is calculated as follows:

N
df, = log; (2.7)

)

Where:

N = number of documents in the whole collection
n; = the number of the documents a term occurs in

The overall TF-IDF weight is then calculated as,

N

The terms which occur rarely in the whole corpus but occur more times in a single
document have a higher value of the TF-IDF weights than the words which occur
frequently in a single document and also often in the overall corpus. These weights
can be used for the ranking and retrieval of the documents [Rob04].

2.5.2 Latent Semantic Indexing

This section is based on the book ’An Introduction to Information Retrieval’ by
Christopher Manning et al. The context of a word plays an important role in
information retrieval. Since TF-IDF model is frequency based, it is difficult to
capture the context of the word because synonyms are considered different words and
thereby we cannot retrieve documents containing synonyms of the word (synonymy).
Also, one word with different meanings will be mapped to the same space by the
TF-IDF model (polysemy) [PRTV00].

Latent Semantic Indexing (LSI) helps in finding out the hidden semantic meaning
of the text by reducing the dimensions. It has a strong mathematical and statistical
background. Singular Value Decomposition (SVD) is applied to the term-document
matrix to get a lower-dimensional space. The following paragraph explains the
mathematical background for the LSI.

Consider A to be the term-document matrix of dimensions m x n with n being the
number of documents in the corpus and m being the number of distinct words from
the corpus. Since the corpus can contain a huge number of documents and words,
the size of this term-document matrix can be huge. To reduce the dimensionality of
this matrix, SVD is applied to this matrix.

SVD: A =UxV” (2.9)

Where:
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A = Term-document matrix

U = Matrix of eigenvectors of term-term matrix (AAT)

V = Matrix of eigenvectors of document-document matrix (A? A)
Y = Singular values of A

After SVD is applied, the top k£ diagonal values of the ¥ matrix are kept as they
are and the lower values are made zero. The number of top rows is decided based
on the number of needed dimensions for the given problem. The updated ¥ matrix
is then used to calculate A at a k-dimension level.

SVD:A=Us V" (2.10)

This new matrix is the modified term-document matrix that contains new weights
of term in a particular document.

The following example explains the LSI concept. Table 2.10 is the term-document
matrix with 6 documents and 5 distinct words. Although the words story and tale
are synonyms of each other, this semantic information is not captured in the table.
We now perform singular value decomposition on the Table 2.10.

A [dl d2 d3 4 d5  d6

story 1.00 0.00 1.00 0.00 0.00 0.00
tale 0.00 1.00 0.00 0.00 0.00 0.00
book 1.00 1.00 0.00 0.00 0.00 0.00
science 1.00 0.00 0.00 1.00 1.00 0.00
technology | 0.00 0.00 0.00 1.00 0.00 1.00

Table 2.10: Term-document matrix

U is the matrix of eigenvectors of the term-term matrix which is shown in Table 2.11.

U |1 2 3 4 5
story [-044 -0.30 057 0.58 0.25
tale -0.13 -0.33 -0.59 0.00 0.73

book -0.48 -0.51 -0.37 0.00 -0.61
science -0.70  0.35 0.15 -0.58 0.16
technology | -0.26  0.65 -0.41 0.58 -0.09

Table 2.11: U matrix

VT is the matrix of eigenvectors of the document-document matrix and is represented
in Table 2.12.
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vil d1 d2 d3 d4 d5  d6

1 1-0.75 -0.28 -0.20 -0.45 -0.33 -0.12
2 1-029 -0.53 -0.19 0.63 022 041
3 1028 -075 045 -0.20 0.12 -0.33
4 1000 0.00 058 0.00 -0.58 0.58
5
6

-0.53 029 0.63 0.19 041 -0.22
0.00 0.00 0.00 -0.58 0.58 0.58

Table 2.12: VT matrix

Y is the matrix of the singular values of A given by Table 2.13.

2\1 2 3 4 5

2.16 0.00 0.00 0.00 0.00
0.00 1.59 0.00 0.00 0.00
0.00 0.00 1.28 0.00 0.00
0.00 0.00 0.00 1.00 0.00
0.00 0.00 0.00 0.00 0.39

U = W N+~

Table 2.13: Sigma matrix

After performing SVD by using Equation 2.9, we can now perform the dimension
reduction by considering only the top two diagonal values of the Sigma matrix
and marking all other values as zero. Due to this, the last three columns of the U
matrix and the last three rows of the VT matrix become zero. The new value of A
at dimension level 2 is given in Table 2.14.

A, [dl 42 d3 a4 &5 d6

story 0.85 0.52 0.28 0.13 0.21 -0.08
tale 0.36 0.36 0.16 -0.20 -0.02 -0.18
book 1.01 0.72 036 -0.04 0.16 -0.21
science 097 0.12 020 1.03 0.62 041
technology | 0.12 -0.39 -0.08 0.90 0.41 0.49

Table 2.14: Term-document matrix after the SVD.

The semantic relation between story and tale is captured in the reduced dimension-
ality and the similarity between semantically similar documents has increased.

2.5.3 Okapi BM25

This section is based on the works from Jones et al. [STWR00b, STWR00a], Robert-
son et al.[RZ09] and Manning et al. [MRS09].

Okapi BM25 is a retrieval model based on probabilities and follows a Probability
Ranking Principle (PRP) [Rob77] which states,
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“If a reference retrieval system’s response to each request is a ranking of the
documents in the collection in order of decreasing probability of relevance to the
user who submitted the request, where the probabilities are estimated as
accurately as possible on the basis of whatever data have been made available to
the system for this purpose, the overall effectiveness of the system to its user will
be the best that is obtainable based on those data.”

According to the PRP, we need to find out the relevance of the document given
the query. We assume that a document can either be relevant (R = 1) or non-
relevant (R = 0) for a given query. For a document d, the relevance (p(R = 1|d)) or
non-relevance(p(R = 0|d)) is given by,

p(d|R=1)p(R=1)
p(d)

p(R = 1]d) = (2.11)

p(d|R = 0)p(R = 0)
p(d)

p(R = 0[d) = (2.12)

PRP is used in conjunction with the binary independence model which says that the
document is a vector of terms with 1 if the term is present, 0 if a term is absent and
all terms are independent of each other. By using the Bayes theorem and the odds of
relevance we calculate the similarity ranking that in turn gives us a Retrieval Status
Value (RSV). The retrieval status value is assigned to each document and then
all documents are arranged in the descending order to find the top most retrieved
documents.

Di
RSV, = log 2.13
’ digq;zl rill = pi) 21
Where:

This RSV is suitable for documents with a short length and to be able to apply it
to larger documents and queries, Robertson et al. [RWJHB] introduced Best Match
25 (BM25). The Okapi BM25 considers the aforementioned TF-IDF weighting. The
formula for RSV with TF-IDF is as follows,
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N (k1 + 1)tf;
RSV/M? = "log — - - A (2.14)
dfi ki((1 =) +bgpts +tf;

1€q
Where:

k1= hyper-parameter for term-frequency scaling

b= hyper-parameter for document length scaling

Lg= length of the document

AL; = average length of the document in the collection

The new parameters k1 and b can vary for each corpus. Setting b to zero removes
the length of the document from the formula and setting it higher will give more im-
portance to the document length. Higher value of k; considers raw term frequency.
The typical values for k1 and b are 1.2-2 and 0.75 respectively. For improved per-
formance, these parameters are tuned to find a better fitting value for the corpus.

2.5.4 Word Mover’s Distance and Word Centroid Distance

In this section, we explain the distance measures, which consider word embeddings,
for calculation of the similarity or dissimilarity. This section is based on the paper
From Word Embeddings To Document Distances by Kusner et al. [KSKW]

Word Mover’s Distance:

Word mover’s distance (WMD) calculates the distance between two documents by
considering the vector representation of words present in the documents. The main
idea is based on the earth mover’s distance [RTGO00] and transportation problem
[Hit41].

For the calculating WMD, we consider the documents in a normalized bag of words
(nbow) representation i.e., ratio of term frequency of a term to term frequency of
the remaining terms. If a term t occurs ¢; times in the document, then the nbow
representation is Z?Zl g We consider word2vec embeddings with n words and d
dimensions. The distance between the words can be calculated using the euclidean
distance present in the word2vec embeddings of the words. This distance is known

as word travel cost and is represented as t(i, 7).

Let us say d and d' are nbow representations of two documents. Considering the
concept of earth mover’s distance the cost associated for transforming the d into d’
is called document distance and this is the minimum cost needed to move all words

of d to d’. This can be obtained by,

min Y T t(i, 5)

>0
ij=1

subject to ZTW =d; vV, e{l,...,n} (2.15)
j=1

> Ty=d;  Viefl,...,n}
=1
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The example of earth mover’s distance computations is shown in the ??. The words
move to semantically similar words and hence the cost of traveling to Chicago from
Illinois is less than from Japan. This is because of higher similarity between the
word vectors of Chicago and Illinois compared to Chicago and Japan.

)

The distance obtained by WMD is better than the TF-IDF or bow model since
both of them would produce a similarity of 0 because of the absence of the common
words. Although the results obtained by WMD are impressive, the complexity is of
the O(t*logt) and the problem can be unsolvable for a corpus with a large number
of distinct words(t) [PW09]. One of the lower bounds used for faster computations
is Word Centroid Distance.

Word Centroid Distance:

In word centroid distance (WCD) the documents are represented by their weighted
average word vectors. Due to this averaging the complexity becomes O(dt) where
t is the number of the unique words and d is the number of the dimensions of the
word vectors. The formula to calculate the WCD is given by,

Y Tigtling) =Y Tiglles — ajllz

i,j=1 i,j=1

=Z\|Tm-( —2)|[2 = IIZTU i —25)|]2

}jfl 1,5=1
n (2.16)
= ||Z ZT” Zﬂ,j)x;HQ
i=1 j=1 j=1 i=1
—HZM Zd’x’-\lz
j=1
=||Xd—Xd||z

Using these techniques, an information retrieval system can obtain the results. To
check the quality of the results, evaluation is performed. In the next section, we
describe evaluation techniques used for information retrieval tasks.

2.6 Evaluation Techniques

Evaluation is an essential task for any scientific research and it helps in determining
the performance of the model in a production environment. The corpus, queries,
and relevance of the document to the query are essential things that are used to
evaluate the performance of IR tasks [MRS09]. In terms of information retrieval,
it is essential to extract the needed relevant documents in the top position of the
ranked list and be precise with those results. To evaluate the performance of the
retrieval systems, the following metrics [MRS09] are used.



2.6. Evaluation Techniques 25

.- Retrieved and Relevant Docs A

Figure 2.7: Visualization of set of relevant and retrieved documents from all docu-
ments

Precision

Precision is the percentage of retrieved documents that are relevant. It can be
calculated considering the terminology from the Figure 2.7 as follows:

Retrieved and Relevant Docs
Precision = 2.17
reciston Retrieved Docs (2.17)

Recall

The recall is the percentage of relevant documents that are retrieved. The following
formula is used to calculate the recall value.

Retrieved and Relevant Docs
Recall = 2.18
cea Relevant Docs ( )

F-Measure

The desired values of precision and recall can vary according to the application
and user needs. A person doing in-depth research would like to have all relevant
documents and hence a recall value close to 1. On the other hand, a web search
can have high precision value since users may not need all relevant documents. To
find a trade-off between precision and recall, F-measure is used. It is also called the
weighted harmonic mean of precision and recall. It can be obtained by using the
following formulas,
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1 (82 +1)PR
easure al%+(1—a)}% PP+ R ( )
and at =1,
2-P-R
F—-M = — 2.20
easure = —5—— (2.20)
Where:
P = Precision
R = Recall
52 — l-a

Value of 8 is chosen based on the need. If recall is more important than precision
then the value of § greater than 1 is chosen. For applications in need of a higher
precision value, [ less than 1 is chosen.

Precision@K

Precision@K is the ratio of retrieved and relevant documents in the set of top K
retrieved documents to the value of K.

Let us say the number of relevant documents in the top 5 retrieved documents is 2.
Then precision@5 = 2/5.

R-Precision

R-precision is similar to precision at K. Here the value of K varies for each query
and is the same as the total number of relevant documents for that query.

Consider the following example. Let the number of relevant documents for a query
be 30. The number of relevant documents in the top 30 retrieved documents is 15.
Then the value of r-precision is 15/30.

Macro Average

Macro average is the average of the evaluation matrix (precision, recall, etc.) over
all the queries. While performing macro averaging, all queries are treated equally.
The following formulas calculate macro average precision and recall. We calculate
the values of the evaluation matrix for all the queries individually and then take the
average of all these values.

1 n
Macro Average Precision = — Zprecz’sion(qi) (2.21)
n
i=1
1 n
M A Recall = — l(q; 2.22
acro Average Reca - izlreca (g:) (2.22)

Where:
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n = total number of queries
precision(q;) = Precision of the i*" query
recall(q;) = Recall of the i*" query

Micro Average

Micro average gives the overall performance of the system. Here we sum up all the
retrieved and relevant documents and then calculate precision or recall based on all
queries together. Hence, the micro average is given by,

Yo i (Rel(q;) N Ret(q;))
Z?:l Ret(‘]i)

Yo i (Rel(q;) N Ret(q;))
2?21 Rel(%‘)

Micro Average Precision = (2.23)

Micro Average Recall = (2.24)

Where:

n = total number of queries
Rel(q;) = No of relevant documents for the i** query
Ret(q;) = No of retrieved documents for the i** query

Macro-average is desirable to use when all queries have equal weight whereas micro
average is preferred when there is an imbalance between the relevant and retrieved
documents for each query. In the information retrieval scenario, the number of
relevant and retrieved documents is different for different queries and hence micro
average is preferred over macro average.
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In this chapter, we present the conceptual idea and research questions. We have
structured this chapter as follows:

e Dataset Collection: We describe the datasets which are used for experiments
(Section 3.1).

e Data Preprocessing: We explain how data needs to be preprocessed. (Sec-
tion 3.2)

e Research Questions: The detailed description and process diagram for each
research question are given in this section. The evaluation process for each of
the research questions is also explained in this section Section 3.3.

3.1 Datasets Collection
3.1.1 EUR-Lex Dataset

We use the legal and public domain document collection of the European Union
named as EUR-Lex!'. EUR-Lex is a collection of documents that includes European
legal acts, legislation, treaties, preparatory documents, international agreements.
Each document can be uniquely identified by CELEX ID. Below is an example for
one such CELEX ID.

~ = ~ =
CELEXID = _3 2000 _L 0060
S~~~ Year “~~~~ Doc No.

Sector Doc Type

A CELEX ID is made of 4 components. The first number of the CELEX ID defines
a sector it belongs to. For example, if the first number in CELEX ID is 1 then it is
a treaty. If 2 then it is an international agreement and so on. The next 4 numbers

Thttps://eur-lex.europa.eu/homepage.html


https://eur-lex.europa.eu/homepage.html

30 3. Conceptual Design

represent the year in which the document is published. Then the next letters are
a document type within the given sector. L in the given example stands for the
directive. The last numbers are the unique number of the document for each year.

We use the CELEX IDs present in the TU Darmstadt EUR-Lex Dataset® and collect
the .html files for German and English languages from the EUR-Lex website. The
.html files are scraped to get the Eurovoc descriptors and the associated text. This
data is stored in 2 separate .csv files, one with CELEX ID and text and the other
with CELEX ID and Descriptors. The relevant documents per descriptors (Ground
truth) are collected from the second file containing CELEX ID and the descriptors.

The process of collecting the dataset is shown in Figure 3.1.

T EXtraCt
Get (hEtﬁl the text Store in
(EN and .csv file
and DE)

\ J DE)

o . )
Extract
the S .
descriptors |—| Store 1n
(EN and .csv file
DE)

Figure 3.1: Data collection process

The extraction of the EUR-Lex descriptors is a vital task as they are used as queries
that are to be searched against the document collection. These descriptors are
the various topic categories of European Law such as nationalism, state aid, EU
agreement. There are 4127 such descriptors with an average length of 2 words.
Even though the average number of relevant documents per descriptor is 26, the
distribution is uneven. Figure 3.2 shows the distribution of the number of descriptors
and the number of relevant documents per descriptors. There are 7 bins in which
all the descriptors are classified based on the number of relevant documents these
descriptors belong to.

2http:/ /www.ke.tu-darmstadt.de/resources/eurlex
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Figure 3.2: Number of relevant documents per descriptors in a given range compared
to number of descriptors

Below is the list of the bins created.

e greater than 800 relevant documents = 6

e relevant documents between 800 to 501 = 12
e relevant documents between 500 to 201 = 78
e relevant documents between 200 to 101 = 147
e relevant documents between 100 to 51 = 236
e relevant documents between 50 to 11 = 1116

e less than 11 relevant documents = 2532

Only 6 descriptors have more than 800 relevant documents (i.e. they are more
general topics) whereas more than half of the descriptors (2532) have less than
10 relevant documents. Around 88% of the descriptors have less than 50 relevant
documents whereas only 0.4% descriptors have more than 500 relevant documents.
For queries with less relevant documents, it can be difficult to get these relevant
documents in the set of retrieved documents and to be precise.
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3.1.2 Wikipedia dataset

To test the model on general-purpose data, we use Wikipedia data by Schamoni et
al. [SHSR]. The dataset contains 113553 documents with a size of no more than
200 words per document which are taken from Wikipedia articles in English. The
queries are in the form of a single sentence with an average length of 13 words.
To understand the relevance, a .qrels file is included which is of following columns
separated by [TAB],

e DE-wiki-id (German query ID)
e EN-wiki-id (English Relevant Document ID)

e relevance-level

There are on average 13 relevant documents per query. The data is in the format of
a document ID and text.

3.2 Data Preprocessing

Once we have the datasets ready, the next step is to carry out preprocessing. Many
methods get applied to the data before it is ready for indexing and retrieval. These
techniques are very specific in terms of usage and application. For example, senti-
ment analysis task can have a text with emoticons and spelling errors that need to
be normalized. A part-of-speech tagger may be necessary for a topic modeling task
as details about the tags can help in identifying the topics better [MJ]. In infor-
mation retrieval, storage of the indexed documents can be problematic and hence
using preprocessing techniques that reduce the word count of the overall corpus can
be useful [Mor].

We use punctuation removal, stop-word removal, stemming and lemmatization pre-
processing techniques. These techniques are applied to both, the EUR-Lex dataset
and the Wikipedia dataset. The legal data has a lot of contextual information
present. To capture this information and to further reduce the dimensions, word
embeddings are trained on the data using Word2Vec and FastText techniques ex-
plained in Section 2.4.2

3.3 Research Questions

Once we have all the necessary data preprocessed, we move further on with the
contribution of the thesis. In this section, we present the conceptual design and the
structure for each of the research questions we have worked with.

3.3.1 Research Question 1

The first research question is

Can a query translation-based approach with phrasal dictionary for
cross-lingual information retrieval for legal text achieve a better
performance than a standard word-to-word dictionary?
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As mentioned in Chapter 1, there has been a lot of research to achieve better perfor-
mance with CLIR. Due to translational ambiguities, retrieval results get affected. In
cases where common phrases are used for retrieval frequently, a phrasal dictionary-
based translation can prove to be more useful than the word-to-word dictionaries as
it tries to minimize the ambiguities [BCI7].

In this thesis, we use the phrasal dictionary translation-based approach for query
translation. The query is translated using a manually created phrasal dictionary
which is built using the descriptors from the EUR-Lex dataset (steps to create the
dictionary are mentioned in Section 4.1.1.1). These queries are then passed to the
retrieval model along with the corpus to get the relevant documents. The workflow
for the first research question is shown in the Figure 3.3.

CLIR Process

@ (Phrasal Dictio-
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Translate
1ctionary
Retrieval
Algorithm osuts

l

Preprocessed ||
D

ocument
Collection

Document I

Collection ||

Preprocess

Compare Results
Documents

Retrieval
Algorithm esults
Word-
to-word Translate

Dictionary

CLIR Process

Query (Word-to-word

Dictionary)

Figure 3.3: Process diagram for research question 1
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Initially, the documents are preprocessed using the techniques mentioned in Sec-
tion 2.3. Once we have the preprocessed document collection ready, the data is in-
dexed using the retrieval algorithm. In the CLIR process as seen in the Figure 3.3,
the query is translated using the phrasal dictionary. The indexed documents and
the query are then used to retrieve documents by using the retrieval algorithm.
In another pipeline, the standard word-to-word dictionary is used to translate the
query.

A list of algorithms used for the retrieval is given below,

e Bag of Words
e TF-IDF
e BM25

e Word Centroid Distance

Evaluation

To evaluate the performance of the experiments of this research question, the re-
trieval results of CLIR with a phrasal dictionary and the retrieval results of CLIR
with a word-to-word dictionary are gathered for all the queries (4112 queries). The
macro and micro average precision, recall, R-precision, and precision@20 are used as
evaluation metrics. The bins of queries based on the number of relevant documents
per query as explained in the Section 3.1, are used to evaluate the performance of
these two dictionaries.

3.3.2 Research Question 2

Below is the second research question,

There exist many text preprocessing techniques such as stop-word
removal, stemming, lemmatization. Each has an identified purpose and
can affect the text differently. What is the effect of these various
preprocessing techniques on the CLIR process?

Information retrieval tasks not only seek to present the most relevant documents
but also focus on the faster retrieval of these documents. Accuracy, as well as time-
efficiency, is important for the retrieval tasks. While many users want faster results,
some users accept slow results given the high quality of the results [TCTW™10].
Preprocessing techniques help in improving the quality of the results for text re-
trieval [VT]. Each preprocessing technique serves a purpose and has a defined task
associated with it. While some techniques improve performance, they can be time-
consuming. The focus of this research question is to compare how selected prepro-
cessing techniques affect the retrieval results and the processing time.

The preprocessing techniques that we have used are as follows,

e Stop-word removal
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e Punctuation and Number Removal
e Stemming

e [.emmatization

We randomly select a few combinations of these techniques. Following are the com-
binations evaluated in this thesis.

e Tokenization + Stop-word Removal

e Tokenization + Punctuation and Number Removal

Tokenization 4+ Stop-word Removal + Stemming

Tokenization + Lemmatization

Tokenization + Punctuation and Number Removal + Stop-word Removal +

Lemmatization
[ Tokenization | [ Query J
+ Stop-word
Removal |
[ Tokenization | { Dl.:’h.rasal J»[ Translate J
ictionary
+ Punctu-
ation and
Number
Removal |
[ Tokenization | —]|
Document + Stop-word Preprocessed ( Retrieval
Collection Removal + Docum'ent L Algorithm
Stemmin Collection |||
& . —
[ Tokenization | [ Results }
+ Lemma-
tization

( . .
Tokenization

+ Punctu-
ation and
Number

Removal +
Stop-word
Removal
+ Lemma-
tization

Figure 3.4: Process diagram for research question 2
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As seen in the Figure 3.4, the document collection is passed to the preprocessing
module from which one combination is picked at a time. The documents are pre-
processed using that combination. The translated query and these preprocessed
documents are then given to the retrieval algorithm and final results are obtained.
The process is followed until the list of combinations from the preprocessed block is
exhausted.

Evaluation

The results of different preprocessing combinations are gathered and then evaluated
based on the time taken by each combination, precision, recall, R-precision, and pre-
cision@20. Also, the results of individual bins are evaluated for the aforementioned
metrics as well.

3.3.3 Research Question 3

Below is the third research question,

Word embeddings gained popularity over the past few years. There are
some word embeddings trained on the general-purpose dataset such as
Wikipedia data. Are these pre-trained general-purpose word
embeddings as effective as domain-specific (legal corpus) word
embeddings trained on domain-specific data and vice-versa?

Word embeddings are a way of representing text in the form of a vector where the
contextual meaning of the words are retained in these vectors. This contextual
and similarity information can be used for the retrieval of documents. The word
embeddings, as they are based on neural networks, need a significant amount of
data for training. There exist a pre-trained word embeddings called MUSE? created
by the Facebook AI research lab. These are trained on the general-purpose data
from Wikipedia and are present in various languages. They are generated using the
FastText model explained in Section 2.4.2.

As mentioned earlier, the legal corpus can contain legal jargon which is not com-
monly used and may only be present in legal documents. The goal of this research
question is to analyze the performance of these pre-trained general-purpose embed-
dings on the legal corpus. The legal corpus from EUR-lex is used to train legal word
embeddings which are domain-specific word embeddings in this case. The legal word
embeddings are as well trained using FastText model.

The similarity values can be obtained using the following algorithms,

e Word mover’s distance (WMD)

e Word centroid distance (WCD)

3https://github.com /facebookresearch/MUSE
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Since the word mover’s distance calculates the distance of each query word with each
of the document terms and since we have large documents (Approximately 2500
words/documents), it is computationally very expensive to calculate word mover’s
distance. Hence, in our thesis we use only the word centroid distance (WCD).

The process for the third research question is shown in Figure 3.5.
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Figure 3.5: Process diagram for research question 3

The documents are first preprocessed and indexed. The query is translated and
passed to the retrieval model containing the WCD with legal word embeddings and
the WCD with general-purpose word embeddings. The results are obtained from
both the pipelines. The whole process is carried out for the FUR-Lex and Wikipedia
datasets.

Evaluation

The retrieval results obtained from pre-trained and legal word embeddings are used
to calculate the precision, recall, R-precision, f-measure, and precision@20. The
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values of these evaluation techniques are generated for both pre-trained and legal
word embeddings and then compared to analyze the performance of these word
embeddings.

3.3.4 Research Question 4

Our fourth research question is,

The task of the information retrieval system is to extract relevant
documents for a given query. Each retrieval method works on different
principles and hence can retrieve a different set of documents. Can an
ensemble approach which consists of various retrieval methods achieve

better results for legal text than individual methods?

Information retrieval is an application-dependent task. For some applications, it is
necessary to have all or the most relevant documents present in the list of retrieved
documents. In case of the legal domain, it may happen that the user is seeking for
all the laws related to the particular query. In such cases, retrieval of all or the
most relevant documents becomes a non-trivial task. Each retrieval method has a
different effect on the set of documents and queries and hence the set of retrieved
documents varies.

The goal of this research question is to present the most relevant documents in the
top list of retrieved documents. This can be achieved by merging the results of all
the retrieval methods. The methods used are as follows,

e Bag of Words (BoW)
e Term Frequency Inverse Document Frequency (TF-IDF)
e BM25

e Word Centroid Distance (WCD)

For merging the results, the normalized results (similarity score between 0-1) from
all the methods are collected. Each method is assigned weights based on weighting
schemes. These weights are then multiplied with the normalized score to get the new
scores. The new scores of all methods are combined and are arranged in descending
order. Top n results are taken into consideration. The merging is done based on the
following three weighting mechanisms,

e Random Weights: In this approach, the weights are randomly assigned to
the methods. The weights used are 0.1, 0.2, 0.3, 0.5. For each query, these
weights are randomly assigned to each method and then scores are calculated.

e Equal Weights: In this approach, all methods are given equal weights. We
multiply scores of each method with the weight of 0.25.
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e Weights according to the number of retrieved relevant documents:
The relevant documents from each method are collected. The weights are as-
signed according to the number of relevant documents retrieved by the method.
The highest weight of 0.5 is assigned to the method with the most relevant
documents, 0.3 to the next method, 0.2 to the second last method and 0.1 to
the method with the least relevant results.

Figure 3.6 shows the process diagram for the fourth research question. The set
of preprocessed documents and the translated queries are passed to each of the
algorithms. The results are collected and the weighting mechanism is applied to
these results. The final merged resultset is collected for the evaluation.
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| Results

Document |
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TF-IDF
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Collection
BoW
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Figure 3.6: Process diagram for research question 4.

Evaluation:

For the evaluation of this research question, we again consider the basic evaluation
criterion. We evaluate the performance of the three weighting mechanisms con-
cerning R-precision and precision@20. The individual performance of the retrieval
methods is also compared to these weighting mechanisms to find out the best model.
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4. Implementation

In this chapter, we give implementation details concerning each research question.
We describe the data collection and cleaning process, dictionary creation for cross-
lingual mapping, and the retrieval models. It also includes additional information
on specific tools and libraries used in this thesis.

4.1 Data Collection and Cleaning

Data collection and cleaning is the very first step of the implementation. In this
section, an in-depth description of data collection and cleaning for EUR-Lex and
Wikipedia datasets is given.

4.1.1 EUR-Lex Dataset

As described in Section 3.1, EUR-Lex is a collection of legal documents of the
European Union. The data collection process starts with collecting the documents
in the original .html format and then extracting the needed information from them.
The data is scraped in two steps. In the first step, we scrape the documents in the
.html format for each CELEX-ID from the EUR-Lex Website! and store them on a
local computer. The .html files for each CELEX-ID consist of various information
including the actual text, descriptors, relationships to other documents and some
miscellaneous information.

The second step is to get the relevant information from these files. These files are
then further scraped by inspecting them and then getting the tags that contain
relevant information. From each document, only the text and the descriptors are
collected and stored in separate .csv files along with their respective CELEX-IDs.
In the first .csv (Text List) file, the CELEX IDs and associated text are stored.
While storing the text, the linebreaks are replaced with white space to avoid a
concatenation of the words. The file has 19856 rows with one row per CELEX
ID. In the other .csv file (Descriptor List), the descriptors from each document are

Thttps://eur-lex.europa.eu/homepage.html
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stored along with the CELEX ID. This process is followed for both German and
English documents.

For scraping the documents in .Atml format, the python library urllib? is used. wuri-
lib.requests urlopen is used to read the contents from the webpage and these contents
are stored in .html format. To extract needed information from the contents, another
python library BeautifulSoup® is used.

The .html file is passed to a BeautifulSoup() method. This method retains the format
and the structure as is. We then use find() method on div tag with id="MainContent"
and then find_all() on all p tags within this div to get the text of the document which
is stored in a .csv file. To extract the descriptors,the tag div with id="PP_Class"
is searched and then all text from the a tag inside the first ul tag are extracted and
also stored in the second .csv file.

Some of the documents did not have any text present in them. There were a total
of 19879 CELEX IDs out of which 19855 were finally collected and considered for
further processing. The remaining 24 documents were removed from the corpus.

4.1.1.1 Dictionary Creation

We are using a phrasal dictionary for the cross-lingual mapping and this dictionary
is created manually. The .csv files containing the descriptors from both languages
are mapped using the CELEX IDs to find out the most probable translation of the
phrase. The dictionary is created with an English query and the corresponding
German query with the help of the above-mentioned descriptor list. Using an ex-
isting external translation API is ruled out as many of the queries/descriptors are
specific to the domain and the translations are not always accurate. For example,
"BU-Institution’ is translated by an API* as 'EU-Institution’, but the German query
is 'Gemeinschaftsorgan’ which is ‘community institution’ and here community is re-
ferred to as European Union. Also, the external translation API we considered has
rate limits preventing us from translating more than 500 queries at a time. Hence
we have created a phrasal dictionary manually where phrases are the queries/de-
scriptors. This dictionary is the cross-lingual dictionary which is used to translate
the queries from English to German and vice versa.

Figure 4.1 and Figure 4.2 show the German and English descriptors respectively.
These are the EuroVOC descriptor fields from the .html files. As seen in the figures,
the English and German descriptors are aligned and hence are used in the creation
of a dictionary.

Zhttps://docs.python.org/3 /library /urllib.html
3https:/ /www.crummy.com /software /BeautifulSoup/bs4 /doc/
4https://translate.google.de/?hl=en&tab=wT
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EUROVOC descriptor: EUROVOC descriptor:
- pharmazeutische Industrie - pharmaceutical industry
- Patentlizenz - patents licence
- weniger entwickeltes Land - least-developed country
- pharmazeutisches Erzeugnis - pharmaceutical product
- Uberwachung der Ausfuhren - export monitoring
- Hilfe im Gesundheitswesen - health aid
Figure 4.1: German Descriptors Figure 4.2: English Descriptors

To test the performance of this manually created dictionary, we use standard word-
to-word dictionaries for English-German (101931 translation pairs) and German-
English (101992 translation pairs). These dictionaries are created by the Facebook
Research Group® [CLR'].

4.1.2 Wikipedia Dataset

The Wikipedia dataset [SHSR14] is a general-purpose cross-lingual dataset that
includes documents, queries, and . qrel files with a mapping of the relevant documents
for each query. The dataset has training, test and dev data. The dataset is huge,
hence we are just working with the dev part of the data. As this is the general-
purpose dataset, the external translation API works well, hence we have not used
any dictionaries for this dataset. This dataset will be used with the word embeddings
retrieval model for evaluating the third research question.

4.2 Data Preprocessing

Data preprocessing helps by improving the data quality and in turn improves the
performance of the model. These steps are necessary to reduce the dimensionality
of the feature value space. As explained in Section 2.3, removal of punctuation and
stop-words, uniform case of words and normalizing text are some of the techniques
which are used for preprocessing. It is essential to observe the sequence in which
the preprocessing is carried out.

Following are the steps that we have used for the preprocessing and they are per-
formed in the given order.

1. Removal of Numbers: The raw data sometimes have no space between
numbers and words and hence the words are concatenated with a number.
To resolve this problem, numbers are removed from the text as none of our
queries contain any numeric value. Regular expressions are used to substitute
the numbers with white space. The library used is 7e® from python.

2. Removal of Punctuation: Punctuation marks are removed to have a clean
text. The numpy.char.replace function from numpy” library is used for replac-
ing the punctuation marks.

Shttps://github.com /facebookresearch/MUSE
Shttps://docs.python.org/3/library /re.html
"https://numpy.org
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3. Removal of Non-unicode characters: The text contains symbols that are
non-unicode characters. These characters are removed as many of the text
algorithms work on wtf encoding. The python library unidecode® is used to
remove these non-unicode characters.

4. Uniform Casing: The text is converted to lower case. For German text, the
case can be important as the nouns always start with a capital letter. Since
we are not treating the nouns differently, the German text is also converted to
the lowercase to have a uniform case. From the numpy library np.char.lower
function is used to get the lower casing.

5. Stop-word Removal: The words which do not add to the contextual meaning
are removed to reduce the overhead of the words. We have used stop-words
from the nitk? library. The stop-words for both German and English languages
are obtained from the nitk.corpus.stopwords module.

6. Lemmatization: One of the techniques to have normalized text is to lemma-
tize a text. In this, the words are checked for suffixes or inflectional endings
and they are removed to get the syntactically correct lemma. nltk.stem. Word-
NetLemmatizer is used to get the lemmatized text for the English and German
language. The WordNetLemmatizer uses morphy'® function from wordnet for
returning the lemma.

7. Stemming: Another text normalization technique is stemming in which the
words are brought back to their stems by applying some rules. For example,
for word ending with sses, the sses will be replaced by ss. The difference
between stemming and lemmatization is that the words obtained by stem-
ming may not necessarily be standard dictionary words whereas the words
after performing lemmatization are always standard dictionary words. We use
the widely known and readily available nitk.stem.porter for English text and
nltk.stem.SnowballStemmer for German text.

4.3 Word Embeddings Creation

Word embeddings are generated to reduce the dimensionality and to get the con-
textual similarity between words. As word embeddings are trained using a neural
network, a huge amount of training data gives more accurate embeddings. We make
use of the whole corpus which is around 19855 text documents with an average of
2000 words per document. There are currently many ways in which the text data
can be trained to fit into a word embedding format as explained in Section 2.4.2.
We used cbow from Word2Vec and FastText. To train the word embeddings, we use
the python library gensim!''. Gensim is an open-source python library used to deal
with large text corpora. To train the word2vec model, gensim.models. Word2Vec is
used and for FastText, gensim.models. FastText is used. Details of the parameters
are given below.

8https://pypi.org/project/Unidecode/
Yhttps://www.nltk.org
Ohttps:/ /wordnet.princeton.edu/documentation /morphy7wn
Hhttps:/ /radimrehurek.com /gensim/
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e Size = 300 (dimensionality of the word vectors)

e Windows = 10 (distance between the current and predicted word within a
sentence)

e min_count = 3 (No. of times the word should appear to be considered for
training)

e workers = 10 (No. of threads for faster computations)

The vocabulary is built on the preprocessed text and then the word embeddings are
trained using the given parameters. The models are saved in binary and text formats.
The above-mentioned process is carried out for both the English and German corpus.

4.4 Prototype Design

This section brings everything together in terms of building a whole pipeline from
the text collection until the retrieval of the documents. This section contains details
of the implementation of each retrieval model and for each research question.

4.4.1 Retrieval Models

Next, we present the details of the retrieval models we have implemented. For each
model, we explain the implementation of index creation and retrieval.

4.4.1.1 BoW Model

BoW model is one of the fundamental models used for similarity calculations and
considers the frequency of the words for similarity scoring and retrieval. Firstly, as
explained in Section 2.1, the dictionary is built using the corpora. Dictionary method
from the Gensim library. Each word is then given a unique number by using the
token2id.items() method. The corpus is created using the doc2bow() method on the
dictionary. Using this function, words which are now in the form of numbers and
the frequency of the occurrences of these words are noted for each document. The
data structure of the built corpus is a list of tuples where for each document a list
is created and in that list, the words and the frequency information are stored using
a tuple. This step as the name of the method suggests converts the documents into
BoW format.

The next step is to create an index using the corpus. From the similarities module
of gensim, SparseMatrizSimilarity method is used to create the index. This method
computes the cosine similarity between the documents and is useful for methods
such as BoW since this model has a sparse term-document matrix. Internally the
sparse matrix is converted to the compressed sparse row (csr)'? format which helps
in better row slicing and multiplications. The parameter list is given below:

e corpus: Documents of BoW format

2https://docs.scipy.org/doc/scipy /reference /generated /scipy.sparse.csr_matrix.html
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e num_features: Length of the dictionary

e num_best: If set, returns results with only positive score.

Once we have the index ready, we start with the retrieval process. We first get
the query into the BoW format using the dictionary and doc2bow method. We
then apply the index on the query to get the similarities between all the indexed
documents and the query. The output is in the form of numpy.ndarray.

4.4.1.2 TF-IDF Model

In the TF-IDF model, the frequency of a word in the whole corpus and the frequency
of that word in a particular document is considered for calculation of the weights.
The word which occurs rarely in the whole corpus but frequently in a document gets
a higher weight than the words which occur frequently in the corpus. We start the
implementation of this model by again creating the dictionary of words and their
frequency using the corpora.Dictionary method from Gensim. Then we convert the
tokens to a unique number by using the token2id.items() method and build the
corpus using the doc2bow method explained in Section 4.4.1.

Once we have the corpus in the bag of words format, we create the TF-IDF weights.
Here term frequency is a local attribute of the document and inverse document
frequency is the global attribute. The term-document co-occurrence matrix is con-
verted into the tf*idf weighted matrix using the models. TfidfModel function. The
parameters used in TfidfModel are as follows:

e corpus: documents in BoW format

e smartirs: ntc’ (SMART information retrieval system)

This model is applied to the corpus to get the TF-IDF weighted corpus.

The next step is to create the index for the TF-IDF weighted corpus. It is done in
the same way as mentioned in Section 4.4.1. The parameters are,

e corpus: Documents in TF-IDF weighted format
e num_features: Length of the dictionary

e num_best: If set, gives results with only positive score.

After the creation of the index, the model is ready for retrieval. The query is
converted into BoW format and then the created TF-IDF index is applied to the
query to get the similarity score for each document.
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4.4.1.3 BMZ25 using Elastic Search

Elastic Search is a search engine that is used to store and retrieve documents. It is
based on Apache Lucene and uses JSON format. We make use of the python library
available for the Elastic Search to implement the BM25 Model.

The prerequisite to run the elasticSearch library is to install Elastic search'® on the
machine and then running bin/elasticsearch to have a node running on the server.
We can check if the node is running by pinging http://localhost:9200/. Once we
have a node running, we start with storing and indexing the data into that node.

After the node is started, the next step is to call the elasticsearch library from python
and we do it by calling the FElasticsearch function on http://localhost:9200/. Then
we create a JSON object to store the model information. The main model which
we use is BM25 and the parameters which are passed for setting the index for this
model are as follows,

e number_of shards: 1
e number_of_replicas: 0
e blocks:
— read_only_allow_delete: false
e similarity:
— type: BM25
— kl1: 1.5
— b: 0.75

— discount_overlaps: true

The model type is set to BM25 for the similarity and parameters k1 and b with the
values of 1.5 and 0.75 respectively. We do not consider duplicate tokens and hence
the discount_overlaps field is set to true. We define the mapping of the data to be
stored as follows:

e mappings:
-properties:
-CELEX: type: text
-article_text: type: text

This is the metadata of the data to be stored. Article text is the actual text from
each document and the CELEX field is for the CELEX ID. Since both of them
contain alphanumeric data, the type field is set to text. We then convert the data

Bhttps:/ /www.elastic.co/
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(CELEX and article_text) into JSON file and then store it in the node by using
json.dump method from json python library.

For retrieval,the global document frequency from all the shards is calculated. We
then search the database using a function dfs_query_then_fetch. The query is sent
to each shard and the score for the matching documents is obtained. The results
from all shards are merged and sorted and then the final result set is received in the
python dictionary format.

Figure 4.3 shows the format in which the results are obtained. hits/total/value in
the third line shows the total number of documents retrieved. Other details such
as calculated similarity score, document information, the parameter values used for
the calculation of the score are also retrieved and can be seen in the Figure 4.3. The
scores and the CELEX IDs are extracted for each of the documents and added to
the list for further evaluation.

‘timed out': False,
' shards': {'total': 1, 'successful': 1, 'skipped': 0, 'failed': 0},

'hits': {'total': {'value': 503, 'relation': 'eq'},
'max_score': 11.398415,
‘hits': [{'_shard': '[bm25]([0]"',

' node': 'g24zhhiSTREDLMrxOQOGFhfQ',

' index': 'bm25°',

'_type': 'members’,

'_id': 'e080',
'_score': 11.398415,

' source': {'CELEX': '31988R0222",
‘article text': ['avis','Jjuridique', 'important','commission', 'regulation’',...]},
'7explanation': {'walue': 11.35%8415,
'description': 'sum of:",
'details': [{'wvalus': 11.398415,
'description': 'weight (article text:of in 3285) [PerFieldSimilarity], result of:',
'details': [{'wvalue': 11.388415,
'description': 'score(freg=13.0), product of:',
'details': [{'value': 2.2, 'description': 'boost', 'details': []1},
{'"value': 7.7561955,
'description': 'idf, computed as log(l + (N - n + 0.5) / (n + 0.5)) from:',
'details': [{'value': B8,
'description': 'n, number of documents containing term',
'details': [1},
{'value': 19855,
'description': 'N, total number of documents with field',

'details': [1}1},
{'value': 0.66795947,
'description': 'tf, computed as freg / (freg + k1 * (1 - b + b * dl / avgdl)) from:',

'details': [{'value': 13.0,
'description': 'freq, cccurrences of term within document',
'details': [1},
{'value': 1.2,
'description': 'kl, term saturation parameter',
'details': [1},
{'value': 0.75,
'description': 'b, length normalization parameter',

'details': [1},
{'wvalue': 102c4.0,

'description': 'dl, length of field (approximate)',
'details': [1},

{'wvalus': 1489.3102,
'description': 'awvgdl, average length of field',

'details': [1}1}131}13),
Figure 4.3: Results obtained from ElasticSearch API for the BM25 Model

4.4.1.4 Word Centroid Distance

The above three models are all based on the frequency of the words in the document
and do not consider the context while calculating the similarity. The word centroid
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distance method calculates the distance between the query and document by using
word embeddings. It is based on the faster variant of the word mover’s distance as
explained in Section 2.5.4.

In our case, we use the English and German MUSE word embeddings trained on
the Wikipedia data and word embeddings trained on the EUR-Lex data. For the
implementation of the word centroid distance, the library vec4ir'# is used.

The first step is to initialize a matching function Matching() which is used to match
the query and document. Both query and document are transformed using the
CountVectorizer'®. Inside a WordCentroidDistance function, word embeddings are
passed in word2vec format (.wv). The Retrival() object is invoked with the instances
of WordCentroidDistance and the Matching(). This Retrival() object is then used
to fit all the documents. The translated query is then passed to this retrieval object
by using query() function to get the results. The code segment for this model is
shown below.

match_op = Matching()

wcd = WordCentroidDistance(model.wv, use_idf=True)
retrieval = Retrieval(wcd, matching=match_op)
retrieval.fit(corpus)

result = retrieval.query(query, return_scores=True)

The results are obtained in the form of a tuple of two values: score, and document
ID. The results are filtered according to the confidence level to get the top results.

4.4.2 Implementation of Research Questions

In this section, we present the details required for the implementation of each re-
search question.

4.4.2.1 Research Question 1

As explained in Section 3.3.1, in the first research question we compare the per-
formance of the phrasal dictionary-based CLIR with word-to-word dictionary based
CLIR. The task is divided into two pipelines. In the first pipeline, the CLIR using
a phrasal dictionary is carried out and in the second pipeline, CLIR using a word-

Yhttps://github.com/lgalke/vec4ir
https:/ /scikit-learn.org/stable/modules/generated /sklearn.feature_extraction.text.
Count Vectorizer.html
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to-word dictionary is performed. The output of both pipelines is compared at the
end to analyze the results.

Algorithm 1: Algorithm for the first research question
Data: Queries, Documents, phrasal dictionary, word-to-word dictionary, relevance
data
Result: #relevant and retrieved documents, #retrieved documents
pre-process documents;
build corpus and the corpus dictionary;
index retrieval models;
for all queries do
translate the query using phrasal dictionary;
apply query on the models;
set confidence value for the similarity score;
retrieve documents above the confidence level;

return #relevant and retrieved documents, #retrieved documents;
for all queries do
tokenize the query;
for all words in query do
L translate the query using word-to-word dictionary;

apply translated query on the models;
set confidence value for the similarity score;
retrieve documents above the confidence level;

return #relevant and retrieved documents, #retrieved documents;

In CLIR with a phrasal dictionary, documents are preprocessed and gathered in the
list. Depending on the retrieval model, the documents are indexed. The query is
translated using the phrasal dictionary. This translated query is then searched for
the matches in the document collection using the retrieval algorithm. The obtained
results are tested with the ground truth to find out the number of relevant documents
in the list of retrieved documents. In CLIR with a word-to-word dictionary, the
query is tokenized and then for each word probable translation is found out using a
word-to-word dictionary. This translated query is then used to perform the retrieval.

4.4.2.2 Research Question 2

The second research question aims to understand the effect of the preprocessing
techniques on retrieval of the documents. For the implementation of this research
question, a combination of various preprocessing techniques is applied to the cor-
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pus. We use BoW and TF-IDF algorithms for retrieval. Algorithm 2 presents the
algorithmic details for the second research question.

Algorithm 2: Algorithm for the second research question

Data: Queries, Documents, phrasal dictionary, relevance
Result: #relevant and retrieved documents, #retrieved documents
for all combinations of pre-processing techniques do
pre-process documents;
build corpus and the dictionary;
index retrieval models;
for all queries do
translate the query using phrasal dictionary;
apply query on the models;
set confidence value for the similarity score;
retrieve documents above the confidence level;

return #relevant and retrieved documents, #retrieved documents;

For each combination of the preprocessing techniques, the corpus dictionary is built
and the documents are indexed. The translated query is then applied to the indexed
corpus. Documents with a similarity score more than the confidence values are
gathered and checked with the relevant documents to get the number of relevant
and retrieved documents. Finally, the number of retrieved documents, along with a
number of retrieved and relevant documents are returned for further evaluation and
are evaluated with the precision, recall, R-precision, and precision@20.

4.4.2.3 Research Question 3

In the third research question, we analyze the quality of the general-purpose and
domain-specific word embeddings. The M USE word embeddings and domain-specific
legal embeddings trained on the EUR-Lex dataset are applied to the general-purpose
Wikipedia dataset and domain-specific EUR-Lex dataset. We use word centroid dis-
tance (WCD) as a measure for the distance calculation. Since the Wikipedia dataset
has German queries and English documents, only English word embeddings are used
on the Wikipedia dataset by doing German to English CLIR with query translation.
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Algorithm 3 shows the algorithm for the third research question.

Algorithm 3: Algorithm for the third research question

Data: Queries, Documents, phrasal dictionary, relevance, embeddings
Result: #relevant and retrieved documents, #retrieved documents
pre-process documents;

build corpus;

for MUSE and FUR-Lex embeddings do

for Wikipedia and EUR-Lex dataset do

initialize the embeddings in .wv format;

translate the query using phrasal dictionary;

calculate the WCD;

set confidence value for the similarity score;

retrieve documents above the confidence level;

return #relevant and retrieved documents, #retrieved documents;

Results of both the datasets, for each set of embeddings are analyzed by using
precision, recall, R-precision, f-measure, and precision@20.

4.4.2.4 Research Question 4

The fourth research question implements an ensemble method for information re-
trieval wherein the results of retrieval methods mentioned below are merged using
various weighting schemes.

e BoW

TF-IDF

e BM?25

e WCD

This ensemble method is applied for German to English CLIR.We collect the nor-
malized similarity score value from each method. For normalization we use the
normalize() method from sklearn.preprocessing module. According to the chosen
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weighting scheme, the weights are applied for each method. These scores are merged
and sorted. The top results are selected from the list of scores.

Algorithm 4: Algorithm for the fourth research question
Data: Queries, Documents, phrasal dictionary, relevance
Result: #relevant and retrieved documents, #retrieved documents
pre-process documents;
initialize retrieval models;
for all queries do
translate the query using phrasal dictionary;
for all retrieval models do
normalize the score;
generate list of scores for tfidf, bow, bm25, wed;

[y

f equal weights then
tfidf = tfidf *0.25;
bow = bow *0.25;
bm25 = bm25 *0.25;
wed = wed *0.25;
Ise if random weights then
a = [0.1,0.2,0.3,0.4];
random multiplication of weights from array a with 4 methods ;
else
get the retrieved and relevant score for query (R);
method with highest R * 0.4;
second best method *0.3;
third best method * 0.2;
last method *0.1;

sort the results;
#relevant and retrieved documents = compare the top 20 results with
relevance file;

)

return #relevant and retrieved documents, #retrieved documents;

To evaluate these three weightings methods, we use the returned values (#relevant
and retrieved documents, #retrieved documents) and calculate the R-precision and
precision@20 values.
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5. Experimental Evaluation

Evaluation is an important aspect of any research. It allows one to observe the
performance of the model and the research done. In this chapter, we present the
evaluation arrangements and the results of the tests and experiments performed.

5.1 Evaluation Setup

We use python as the main programming language for implementation of the exper-
iments. The Python version used is 3.7. Most of the implementation was done in a
Jgupyter notebook. Few scripts were written as .py files. Table 5.1 shows the system
information used to run the jupyter notebook

Component Specifications
CpPU Intel(R) Core(TM) i5-7200U CPU @ 2.50GHz
RAM 7.92 GB
Disk 238.47 GB

Table 5.1: System information

The Table 5.2 lists the libraries used and their purpose.
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Library Name | Version Usage
beautifulsoup4 4.7.1 Python library designed for web-scraping
elasticsearch 7.0.0 Python client for ElasticSearch
gensim 3.7.3 An open source python library for text manipulation
googletrans 2.3.0 Python library to implement google translate
keras 2.2.4 An open source python library for neural networks
matplotlib 3.0.3 Python library for data visualization
nltk 3.4 A natural language toolkit for python
— 169 Python library to support multidimensional
arrays and matrices
pandas 0.24.1 Python library for data manipulation and analysis
ikt loarn 0203 Open source library for data mining and
machine learning
urllib3 1.24.2 HTTP client for python

Table 5.2: Libraries used for implementation

5.2 Evaluation of Research Questions

To evaluate the research questions, we collect the results from the experiments done.
Each model outputs the results in the form of the number of retrieved documents,
the number of relevant and retrieved documents, the number of relevant documents
in the top 20 retrieved documents for each query. These numbers along with the
number of relevant documents are used to calculate precision, recall, R-precision,
f-measure, and precision@20. The notations used are as follows:

e Precision (P)

e Recall (R)

e F-measure (FM)

e R-precision (RP)

e Precision@20 (P@20)

e Cross-lingual IR English to German with phrasal dictionary (CLIR(E-D))

e Cross-lingual IR German to English with phrasal dictionary (CLIR(D-E))

e Cross-lingual IR English to German with a word-to-word dictionary (CLIR1(E-

D))
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e Cross-lingual IR German to English with a word-to-word dictionary (CLIR1(D-

E))
e greater than 800 relevant documents per query ( Highest )
e between 800 to 501 relevant documents per query (Higher)
e between 500 to 201 relevant documents per query (High)
e between 200 to 101 relevant documents per query (Low)
e between 100 to 51 relevant documents per query (Lower)

e between 50 to 11 relevant documents per query (Lowest)

less than 11 relevant documents per query (Least)

5.2.1 Evaluation of Research Question 1

In the first research question, we compare the performance of the CLIR with a
phrasal dictionary and CLIR with a word-to-word dictionary. In the following
graphs, we present the comparisons between the micro and macro average preci-
sion, recall, R-precision and precision@20 for CLIR(E-D) with CLIRI(E-D) and
CLIR(D-E) with CLIR1(D-E).
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Figure 5.1: Micro and macro average values for CLIR with phrasal dictionary and
CLIR with word-to-word dictionary for German to English using BoW model
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Figure 5.2: Micro and macro average values for CLIR with phrasal dictionary and
CLIR with word-to-word dictionary for German to English using TF-IDF model
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Figure 5.3: Micro and macro average values for CLIR with phrasal dictionary and
CLIR with word-to-word dictionary for German to English using word centroid

distance model
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Figure 5.4: Micro and macro average values for CLIR with phrasal dictionary and
CLIR with word-to-word dictionary for German to English using BM25 model

As seen in Figure 5.1, Figure 5.2, Figure 5.3, and Figure 5.4, the phrasal dictionary
outperforms the standard word-to-word dictionary for German to English CLIR. In-
spite of using a dictionary with around 100000 words, out of 4112 queries, for 1723
queries we faced the out of vocabulary (OOV) problem. This is due to the German
compound word queries that are not present in the dictionary as a compound word.
Translation using the phrasal dictionary shows consistent performance for all the
retrieval models. With the BM25 model, we obtain the highest values for recall,
R-precision, and precision@20. In Table 5.3, we present our results to visualize
individual bin performance of phrasal dictionary translation using the BM25 model.
The queries with more relevant documents have achieved better results (bins Highest,
Higher, High) as compared to the queries with less than 50 relevant documents
(Lower, Lowest, Least).

BM25 Micro Macro
(D-E) | Prec Recall RPrec P@20 | Prec Recall RPrec P@20

Highest | 0.2 0.93 0.42 0.65 0.21 0.92 0.44 0.65
Higher | 0.19 0.84 0.41 0.62 0.19 0.84 0.42 0.62
High 0.17 0.84 0.36 0.57 0.18 0.85 0.37 0.57
Low 0.14 0.82 0.34 0.46 0.11 0.81 0.33 0.46
Lower 0.1 0.84 0.36 0.46 0.11 0.84 0.35 0.46
Lowest | 0.01 0.80 0.25 0.28 0.01 0.80 0.24 0.28
Least 0.01 0.79 0.21 0.36 0.01 0.79 0.19 0.38

Table 5.3: Micro and macro average values for German to English CLIR using
phrasal dictionary
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In the following paragraph, we mention our reasoning for poor performance regarding
precision.

Discussions for precision values: As observed earlier, the precision values are
very poor. Below we present an explanation of the same. The relevance mapping is
obtained from EUR-Lex descriptors. We assume that the document is relevant only
for the given descriptors.

For example, CELEX ID 21973A0303(01) has following five descriptors,

international trade

protection of animal life

protection of plant life

international convention

protected species

According to our assumption to have a precision of 1, document 21973A40303(01)
will only be retrieved when one of these queries (descriptors) are entered. In other
words, this document should not be retrieved for any other query. After manually
inspecting this document, it is seen that the document speaks about more descrip-
tors than the ones mentioned above. It speaks about Sea, United Nations, Trade,
Science, Technology. Also, each document contains a variety of topics and hence for
many queries a document is retrieved even when it is not relevant according to our
descriptor-based ground truth, in-turn decreasing the precision.

After analyzing the individual bin performance in Table 5.3, we observed that the
last two bins have achieved the least precision values. These are the bin with less
than 51 relevant documents per query. Around 3600 queries fall in these two bins.
There are 786 queries with only 1 relevant document. For example, query nationality
has 1 relevant document but there is more than one document that speaks about
this term. This is another reason for low precision.

We now present our results for English to German CLIR using a phrasal dictionary
(CLIR(E-D)) and word-to-word dictionary (CLIR1(E-D)).
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Figure 5.5: Micro and macro average values for CLIR with phrasal dictionary and
CLIR with word-to-word dictionary for English to German using BoW model
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Figure 5.6: Micro and macro average values for CLIR with phrasal dictionary and
CLIR with word-to-word dictionary for English to German using TF-IDF model
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Figure 5.7: Micro and macro average values for CLIR with phrasal dictionary and
CLIR with word-to-word dictionary for English to German using word centroid
distance model
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Figure 5.8: Micro and macro average values for CLIR with phrasal dictionary and
CLIR with word-to-word dictionary for English to German using BM25 model

Figure 5.5, Figure 5.6, Figure 5.7, and Figure 5.8 show the performance of the
English to German CLIR. From our results, our custom phrasal dictionary works
better than the word-to-word dictionary. Using the word-to-word dictionary, we got
127 OOV queries. BM25 outperformed all other retrieval models for the German
corpus as well. As seen in the graphs, the performance of the German to English
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CLIR is much better compared to the performance of the English to German CLIR.
Below, we note the probable reasons for this low performance.

Discussion for German corpus:

The queries are compound words that may not be present in the whole corpus. When
searched using these compound words, none of the documents are retrieved since
there is not a single common word in the query and any document. We used a few
compound word splitting libraries such as CharSplit' and compound-word-splitter?.
In CharSplit, the probable set of word splits was given and choosing the correct one
was difficult as this library does not consider the context of the query. For exam-
ple, for a word, Autobahnraststitte the following output is obtained [0.84096566854
Autobahn Raststétte, -0.54568851959 Auto Bahnraststatte, -0.719082070993 Auto-
bahnrast Stétte]. To choose the correct split from this list is difficult task. With
the compound-word-splitter, only one split is given and many times that split is not
the one needed. Word Buchhalter is splitted as Buch halt er which is wrong split.
Hence we decided not to use these splitters. To further improve the performance,
we manually split a few queries after translation (e.g. schiffsflagge was written as
schiff flagge). We observed a significant amount of improvement in performance.

5.2.2 Evaluation of Research Question 2

The second research question evaluates the effect of the various preprocessing tech-
niques on the corpus. We compare the time taken and the micro and macro av-
erage values for each combination of the preprocessing techniques mentioned in
Section 3.3.2. We consider TF-IDF and BoW models for the execution and this
research is done on German to English and English to German CLIR.

The time taken in seconds to process the English and German corpus and the corpus
lengths using the preprocessing techniques are given in Table 5.4

English German
. . Corpus . Corpus .
Preprocessing techniques length Time length Time

1. Tokenization + Punctuation

& number removal
2. Tokenization + Stop word removal | 295933 | 1922.1 | 704928 | 2040.07
3. Tokenization + StOP—WOl"d removal 9490799 | 210743 | 564830 | 9244.47
+ Stemming
4. Tokenization + Lemmatization 286583 | 2300.54 | 594725 | 2405.03
5. Tokenization + Punctuation
& Number removal+ Stop-word 249315 | 2381.22 | 564624 | 2523.5
removal + Lemmatization

430984 | 1842.31 | 769502 | 1901.35

Table 5.4: Time taken in seconds and the corpus length for each combination of
preprocessing technique.

Thttps://github.com/dtuggener/CharSplit
Zhttps://github.com/TimKam/compound-word-splitter
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For simplicity, the combinations are labeled according to the sequence numbers
presented in the table Table 5.4. The macro and micro average values obtained for
all these combinations for German to English and English to German using the BoW
model are presented in Figure 5.9 and Figure 5.10 in a graphical way.
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Figure 5.9: Micro and macro average values for CLIR from German to English with
various preprocessing techniques using BoW model.
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Figure 5.10: Micro and macro average values for CLIR from English to German
with various preprocessing techniques using BoW model.

As seen in the graphs, the performance for the first combination is the least for the
English as well as the German corpus. Since the dataset is domain specific, simple
tokenization tends to work worse than the remaining methods [CCP18]. While
comparing all other methods, combinations containing stemming and lemmatization
achieve comparatively better results. Since these two methods bring the words back
to their stem or lemma, the increase in the frequency of the words helps in improving
the score.

To observe the effect of these techniques on some other model, we ran similar tests
using the TF-IDF model. The graphs in Figure 5.11 and Figure 5.12 present the
results of various preprocessing techniques on German to English and English to
German CLIR using the TF-IDF model.
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Figure 5.11: Micro and macro average values for CLIR from German to English

with various preprocessing techniques using TF-IDF model.
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Figure 5.12: Micro and macro average values for CLIR from English to German
with various preprocessing techniques using TF-IDF model.

With TF-IDF we observe slightly different results than the BoW model. Even
though the simple tokenization results are worse than other combinations for TF-
IDF, the tokenization + stop-word removal + stemming achieves lower scores than
other remaining combinations. This is because, for TF-IDF, the words which occur
frequently in a document as well in the whole corpus are not informative. With
stemming the word count can easily increase in a document and thereby in the
corpus. The words article, articles are mapped to word article. The frequency of

the word article increased by 1 due to stemming. This increase in frequency can
reduce the TF-IDF weights.

Although the results obtained by implementing only tokenization are worse than
other methods, the time taken by that method to preprocess the data is the least.
In certain applications where the response time is a crucial aspect, this method can
still be preferred. For more accurate results, TF-IDF with tokenization, punctuation
and number removal, stop-word removal and lemmatization can be used as in our
research it worked the best on the domain-specific data. This research shows that
with each retrieval method certain preprocessing technique works better. Such as
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with BoW, stemming performs better whereas with TF-IDF lemmatization gives
better results.

5.2.3 Evaluation of Research Question 3

In this research question, we evaluate the performance of general-purpose word em-
beddings (MUSE) and legal word embeddings (EUR-Lex). We start with the evalu-
ation of the Wikipedia dataset. Since the dataset is only for German to English, we
have considered English word embeddings. We applied both the word embeddings
on the Wikipedia dataset. The obtained results are represented in Figure 5.13.
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Figure 5.13: Micro and macro average values for CLIR from German to English
with MUSE and EUR-Lex embeddings on Wikipedia dataset

Figure 5.13 shows that the micro and macro average recall and precision@20 values
are better for MUSE embeddings. Comparatively better results of precision@20
depict that the concepts were captured better by the MUSE word embeddings on
the general-purpose i.e. Wikipedia dataset.

Next, we analyzed the working of the MUSE and EUR-Lex word embeddings on a
domain-specific (legal) dataset. Here the EUR-Lex dataset is available in English-
German and vice versa. Hence, both German and English embeddings are analyzed.
Figure 5.14 and Figure 5.15 show the micro and macro average values for MUSE
and EUR-Lex embeddings on German-English and English-German languages re-
spectively.
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Figure 5.14: Micro and macro average values for CLIR from German to English
with MUSE and EUR-Lex embeddings on EUR-Lex dataset
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Figure 5.15: Micro and macro average values for CLIR from English to German
with MUSE and EUR-Lex embeddings on EUR-Lex dataset

Figure 5.14 and Figure 5.15 show that both the English and German EUR-Lex word
embeddings outperform the MUSE embeddings. Even though the recall values of
MUSE embeddings are a bit higher, precision@20 values are better for EUR-Lex
embeddings which means that the top retrieved documents are more relevant with
EUR-Lex embeddings.
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The performance of these embeddings w.r.t the bins of descriptors is shown below
in tabular format.

EUR-Lex Micro Macro
(D-E) Prec Recall RPrec P@20 | Prec Recall RPrec P@20

Highest | 0.15 0.76 0.40 0.60 0.22 0.75 0.42 0.60
Higher 0.07 0.82 0.29 0.54 | 0.12 0.82 0.30 0.54
High 0.05 0.75 0.30 0.48 0.11 0.76 0.30 0.49
Low 0.03 0.73 0.25 0.35 0.08 0.72 0.25 0.35
Lower 0.02 0.76 0.22 0.30 0.07 0.75 0.22 0.30
Lowest 0.01 0.71 0.15 0.17 | 0.03 0.70 0.14 0.16
Least 0.00 0.66 0.08 0.17 | 0.01 0.66 0.07 0.18

Table 5.5: Micro and macro average values using EUR-Lex English word embeddings
on Eur-Lex data (German -English)

MUSE Micro Macro
(D-E) | Prec Recall RPrec P@20 | Prec Recall RPrec P@20

Highest | 0.14 0.84 0.26 0.30 0.15 0.84 0.26 0.30
Higher | 0.07 0.84 0.18 0.29 0.10 0.84 0.19 0.29
High 0.05 0.80 0.23 0.33 0.10 0.82 0.24 0.34
Low 0.02 0.76 0.18 0.24 | 0.06 0.75 0.18 0.24
Lower | 0.01 0.81 0.17 0.22 0.06 0.79 0.17 0.21
Lowest | 0.00 0.76 0.12 0.14 | 0.02 0.75 0.11 0.13
Least 0.00 0.73 0.07 0.18 0.01 0.73 0.06 0.20

Table 5.6: Micro and macro average values using MUSE English word embeddings
on Eur-Lex data (German -English)

EUR-Lex Micro Macro
(D-E) Prec Recall RPrec P@20 | Prec Recall RPrec P@20

Highest 0.33 0.45 0.35 0.83 0.31 0.29 0.23 0.55
Higher 0.19 0.39 0.23 0.57 | 0.28 0.35 0.22 0.53
High 0.14 0.35 0.24 047 | 0.17 0.23 0.16 0.30
Low 0.07 0.40 0.20 0.29 0.16 0.31 0.15 0.23
Lower 0.03 0.38 0.18 0.26 0.12 0.28 0.13 0.19
Lowest 0.01 0.34 0.12 0.14 | 0.07 0.25 0.08 0.10
Least 0.00 0.35 0.07 0.15 0.03 0.24 0.04 0.11

Table 5.7: Micro and macro average values using EUR-Lex German word embed-
dings on Eur-Lex data (English -German)
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MUSE Micro Macro
(D-E) | Prec Recall RPrec P@20 | Prec Recall RPrec P@20

Highest | 0.31 0.42 0.23 0.21 0.11 0.27 0.15 0.14
Higher | 0.15 0.34 0.14 0.16 0.08 0.30 0.13 0.15
High 0.11 0.30 0.15 0.25 0.08 0.20 0.10 0.16
Low 0.06 0.36 0.12 0.16 0.07 0.28 0.09 0.12
Lower | 0.03 0.35 0.12 0.15 0.06 0.26 0.09 0.11
Lowest | 0.01 0.32 0.09 0.10 0.04 0.23 0.06 0.07
Least 0.00 0.36 0.07 0.15 0.02 0.26 0.04 0.11

Table 5.8: Micro and macro average values using MUSE German word embeddings
on Eur-Lex data (English-German)

The micro and macro average results of each bin are also consistent which the
overall performance mentioned above. The R-precision and precision@20 values are
much better for EUR-Lex embeddings than the MUSE embeddings for both English
and German. Since the MUSE word embeddings are trained using FastText model
with 300 dimensions, we visualize the word embeddings by finding out the nearest
neighbours of the word law.

EUR-Lex MUSE
Word ‘ Distance Word ‘ Distance
law 1.0000 law 1.0000
legislation | 0.5675 laws 0.7178
provision 0.4213 | jurisprudence 0.6829
legal 0.3754 statutes 0.6335
rule 0.3425 legal 0.6071

Table 5.9: Nearest neighbours for word law in English EUR-Lex and MUSE word
embeddings

EUR-Lex MUSE
Word ‘ Distance Word ‘ Distance
recht 1.0000 recht 1.0000
gemeinschaftsrecht 0.5313 privatrecht 0.6258
rechtsordnung 0.5298 zivilrecht 0.6139
rechtes 0.4950 grundrecht 0.6052
rechtssystem 0.4858 | verfassungsrecht 0.6042

Table 5.10: Nearest neighbours for word law in German EUR-Lex and MUSE word
embeddings

As seen in the Table 5.9 and Table 5.10, the nearest neighbours using the EUR-Lex
and MUSE word embeddings for both English and German language yield correct
results. The results of EUR-Lex word embeddings are slightly more specific as
compared to the MUSE and hence we obtain the slight difference in the retrieval
result as well.



72 5. Experimental Evaluation

5.2.4 Evaluation of Research Question 4

This research question is about an ensemble approach for information retrieval. In
this approach, we implemented 3 different weighting schemes mentioned in Sec-
tion 3.3.4. The first weighting scheme applies a random weight to all methods. The
second one gives equal weight to all methods and in the third approach, the highest
weight is assigned to the method with the most relevant and retrieved documents.
We have implemented this research question for German to English CLIR. Since this
research question aims to give the maximum relevant documents as the top results,
we compare only the precision@20 and R-precision values for all three schemes.
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Figure 5.16: Micro and macro average R-precision and precision@20 values for en-
semble random, equal and best approaches.

As seen in Figure 5.16, the ensemble best approach outperforms the other two ap-
proaches as well as the individual approaches in terms of the R-precision and preci-
sion@20. This behavior is justified since, in the ensemble best weighting scheme, the
highest weight is given to the best performing retrieval algorithm for that particular
query. The other two methods have shown similar performance to each other and
the remaining other methods. Assigning equal weights can suppress a better per-
forming algorithm and can encourage the lower performance algorithm. Below, we
observe the micro and macro average values for the bins in Table 5.11 and Table 5.12
respectively.
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Ensemble random | Ensemble equal Ensemble best
RPrec P@20 RPrec P@20 | RPrec P@20

Highest | 0.413446 0.525 0.408821  0.575 | 0.489263 0.691667
Higher | 0.382285 0.508333 | 0.369796 0.504167 | 0.432386 0.708333
High | 0.341885 0.529747 | 0.33985 0.539241 | 0.399699 0.677848
Low 0.289978  0.411905 | 0.290519 0.414626 | 0.372197 0.557483
Lower | 0.279436 0.378846 | 0.275967 0.385897 | 0.37882 0.517308
Lowest | 0.202011 0.229905 | 0.206481 0.233879 | 0.292247 0.334058
Least | 0.172577 0.293381 | 0.175414 0.286643 | 0.306318 0.423332

Table 5.11: Micro average R-precision and precision@20 values for all three ensemble
approaches

Ensemble random | Ensemble equal Ensemble best
RPrec P@20 RPrec P@20 RPrec P@20

Highest | 0.423058 0.525 0.413717  0.575 | 0.500245 0.691667
Higher | 0.389787 0.508333 | 0.376367 0.504167 | 0.441942 0.708333
High | 0.344626 0.536538 | 0.34412 0.546154 | 0.405667 0.686538
Low 0.285807  0.411905 | 0.287367 0.414626 | 0.369848 0.557483
Lower | 0.27343 0.375636 | 0.270937 0.382627 | 0.369936 0.512924
Lowest | 0.192977  0.22855 | 0.197305 0.232149 | 0.285974 0.331931
Least 0.15168  0.299096 | 0.15547  0.28998 | 0.308469 0.444517

Table 5.12: Macro average R-precision and precision@20 values for all three ensemble
approach

In every bin, the performance of the ensemble best is better than the other two
approaches. The macro average precision@20 value for the least bin is 0.44 which
is highest among all the ensemble approaches and individual methods mentioned in
Section 5.2.1. This shows that using an ensemble approach can improve the results.
In an ideal setting ensemble best method could give these scores but then we need
to distinguish between the queries and assign appropriate weights depending on a
pattern that one finds in the queries (which method works best with which queries)
since it is not always possible to have the ground truth in a real world scenario.
This is not intuitive for descriptors. For this reason, we decided to inspect the
performance of CLIR on free-text queries.

5.2.5 Evaluation of the Free-Text Queries

To observe the effect of CLIR on free-text queries, we modeled a few free-text queries.
Since these queries do not have the list of relevant documents associated with them,
we evaluate them based on precision. Also, we did not apply the ensemble setting
on this type of queries because there is no scientific consensus on the ground truth
used in these examples. We manually check the first 20 results for each query,
the document is marked relevant if it contains information catering to the free-text

query.

We used the following queries.
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What does the EU do to fight water pollution? (FT Query 1)

Are there rules for importing GMO crops into the EU? (FT Query 2)

How does the EU prevent antibiotic resistance? (FT Query 3)

Where to dispose of nuclear waste in the EU? (FT Query 4)

What is the EU‘s plan to reduce the use of fossil fuels? (FT Query 5)

Free-Text Retrieved Relevant .. . .
. Precision Precision@10
Queries Documents Documents
FT Query 1 19 17 0.89 1
FT Query 2 18 13 0.72 0.7
FT Query 3 26 20 0.76 0.9
FT Query 4 23 6 0.23 0.4
FT Query 5 12 6 0.5 0.5

Table 5.13: Precision and precision@20 values for the free text queries

Table 5.13 presents the results for the free text queries. As seen in the table, the
performance of the last 2 queries is poor as compared to the first 3 queries. The
corpus does not contain much information regarding fossil fuel or nuclear waste
and hence not many relevant results are captured. On the other hand, antibiotics,
genetically modified organisms, and water pollution are well presented in the corpus
which is reflected in the results. Since we are not experts in the legal domain, the
documents which we think are relevant may not be relevant in the eyes of an expert
or vice versa. Depending on this the values of the evaluation metrics can differ.
This experiment with free-text queries shows that more precise questions can help
in improving precision values.

Overall, the retrieval results in our experiments differ much depending on the type
of query and we noticed that a more specific query yields better results compared
to our chosen EUR-Lex descriptors. However, due to the lack of available ground
truth data in this CLIR task, we explored the positive effect of a phrase-based
dictionary and the BM25 method on our domain-specific corpora in German and
English. Using preprocessing techniques led to specific recommendations of certain
combinations depending on system specifications (e.g., requirement of high precision
or high recall, chosen algorithm for retrieval). We could not conclude the best
working word embeddings for the given task as there was no significant difference
in the performance. The ensemble method improves the results, given that an
appropriate weighting scheme can be determined based on the query.
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Over the past years, there has been much development in the area of CLIR. The
research includes experiments with types and methods of CLIR as well the retrieval
algorithms. The motive is not only to get the relevant documents but to have the
relevant documents as the top retrieved documents. This chapter is arranged in the
following way,

In Section 6.1, we speak about the related work in the translation-based methods of
the CLIR. The previous studies of non-translation-based methods are mentioned in
Section 6.2. Works in legal information retrieval is noted in Section 6.3.

6.1 Translation-based Methods of CLIR

Previous studies by Sloto et al. [SCH™] use statistical machine translation for the
translation of the queries in German-Polish retrieval. The new metric namely nor-
malized distributed cumulative gain for machine translation is used for the evaluation
of the machine translation task. The usage of byte-pair encoding and diacritic nor-
malization of characters improved the performance of the CLIR. The effectiveness of
the bilingual dictionary list size for English-Chinese languages was studied by Fush-
man et al. [DFO]. Their work showed that a minimum of 30000 unique words is
the optimal size for the bi-lingual dictionary. The impact of the dictionary size may
not be the same in case of the German-English bilingual dictionary which is used in
this thesis. In the paper by Maeda et al. [MSYU], query disambiguation was per-
formed by using the co-occurrence information from the monolingual resource after
the term translation. This approach was able to achieve 97% of the manual trans-
lation performance for an English-Japanese corpus. To overcome the limitations of
a word-to-word translation of query terms using a dictionary, Ballestems and Croft
[BC] have used a phrasal translation-based approach and local feedback for query
expansion. While using a dictionary for translation of queries or documents, the out
of vocabulary problem can occur. To deal with this, Sharma et al. [SM18] proposed
term transliteration mining in which the query term is searched in the list of unique
words of the target document collection for Hindi-English CLIR.
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To reduce the query execution time, Oard et al. [OE] proposed a method where
the translation step and indexing step were integrated by using a machine-readable
dictionary. All possible translation of the query word into the target language were
indexed. For longer queries, mean average precision showed improvements. To
obtain the translation of a missing word, a method to use suggestions from the corpus
was introduced by Prasath et al. [PS]. The missing query terms were searched in
the corpus and then the query was formulated again with the top weighting query
terms. The approach was compared with google translation and gave promising
results for Tamil-English languages. One recent method uses the Learning to Rank
approach for CLIR in which the authors have used various translation sources and
then the learning to rank approach. The results have shown better mean average
precision compared to the single translation source [ASF19].

From studying the related work, we adapt phrasal dictionaries, since they can im-
prove retrieval performance compared to the word-to-word dictionary. Even though
the dataset we work with is big, the data is not aligned and hence we discard the
machine translation and choose the phrasal dictionary-based CLIR for legal text.

6.2 Non-Translation Based Methods of CLIR

In their paper, Mori et al. [MKT] have proposed a method with latent semantic
indexing (LSI). Manually or machine-translated documents are used to create a
dual semantic space that is further used for translation and retrieval of English
and Japanese documents. The unavailability of a huge comparable corpus is the
reason for lower performance than the state-of-the-art translation-based methods.
Another approach for latent semantic indexing using deep belief networks (DBN) was
explored by Kim et al. [KNG12]. In this approach, a shared semantic space was built
using DBN’s for each language and canonical correlation analysis. This method, as
opposed to the traditional keyword-based CLIR, gained better performance in terms
of mean average precision.

Ivan Vuli¢ et.al [VDSM] have used bilingual Latent Dirichlet Allocation for CLIR.
They made use of a comparable document aligned corpus to train Latent topic
models in Dutch and English language. The model assumes that the related docu-
ments share the same topics and hence will be near each other. The LDA-Only with
uni-grams result is similar to that of the CLIR results with translations.

Previous work has been done to analyze word vectors for CLIR. Sharma and Mit-
tal [SM16] used bilingual word vectors on Hindi and English languages. The vec-
tors were trained on sentence-based comparable corpora using a bilingual skip-gram
model. A pairwise ranking framework was developed by Schamoni et al. [SHSR]
for relevance ranking in CLIR. The approach is the integration of dense knowledge-
based features and sparse term translations that are learned from the bi-lingual
relevance ranking model. This model is then applied to other documents to get the
relevance ranks.

The issue with the non-translation based method is that they require a bilingual sen-
tence or paragraph aligned corpus for the training. Even though the performance
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of the aforementioned methods is better than dictionary-based methods, the un-
availability of the sentence aligned corpus was a reason behind not exploring these
non-translation based methods.

6.3 Legal Information Retrieval

Legal text varies from the general purpose text in terms of the structure and context
[Tie08]. Hence, it becomes difficult to get the same performance for legal IR as that
of the general-text IR. In the recent work by Rossi et al. [RK19], a method based
on generative language models is used to observe if neural language models can be
trained on limited legal data. The summarised data from Japanese civil code is used
for the evaluation of this method. These results outperformed the baseline BM25
model results. Previous works by Carvalho et al. [CDTVTLN17], have used a two
level method to improve the legal IR. In the first level, the ranking is obtained by
applying the R2NC (Ranking Related N-gram Collections) proposed by Carvalho
et al. [CNCNI16] that is based on the n-gram based language model. In the second
level, the relevance disambiguation is done, wherein, if the score of top results are
close enough then disambiguation is performed based on term order probabilities.
This approach achieves a slightly better performance than the baseline. This is also
done on the Japanese civil code data.

To improve the retrieval results, a query expansion based approach was studied
by Schweighofer et al. [SG]. They have used lexical ontologies and user feedback
on European state aid law. In the prototype, certain users were provided with
additional resources such as ontologies (relations between concepts, definitions of the
terms) and the user feedback suggests that the approach can improve the retrieval
results and in turn can be useful for users. Another ontology-based approach is
studied in a system called EgolR, developed for legal text retrieval in e-government
by Gémez-Pérez et al. [GPORVTO06]. The system consists of an ontology server, a
search client and a search server. The authors claim that the system can help users
in formulating better queries by using ontologies.

In case of CLIR for legal text, there have been few developments. The LOIS ((Lex-
ical Ontologies for legal Information Sharing) project by Dini et al. [DPLT05] is
a WordNet [KF00] based CLIR for legal text. The main idea is to link the le-
gal concepts from six different European languages and systems. The multilingual
WordNet is consists of lexical and legal definitions. Another ontology-based ap-
proach was explored for Indonesian-English CLIR by Zuliarso et al. [ZWHM15] in
which a multilingual lexical database was built for legal data using the Ontology
Web Language (OWL). To obtain the link between Indonesian and English words,
a parallel document approach was used. On a similar line, an Arabic to English
and French CLIR is introduced by Zaidi et al. [ZLB*05] which uses WordNet and
a query expansion approach based on the Arabic ontologies. A top-down approach
for the construction of the concept hierarchy is used to create the ontology. The
obtained results show significant improvement in the values of precision and recall.

After reviewing the previous work, we observed that in the legal domain, the CLIR
has not been explored much and the methods used are ontology or query expansion
based. This led us to explore the method of a phrasal query translation-based
approach for legal text.
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7. Conclusion and Future Work

In this thesis, we explored the phrasal dictionary-based cross-lingual information
retrieval. We applied various retrieval methods to evaluate the performance of these
methods on CLIR. In the following sections, we conclude our thesis work. We also
note the limitations and probable future work.

7.1 Conclusion

This thesis shows that the custom phrasal dictionary-based CLIR outperforms stan-
dard word-to-word dictionary-based CLIR for the legal domain on English to Ger-
man and German to English retrieval. Since the dictionary is custom made for the
EUR-Lex data, the out of vocabulary problem is eliminated. Hence, one contribu-
tion of this thesis is the creation of this dictionary tailored to European legislative
documents. If we apply this dictionary on other legal domain data, the OOV prob-
lem may still arise. In terms of retrieval models, the BM25 model outperforms
other models. The lower precision values raise questions regarding the validity of
our chosen ground truth. Our results of the second research question show that the
preprocessing techniques affect the performance of the retrieval process. There is a
trade-off between the time taken to perform the task and other performance metrics
such as precision, recall.

In our study with the word embeddings, we observe that word embeddings trained
on general-purpose data work better with the general-purpose dataset than on the
domain-specific (legal) dataset. This also holds for the word embeddings trained on
domain-specific data that perform better with domain-specific datasets, compared
to the general-purpose dataset. The difference in the results obtained is less and
hence any word embeddings can be used in case of an unavailability of specific word
embeddings. Our novel approach for retrieval using an ensemble shows that combin-
ing the results of various approaches results in better R-precision and precision@20
values. There were some threats due to which the execution of the research was not
smooth. In the next section, we mention the problems and limitations we faced.
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7.2 Problems and Limitations

Incomplete ground truth:

The ground truth regarding the relevant documents for each query is taken from the
EUR-Lex website. Since there is no information available regarding the mapping
strategy used to mark the relevance of each document to the query, the assumption
is made that the mapping is correct. After manually analyzing a few retrieved
results, it is seen that even though the document seems relevant for the query, it is
not marked as relevant by the EUR-Lex. This is one of the biggest reasons for low
precision values.

Label Changes Over Time:

Even though the original documents for the laws or agreements have not changed
over the years, the metadata (subject matter, descriptors) has changed. These newly
changed names of the descriptors are not present in the corpus. For example, Czechia
was formerly called the Czech Republic. The descriptor for the Czech Republic got
replaced by its new name Czechia but the documents still have the Czech republic
written in them. This becomes a problem for retrieval algorithms as the query word
is not present in the whole corpus.

Incorrectly Annotated Metadata:

Some queries were unclear in terms of the underlying meaning. A query Industriell
angebaute Pflanze meaning the industrially cultivated plant is associated with In-
dustrial Plant which contextually can be mapped to a location where an industry
is. To find out such words and to give the correct translation in the dictionary is a
difficult task and one needs domain knowledge for it.

Words From Foreign Languages:

Since EUR-Lex consists of documents for the whole European Union, certain doc-
uments have words present from other European languages such as Radet, de, Fel-
lesskap. These words are difficult to identify.

Machine Translation Exploring the machine translation based CLIR was re-
stricted by the unavailability of the sentence aligned parallel corpus for training
the machine translator. We tried learning a model on available document aligned
corpus and the results were not as expected.

In our opinion, these limitations have given rise to the following future work.

7.3 Future Work

In this section, we list down the possible future work which can be considered.

Machine Translation:

As mentioned in the limitations, we could not obtain any sentence-aligned parallel
corpus, so that the machine translation approach was not explored. The creation of
this corpus is time-consuming, however it can be useful to create a domain-specific
machine translator.

German Compound Words:
After exploring the available libraries for the splitting of German compound words,
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we feel that this problem can further be analyzed. More powerful and accurate
libraries can be developed by using an appropriate training corpus and state-of-the-
art techniques.

Word Mover’s Distance:

Word mover’s distance can be used to retrieve documents. The calculation of the
word mover’s distance is computationally expensive. Using high capacity servers
and processors may help in reducing the time taken to compute scores and retrieve
documents with higher accuracy than the word centroid distance approximation we
used.

Formatted Results:

As explained in Section 3.1, the CELEX ID can be used to differentiate between
law categories and year. This information may be useful to filter out the results
and present only the needed documents. Such functionality and an interface can be
developed in future work.

Free-Text Queries:

Free-text queries need the information about the relevant documents which was
missing in our case and hence we calculated only the precision for such queries.
The relevance mapping of the documents for such free text queries can be explored
further.

Problem of recently changed descriptors: The aforementioned problem of
recently changed descriptors can be solved by using a rule-based system, wherein
these newly changed descriptors are mapped to the older ones for better retrieval.
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