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Abstract

Join order plays a major role in the performance of queries. In an expression, based on the
selected join order, there may be a huge difference regarding the query execution time from
seconds to hours or even days. So, with new development in the database field, the focus to
work on distinct approaches for optimizing join orders for simple and complex queries has
become more crucial. To solve this problem, system R introduced the first approach, called dy-
namic programming. This dynamic programming has provided an optimal solution for smaller
queries. But when the number of relations are increased, the execution time is vastly increased.
Hence, in recent times, researchers have introduced new approaches. This thesis paper con-
centrates on one of the introduced greedy algorithms known as Greedy Operator Ordering
algorithm. It provides valid solutions by considering the minimum selectivities first. Com-
pared to dynamic programming, greedy operator ordering algorithm requires less runtime for
larger queries. We evaluated our algorithm with dynamic programming algorithm on the IMDB
dataset and four other graph topologies based on cost and runtime. From the evaluation results,
we found that dynamic programming approach still provides an optimal solution for less num-
ber of relations. Though our algorithm has considered high costs for evaluating the IMDB
query use case compared to other topologies, nevertheless in some use cases it will provide
good or efficient solutions. But in general, it provides valid solutions. In future, for large query
use cases, using randomized algorithms or genetic algorithms would provide better results as
these algorithms have provided better solutions in most cases.
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1. Introduction

A database management system (DBMS) is a software system for creating and managing
databases. These systems are widely used in different applications such as banking and flight
reservation. Queries are the key to retrieve the stored data from these systems. In relational
database management systems (RDBMS), the queries are represented in the structured query
language (SQL). The database will transform the declared queries into an effective plan which
produces an output efficiently [1] using query optimization. Therefore, in every

DBMS, a query optimizer selects an efficient plan for every query [2, 3]. Query optimizers
utilize statistics to find the cost of each produced plan. One important aspect of an efficient
plan is the join order. As the number of relations increases, the number of possible joins also
increases [4]. Hence, multiple join order options available [5]. If a query optimizer chooses
a wrong joining order, it may lead to a sub-optimal solution instead of achieving an optimal
solution. The reason is, when a relational query has multiple numbers of relations to deal with,
then the time required for execution of a query may differ by several orders of magnitude with
respect to join orders [6, 7].

Hence, for RDBMS, various join-order optimization algorithms like deterministic algorithms
algorithms [8], randomized algorithms [9–11], genetic algorithms [2, 12–14] and hybrid al-
gorithms were introduced to generate efficient join orders. The first approach introduced to
solve join ordering problem is dynamic programming approach [8]. However, dynamic pro-
gramming can only work well as long as five to six relations are joined [4, 15]. But it is not
recommendable for larger queries [16]. The other drawback of this algorithm is that it uses
more memory for queries with large expressions [15]. Hence, there is a need for optimization
techniques that can handle complex join expressions [2] and determine efficient plans and fur-
ther uses less memory for large join expressions. So, in this thesis, we considered one of the
existing greedy algorithms called greedy operator ordering algorithms (GOO algorithm). GOO
is a bottom-up greedy algorithm which works with beneficial joins first. Compared to dynamic
programming (DP), the greedy algorithm requires less time for larger queries [15]. We evaluate
the performance of GOO and DP based on cost and runtime on linear, cyclic, star, and clique
query topologies. We also evaluate these two approaches on IMDB real-world query use case.
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The remainder of the paper is structured as follows:

In Chapter 2, we introduce the basic terms of relational databases, relational algebra, cardi-
nality estimation. We also discuss some approaches generated to overcome the problems of
join-order optimization.

In Chapter 3, we discuss the GOO approach.

In Chapter 4, we discuss the evaluation use case of IMDB.

In Chapter 5, we evaluate the GOO approach for the IMDB use case.

In Chapter 6, finally, we conclude our writings and discuss possible future works regarding the
join-order optimization and about our approach.



2. Background

2.1 Query Processing
Query processing is the transforming of high-level queries into simple expressions which are
used for query optimization to get the required output. It consists of three process steps: parsing
and translation, optimization, and execution of a query. The processing steps are shown in
Figure 2.1.

Query Processing Phases

In order to process a query and produce the output, the query processing system follows the
following phases. They are

Parsing and Translation

In this first step, the SQL query will be transformed into an internal representation which is
often a relational algebraic expression [17].

Optimization

It is one important phase of the query execution. In this phase, the query optimizer will again
write the expression into a different expression but it is semantically equivalence of the rela-
tional algebraic expressions. The expression will be re-written into a different expression so
that the cost of the new expression may be decreased. Further, in this stage, the query optimizer
will change the logical operators like join, a Cartesian product with physical operators such as
sort-merge join, hash join, nested-loop join or any other physical join operator [17].

Evaluation

This is the final phase where the execution engines will evaluate the selected query execution
plan.

2.2 Relational Databases
A relational database is a database which is based on the relational data model. Data is arranged
in the form of relations. The data in these tables are well ordered as rows called as tuples and
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Figure 2.1: Query processing1
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columns called as attributes. In relation, data will be related by using common attributes. The
ability to fetch this structured data is the core task of relational databases. A relational database
management system is a software system which stores and update the database and provides
a query and manipulation interface to the data. The system will be handling the data. The
RDBMS consists of a set of tables and a schema. A schema is a data description in data model
terms. The sample relational model is shown in Figure 2.2.

Figure 2.2: Relational model

2.3 Relational Algebra
Relational algebra is a query language for the relational model. Almost all the RDBMS will
use relational algebra in order to represent their queries internally for query optimization [18].
So, relational algebra is used to access the data in multiple ways. In relational algebra, both
inputs and outputs are relations where data is fetched from one relation and stored in the other
relation. Relational algebra will consider relations as sets. So there will be no duplicate tuples
neither in the input nor in the output relations of relational algebra. There are six operators of
the relational algebra. Selection, Projection, Union, Difference, Cartesian product, Rename and
Join. We describe the operations of different relational algebra operators for easy understanding
using sample IMDB data.

Selection
Selection is used for fetching the subset of tuples from the relations based on a provided
condition [17]. Its syntax is σρ(r). Here σ is the selection, ρ is the selection predicate,
and r is the relation name. Operators like <, >, =, <=, >= are used for the condition.
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Movie_company

id c-name movie-id location

10101 warner bros 1001 us

20101 icon productions 1003 us

30101 universal pictures 1005 fr

40101 warner bros 1006 ge

50101 gloria film 1012 ge

Table 2.1: Selection input

Movie_company

id c-name movie-id location

40101 warner bros 1006 ge

Table 2.2: Selection

Selection operator functions like a filter. Selecting only ’warner bros’ company which is
located only in Germany is expressed as

σ(c-name=’warner bros’ and location=’ge’)(production-company)

The output for Table 2.1 is shown in Table 2.2.

Projection

Projection is used for fetching only the selected attributes among all the attributes in the
relation. Its syntax as Π(A1)(r). Here A1 is the column selected from the table. An
expression to find the names attribute from the actors relation is

Actor

a_id a.name gender movie_id

10 Sam Worthington male 1001

20 Jim Caviezel male 1003

30 Maia Morgenstern female 1003

40 Steve Bucks male 1004

50 Stephanie Orvell female 1007

Table 2.3: Actor
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Actor

a.name

Sam Worthington

Jim Caviezel

Maia Morgenstern

Steve Bucks

Stephanie Orvell

Table 2.4: Projection

Union

id

1001

1002

1003

1004

Table 2.5: Union

ΠName(Actors)

the result is shown in Table 2.3.

Union
A union is always used to combine the data from multiple select statements. In order to
use this operation, both select statements should have the same number of attributes, and
each attribute must have the same data type and further attributes from select statement
should be in the same order. In the resultant output, the duplicate rows will be eliminated.
The operation is denoted as ∪ and its syntax is ‘A ∪ B’. An expression to find out all the
movie ids is

(Title)id ∪movie_id(movie-info)

Here, id and movie_id are attributes of the relations ’Title’ and ’movie-info’ having the
same data type. The new resultant relation of the union is shown in Table 2.5.

Difference
Difference operation is similar to union operation applied for two relations. The output
of difference operator contains all the tuples which are present in the first relation and
discard all the tuples from the second relation. It is denoted as ‘-’ and syntax is ‘A – B’.
An expression to return all actor id’s from actor relation but not in actor_details relation



2.3. RELATIONAL ALGEBRA 8

Difference

id

10

25

40

50

Table 2.6: Difference

cartesian product

id movie genre production_year

1001 avatar animation 2009

1002 star wars animation 2009

1003 passion of the christ animation 2009

1001 avatar drama 2004

1002 star wars drama 2004

1003 passion of the christ drama 2004

1001 avatar comedy 2006

1002 star wars comedy 2006

1003 passion of the christ comedy 2006

Table 2.7: Cartesian-product

a_id(Actor) - a.id(Actor_details)

and output is Table 2.6.

Cartesian Product

Generally, queries need to gather information by joining different tables. So, the cartesian
product will retrieve all the tuples from all the relations declared in the query. Every tuple
from the first relation is joined with all the tuples in the second relation. The cartesian
product is used when there is no possible join condition between the two relations. It is
denoted as X and the syntax of the cartesian product is ‘A X B’. The cartesian product of
title and movie industry are expressed as

Title ×Movie_company and result is stored in Table 2.7
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Title

id movie

1001 avatar

1002 star wars

1003 passion of the Christ

Table 2.8: Title

Title

id film name

1001 avatar

1002 star wars

1003 passion of the Christ

Table 2.9: Rename

Rename

Rename is used to change the name of an output relation. It is denoted as ρ. We see
the operation of rename is performed on the Table 2.8, where the attribute of a movie is
renamed to ’film-name’. The expression for attribute renaming is

ρ(id, film name)(Title)

The new attribute of the relation ’Title’ is Table 2.9.

2.4 Join in a Relational Algebra
In general, the intermediate result produced by the cartesian product is large when the number
of relations increase. But, because of the combination of selection and the cartesian product is
common in queries, a major operator called ’join’ is introduced. Join is one of the commonly
used operations in queries to connect two or more relations. This operation is applied based on
the common values in the relations. The user will express in the join statement, what rows need
to be joined. There are different types of joins. Left outer join, inner join, right outer join, full
outer join[19] etc., The example of join output is shown in Table 2.10

2.4.1 Natural Join

A natural join is a frequently used join operator which creates a join based on the common
attributes from both joined relations. A natural join is always an inner join. But it can also be a
cross join.
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title ./ actor

id movie a.id name gender movie_id

1001 avatar 10 Sam Worthington male 1001

1003 passion of the christ 20 Jim Caviezel male 1003

Table 2.10: Join

2.4.2 Join Operation Role in Query Evaluation

Join operator plays a crucial role in query evaluation to provide efficiency. The A ./ρ B expres-
sion can also be written as σρ(A X B) which means, first, we apply a join by computing the A
X B and then we apply the selection on the result. But this kind of the joining is inefficient. Let
us consider an example. Let A and B be both relations with each having a cardinality of 100.
Now, when we apply cartesian product then we have total 10,000 tuples. The cost of this prod-
uct is directly proportional to its size. Again when we apply selection operation to this result
then the result output for σρ(A X B) assume to have 250 tuples. Then the intermediate result
we compute by applying a cartesian product initially will be of not much use. In other side Join
processing algorithms are affordable for gaining efficiency. There are many join processing
algorithms[20] out of which nested loop join, hash join and sort-merge joins are widely used.
Every algorithm has different performance behavior. Hence, all these algebraic properties will
serve as a basis for manipulations present in the join-order optimization.

2.4.3 Problem of Join-Order Optimization

If one does optimize, it may turn out that the optimization itself takes an excessive time like
several minutes or even in hours, which does not prove any benefit of optimizing. But, if one
does not optimize, query evaluation may take a very long time for evaluating. In general, in
present database applications, queries consists of more than ten relations are quite rarely used
[17]. But when the number of relations is increased, more memory is required and also it takes
more time to optimize a query. The join combinations of relations occur in query optimization
when the user writes a query by taking a higher number of relations in the FROM clause. Even
there is also other possibility where the join-order optimization work becomes expensive. For
example, queries with path expressions [21, 22] as well as queries which uses views [18, 23]
because these queries sometimes generate hidden joins. Since present databases become more
complex and also as system provide extra competence for hidden joins, SQL queries with more
relations becoming quiet common. So sometimes optimizers provide some tactics for reducing
optimization efforts. Some of the tactics are a restriction of the search to the left-deep execution
plan, exclusion of cartesian products and use of stochastic search etc. For clear understanding
the problem with join-order optimization. Let us consider an example.

SELECT *
FROM X, Y, Z
WHERE X.id=Y.id and Y.name_id=Z.name_id
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Here, we select all attributes from the relations X, Y, Z by using a where Clause with join pred-
icates which has a common id’s in both X and Y relations and common attributes ’name_id’
to join Y and Z relations. When we parse this query, a relational database management system
may represent this query internally as a join of X, Y, Z i.e., X ./ Y ./ Z. Since the join op-
erator is associative and commutative [10], joining of these three relations can be expressed as
(X ./ Y ) ./ Z or (Z ./ Y ) ./ X or in 10 other ways. Overall these 12 ways are semantically
identical, but their operations are different. Example: (X ./ Y ) ./ Z means joining first X and
Y and later with Z. But (Z ./ Y ) ./ X means joining first (Z ./ Y ) and afterward join their
result with Z [17]. Hence, these join ordering difference is very important because evaluating
of every join expression is measured in CPU and disk time. So, the margin in the computa-
tional cost of one expression highly differs from other join expressions based on the join-order
of relations especially when more relations need to be joined. Hence, selecting an efficient
join order by a query optimizer from the different alternatives can be defined as a join-order
optimization. Therefore, as we have 12 alternative ways to join three relations, similarly the
number of alternative ways for joining N relations can be calculated mathematically as

(2N−2)!
(N−1)!

[17].

2.5 Cardinality Estimation
For estimating the correct cost of any query plan, the query optimizer needs to estimate two
important things. base relations and intermediate result size. The cardinalities for the base-
relations is known as the relations are present in the database. The intermediate result size can
be known during the execution of a query plan. The total number of tuples or rows present in
a relation is the cardinality count of a base relation. We can estimate the result cardinality by
estimating the predicate selectivity values and then use this selectivity values to compute the
cardinality of (intermediate) results.

Predicate Selectivity

A predicate is defined as an expression evaluating either true or false. We use this predicate in
where clause, join and having clauses in order to filter the rows or qualifying the rows.

Selectivity is defined as the probability that any of the tuples from the relations will be satisfying
the given predicate. High selectivity means having a low percentage of matching and similarly,
low selectivity means having a high percent of matching values.

Selectivity(ρ) =
|σρ(r)|
|r|

[17] (2.1)

Let us consider an example of selecting the warner.bros located in Germany. The expression is
written as

σc−name=′warner bros′(Movie_company)
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InMovie_company relation, we have total of 5 tuples and among those only one tuple matches
the predicate condition in the given expression. Therefore, the selectivity value is 1/5. Also
from the equation (1) we can say that the cardinality is denoted as

|σρ(r)| = selectivity(ρ)× |r| [17] (2.2)

Hence, for the above expression, the cardinality value is 1. Generally, the predicate value is
depending on the data available in the database.

Selectivity is not just applied to one relation but also can be applied to many join relations. The
cardinality for title×movie_info is 9 whereas the cardinality for a title and movie_info with
join predicate is 2. Hence the selectivity value is 2/9.

Cost Model

The low-cost plan is not just determined based on the topology of the join graph but it highly
depends on the cost model one is using to estimate the disk time and CPU time for the other
alternative plans on the query optimization. There are many cost models approaches to estimate
the cost of a plan. For example, when there are two different join optimizers fed the similar join
graphs as its input then these two optimizers can give different strategies in spite of the same
join graphs. It happens because of the different cost models used for those optimizers. So, in
order to compare both different optimizers strategies, the same cost model should be used.

2.6 Query Graphs
Another form of representing the predicate relationships in between different relations for a
given query is ‘join-graph’. For representing the connection between join operations for multi-
ple joins we use the concept of join graphs.

Let us consider a query

title ./ (id=movie_id) movie_info ./ (movie_id=movie_id )actor

Joining of above relations can be represented in a sequence of join

R1 ./ R2 ./ R3

A query graph for the above query expression can be represented as Linear graph. In a graph,
relations are shown as nodes and join predicates shown as edges. From the query, the predicate
id=movie_id is shown as an edge joining both title andmovie_info relations because attributes
of these relations have been mentioned. When the query graph is represented in a linear form
then it is a chain query. There are also other query trees such as star query graph, clique query
graph, and cyclic query graph.
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Figure 2.3: Linear graph Figure 2.4: Star graph

Cyclic graph

The cyclic graph contains some vertices which are connected in a closed form. It consists of
vertices’ and edges. The number of vertices is equal to edges and each vertex has 2 neighbors.
In Figure 2.5, we can see it consists of six edges and six vertices.

Star graph

A tree with one internal vertex connected to n number of external vertices is known as star
graph. It consists of n+1 vertices and n edges. In Figure 2.4, we have six vertices connected to
one internal vertex.

Linear graph

In linear graphs, each vertex will have a minimum of one neighbor and a maximum of two.
When the relationships between the relations are graphed, then they form a linearity. The
linear graph is shown in Figure 2.3. It can be also called a chain graph because the connection
resembles a chain structure.

Clique graph

Clique graph is a little complex graph. In this graph G with a set of N vertices such that each
group of distinct vertices from a set are adjacent. A clique graph is shown in Figure 2.6.

Role of query graphs

Generally, these query graphs are very useful in query optimization and also these are of much
more interest because the query graph which is labeled provides a much information required to
understand the problem of join optimization. The other interesting fact of query graphs are, the
effectiveness of join optimizers differs with the structure of the query graphs because the graphs
having small diameters like star graph is more difficult to handle than cycle and chain graphs
which have a large graph diameter. The other factor is graphs which have few predicates are
easy to handle than graphs having many predicates. Among the join graph topologies, clique
join graph is considered to be having the worst-case [24] because it is having a less diameter
and at the same time it is having maximal predicates[17].
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Figure 2.5: Cyclic graph Figure 2.6: Clique graph

2.7 Join-Order Optimization Approaches
The solution for finding an efficient join order for ‘n’ number of relations can be optimized
using different algorithms.

There are four different classes of algorithms used to find a good solution. They are Determin-
istic algorithms, Exhaustive search algorithms, Genetic algorithms, Randomized algorithms
and Hybrid algorithms [1].

Deterministic Algorithms

All the algorithms come under this category will construct the solutions in a deterministic
manner. This is either by exhaustive search method or by applying some heuristics.

Genetic Algorithms

The main idea of this algorithm is, to begin with, a random population and then produces
offspring by crossover and mutation process [2]. As of the cost-function, the “fittest” members
among the population will go for the further selection. The algorithm will be stopped either
when there is no further development or when the predetermined number of generations is
reached . Finally, the fittest member of the population is the optimal solution [2].

Randomized Algorithms

Algorithms in this category will seek a different method. Initially, a random set of moves will
be determined. These moves will create an edge between various solutions in a solution space.
Every algorithm will perform a random walk along the edges following some defined set of
rules. This process will terminate once there are no more moves or when the time limit is
crossed. The best solution found till the last step will be the final result.

Hybrid Algorithms

The combination of plans of randomized algorithms and deterministic algorithms is the Hybrid
algorithms [1]. Solutions achieved using a deterministic algorithm will be used as the initial
steps for randomized algorithms. There is already a number of heuristics suggested for finding
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a good solution. Many of these proposed heuristics will deal with the acyclic query graphs
and produce only left deep trees [25, 26]. We expect that algorithms which depend on the
semantic knowledge to built the query graphs rather than depending just only on the cost based
searching.

Let us now look into different approaches.

2.7.1 Deterministic Algorithms

Deterministic algorithm consists of two categories, exhaustive search algorithms and greedy
algorithms.

Exhaustive Search Algorithms

Exhaustive search algorithm is a problem solving algorithm. These algorithms provides the
best solutions as these algorithms has exponential time and space complexity [27]. The idea
is to enumerate every candidate and verifies whether the selected candidates are satisfying the
required condition.

Greedy Algorithms

Greedy algorithms are simple algorithms which selects the best result in every step until it will
reach the final point. It generate only one query tree with low time complexity. The results
generated using Greedy algorithms are a valid solutions.

2.7.1.1 Exhaustive Search Algorithms

Dynamic Programming

Dynamic programming is the first and foremost algorithm used in all commercial systems.
It is at the beginning proposed by Selinger’s in IBM classical system R [28]. The idea of
the Dynamic programming is good and works well for few numbers of relations but, when
the expression contains more than six relations, the techniques used in this algorithm will be
drastically expensive in terms of run-time and cost. Generally, many commercial systems are
stick with a few numbers of relations. But in the recent years with the development of deduc-
tive database systems, a large number of relations are considered in the join expressions [2].
Because of this developments, queries with large join expressions cannot be optimized using
dynamic programming techniques. But the dynamic programming will definitely produce the
optimal plan in the space solution. First, every pair of relations is joined that is linked by join
predicates. In the next step, three relations are joined. In order to join the three relations, each
relation is joined with each pair of joined relation and stored in the initial stage. Then four
relations will be joined. Likewise, it continues to join all the relations. In each step, the best
plans are stored for different join orders. In the end, a plan with minimal costs to join the ’n’
number of relations can be produced for the least cost. In dynamic programming, the memory
and time-complexity are higher compared to greedy for larger queries. The worst case to store
the number of solutions and time complexity is O(N2R) [15] where N is the number of join
orders and R is the number of relations. As the joining of relations increases the memory and
CPU usage becomes more complex because in each step the best plans need to be stored.

Iterative Dynamic Programming
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Iterative dynamic programming is an aggregate of dynamic programming and greedy search
[27]. When the dynamic programming utilized all the available memory for joining n relations
then it tries to execute all join combinations for n+1 relations and so on. But the iterative
dynamic programming will select one of the join plans from all the m relations and remove all
other join plans which contains the selected plans. Thus, it will empty the memory for the n+1
and so on. The time-complexity of iterative dynamic programming is O(Nn) where range in
between 2<n<N [27]. Here n is the number of join orders and N is the number of relations.

A* Algorithm

A* algorithm is mostly used in the field of Artificial intelligence for the solving of problems of
complex search. This heuristic follows a step processing method, in order to generate all the
plans with n+1 relations by using all plans for n number of relations [1], it will take one plan
from the generated plans and develop it based on the solution close to the optimal plan [29].

IK Algorithm

A research paper on join-order optimization by Toshihide Ibaraki and Tiko Kameda [16] intro-
duces a new algorithm called IK algorithm. The optimal solution is found using this algorithm
by assigning a rank to each relation and order the relations based on their rank. It produces
ONLY left-deep join trees.

Top-Down Heuristic

Top-down heuristic [25] is one of the simpler heuristics. Top-down starts with a general idea
and then moves to a specific idea. According to this heuristic principle, the uttermost joins
are the crucial joins from the given query expression with regarding runtime and cost. It is
because the intermediate results have more influence on the final evaluation. So this heuristic
will choose the relations so that the joining of one relation with other relation will lead to a
low-cost. This joining of relations continues until all the relations are joined.

Minimum Selectivity

Minimum Selectivity constructs a left-deep tree in each step by keeping the intermediate results
as low as possible because optimal or good solutions are generated with low cardinality. In
the beginning, relations which need to be joined are separated into two sets. In the first set,
relations which are already joined into intermediate results are shown as Rused and second set
of relations which need to be joined are shown asRremaining. Now, in each step of the approach,
the Rremaining relations with low selectivity are joined with ’intermediate results’ [25] and then
changed from Rremaining to Rused [2].

KBZ Algorithm

IK algorithm has generated an optimal plan based on some assumptions. A new algorithm
called KBZ algorithm was proposed by Krishnamurthy, Boral and Zaniolo in [15, 26] improved
the time complexity of the IK algorithm. KBZ is described in the rooted join tree format. The
first relation in the join sequencing order is the root. It considers every relation in a join as a
root and so picks the best plan from N choices to find best join order. However, this algorithm
also has some restrictions. The first restriction is that in order to determine the join methods
effectiveness the cost equations should be in multiplicative form. The second restriction is
that the algorithm considers no existence of the interesting join order because interesting join
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orders will influence the join orders. The time-complexity of KBZ algorithm is O(N) and
space-complexity is O(N2) [15].

2.7.1.2 Greedy Algorithms

Exhaustive Greedy Algorithm

Exhaustive Greedy algorithm is introduced to optimize the size of intermediate results. Hence,
for optimizing, Exhaustive search and Greedy algorithm are combined and altered to generate
sub-optimal solutions [30]. Furthermore, the Exhaustive Greedy algorithm which reduces the
search space also maintains good query trees with the union of Exhaustive search and greedy
algorithm.

First, find all the edges in a graph. After the edge is found, it is considered as the first join order.
Then merge both the relations joining that edge (say ri, rj) [30]. Now add the intermediate size
achieved from the previous step to reach overall intermediate result size. Then, the join orders
which are left over will be executed using the greedy algorithm. Working on the algorithm
from step 2 is similar to a greedy operator ordering algorithm. In every step, search for an edge
which is having the minimum intermediate result size. Once an edge is found then join both
nodes forming this edge and then update the sizes of a graph. Once all the nodes are joined
then the total sizes of all candidate routes are compared and finally, the route producing the
minimum intermediate result will be the best solution.

Kruskal’s Algorithm

Kruskal’s algorithm as proposed by Gutowski, Sunye, Silva [31]. It is one of the simplest
Greedy algorithms to generate sub-optimal solutions. It introduces a suitable way to construct
the sub-optimal solution. The main idea of the algorithm is that first, all the profitable joins
need to be performed so that the joins which will be done later will reduce the cost, especially
when the high number of tuples are present in the joining tables.

In Kruskal’s algorithm, queries are represented in a graph structure which contains nodes and
edges. Edges have a cost-weight generated by joining the two relations. The cost represented
is the selectivity value for two relations. In the first step, the algorithm will calculate the cost of
every pair of joins until all the join costs are calculated. Now the join which is having the least
cost is selected and that particular edge joined with relations i,j is added to the execution tree.
When there are more possibilities of the selecting two or more edges since having the same
join cost, then any one edge is first randomly picked and added to the execution tree. After that,
the second least cost edge is selected and checks whether this edge is forming any cycles if it
is added to the execution tree. If it does not form a cycle then that edge is selected and added
but if it forms a cycle then delete it. Query execution tree will consist of the total (N-1) edges
where ’N’ is the number of nodes in a graph [31]. So, the process will repeat for searching the
low-cost edge and added to a given graph until the execution tree consists of (N-1) edges. Once
the query execution tree has (N-1) edges the algorithm will terminate.

Both Exhaustive Greedy and Kruskal’s algorithms are developed to generate a single query tree
in polynomial time so that the search space will be reduced.
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2.7.2 Genetic Algorithms

Genetic algorithms are one of the widely used algorithms in different optimization problems.
The algorithm process description is based on the natural evolution process. From the popu-
lation, the individual who fits best to the situation have the highest probability to survive and
best possibility to have their children inheriting their properties or the features, similarly, the
genetic algorithms also produce and combine solutions to generate better solutions[14]. The
execution plan is depicting by the abstract tree where relations are terminals and joins are
functions in a genetic program. These genetic algorithms techniques are first applied to the
join-order optimization [2, 12]. The algorithm consists of total three steps, selection, cross-
over, and mutation. In selection, certain members from the overall population are selected into
the next generation. A certain portion of the members is combined or joined together to pro-
duce new off-springs which are a cross-over technique [2]. Finally, a certain fraction of the
population will be changed randomly known as mutation. The fitness function used requires
backward transformation which is very complex and also consists of high computational costs
[1].

Encoding

In order to solve the join order problems using the genetic algorithms, a suitable encoding
and also an objective function need to be selected for finding a solution. The objective is
to minimize the evaluation cost for the processing tree. The encoding of the left deep tree
processing tree is simple. It can be represented as an ordered list of leaves. Let us see the
below expression as an example

((((((R2 ./ R3) ./ R1) ./ R5) ./ R6) ./ R4) ./ R7) encoded to 2315647

The structure of the left-deep tree for the above expression would be Figure 2.7. Bushy tree
encoding is different from the left-deep tree. In the left-deep tree, all the child nodes are joined
to the left parent node. In the Bushy tree, child nodes are connected to left and right nodes of
the parents. So bushy tree is little complex compared to the left-deep tree and right-deep tree.

The example join tree of the bushy tree is shown in Figure 2.8. It is encoded to 4523671.

Selection

Selection is one of the most important genetic algorithms. It is used to distinguish between
good and bad solutions among the given population [1]. From among good and bad solutions,
it will discard all the bad solutions based on the fitness values and use the good solutions in
the next generations for producing new chromosomes. In Selection, based on the fitness value
the chromosomes are selected for the future generation and the remaining chromosomes are
deleted [2]. The range of the number of chromosomes selection is not a fixed value, it is
randomly chosen. This type of selection is known as rank selection. There are also other types
of selection methods such as roulette selection, adaptive selection, magnitude selection and
elitist selection.

Cross-over

In the cross-over, good solutions(parents) are combined to obtain a new result(offspring).
Genes from the first parent and second parent combined to produce new offspring’s. It is one
of the interesting methods to execute new results from the existing population.
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Figure 2.7: Left deep tree Figure 2.8: Bushy tree

Mutation

The operation of the mutation operator is different compared to selection and cross-over opera-
tions. The mutation operator will change the genes which are present in the chromosomes from
the beginning. Because of the changes from the early stages, the result will be altered compared
to the solution which is achieved before which may yield to better results. If duplicates i.e., an
alteration is not made in genes of chromosomes then randomly two chromosomes are selected
and swapped between them. Mutation is not carried out always to the chromosomes but in each
generation, fewer mutations are applied.

2.7.3 Randomized Algorithms
Since the deterministic algorithms proved inefficient to generate efficient plans for a higher
number of joins [32], different non-deterministic algorithms have been proposed in the recent
years. one of the commonly used algorithms is Randomized algorithms. In this algorithms,
in the beginning, a certain group of moves is decided. Then the defined moves will form
some edges in the space. With an edge, these two solutions are joined when these solutions
are reconstructed in one move. These moves take place till all possible moves are finished
following some criteria or reached a time limit. Let us look into different algorithms in the
randomized category.

Random Walk Algorithm

Random walk algorithm will randomly select one point form the entire solution space and
walks from that point. Every time it moves to the other point it checks whether it produces a
lower cost [28]. If it has a lower cost then it stores the new result. The random move process
continues until it reaches the fixed or predefined number of the moves. After the final move, the
best results till that point achieved would be the final result. The performance of the random
walk algorithm is directly proportional to the good and bad solutions and also the sample size.
The advantages of a random walk algorithm are it is simple in understanding and to apply. It



2.7. JOIN-ORDER OPTIMIZATION APPROACHES 20

handles the flows easily in different complexity boundaries. But it cannot maintain the mean
position in the solution space.

Hill Climbing

Hill climbing is a local search technique to find a better solution [33, 34]. Hill climbing is
an iterative algorithm. It starts with some random selection for the problem and then makes
a number of changes to the present solution to find a better solution. If the changes provide
a better solution then again further changes are made to that solution for making it still better
until no more improvements are possible. This method is very useful in hand in job scheduling,
circuit design, and vehicle routing. The main advantage is it is very useful in solving the
optimization problems to find the better solution. Though it has major advantages but can fail
easily. Because it considers the local information and assumes that this information will lead
to the global optimum, sometimes it might be trapped.

Iterative Improvement Algorithm

Iterative improvement algorithm is discussed in many research papers [9, 35, 36]. The working
of the algorithm is almost the same as hill climbing [33, 34]. But the hill climbing will check
for the minimum cost neighbors because there would be many neighbors present in the solution
space. So checking for every neighbor for the low-cost point is very difficult. This problem can
be overcome by using an iterative improvement algorithm. Once a random point is selected,
the algorithm then tries to check for the next minimum point [2]. Once the algorithm found
the neighbor with lower cost than the cost of present point, then it continues to move. This
procedure will be continued until the fixed number of points are reached or the defined time
limit is reached. This algorithm may also sometimes because it believes that the local optimum
as the best result to find a global optimum. Local optimum will be depending on the earlier
configurations.

Simulated Annealing Algorithm

Simulated annealing is proposed by Ioannidis and Kang[10]. It was basically derived from the
analogy for the processing of the annealing of solids [36, 37]. Therefore, the common physics
terms like temperature etc are found in this algorithm. As we look into other randomized
algorithms, they will randomly pick one point and make a random move, then once a low-cost
point is found that point is accepted as a solution. But the difference in simulated annealing
algorithm is that it even accepts the neighbors having a higher cost than the cost of the present
point. The idea behind accepting is it will reduce the chances of having a very low local optima.
These neighbors are accepted based on the probability of cost ratio between the source point
and the destination point. Not only that but the acceptance also depends on the predetermined
time for finding the global optimum solution. Simulated annealing is good in application but
it is time-consuming. If the optimal results are not saved then it is difficult because results
cannot be produced again. If again it is run, it may produce different results. In order to find
the optimal solution, it should run continuously until the best result is found.

Two-phase Algorithm

There is one more algorithm which falls into the category of the randomized algorithm the
’two-phase algorithm’. The word ’two-phase’ describes that it is the combination of iterative
improvement and simulated annealing [9]. As of iterative improvement algorithm, it will make
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a large space search for the solution in a solution space by applying the iterative improvement
several times. It will make a deep search with the neighboring points for the best global optima
in a fixed time. Hence it provides a more feasible solution.

2.7.4 Hybrid Algorithms

AB Algorithm

AB algorithm is the further developed from the KBZ algorithm [15, 26]. We know that the KBZ
algorithm has imposed some restrictions in order to find an optimal solution. AB algorithm also
works similar to the iterative improvement algorithm in generating the random points. The AB
algorithm consists of both randomized and heuristics. The interior loop will find the local
minima by applying heuristics and in the exterior loop, many points for moves are randomly
created. The AB algorithm considers two type of join methods, nested-loop and sort-merge [1].
Furthermore, the sort-merge method is modified to satisfy the restrictions imposed in the KBZ
algorithm.

2.8 Benchmark in Databases
With the growth of Business intelligence amidst other applications in decision support, there is
a demand for systems to store a huge amount of data in a database for the forthcoming analyze.
Executing the queries with a huge volume of data in systems may even take hours and days to
run. Most times the retrieval of data is required for performing a daily or weekly basis. For
such regular analysis of data, fast retrieval is very important. In those hard trails of retrieving
data, it is obvious that not only using scalable databases but to find techniques to advance the
performance of the systems with a high amount of data being stored and running on them. So,
by using the benchmarks and testing methods, experts can replicate or resemble before bringing
out for future utility.

Generally, the number of queries executed on the systems will be more than the queries that are
covered in the benchmark specifications. That is why the crucial part in designing a benchmark
is to create a set of queries which can represent the real world as well as execute the queries
in a reasonable time. The first industry benchmark is TPC-D [38, 39]. It has defined 17 SQL
queries which are complex. Later, TPC-H and TPC-R [40] benchmarks came into existence.
Then, the successors of TPC benchmarks TPC-DS and TPC-DSS [41] is designed for more
than a hundred queries. Because the functionality of database systems increased, the query
combinations on each schema are more. Since the number of queries is increasing every time,
there is a requirement of a query generator which can work fast as well as reliable.

Benchmark problems are the standard optimization problems having different functionalities
to use for the evaluation process to know the performance of the algorithms during the query
optimizations. With the benchmark functions, the working and behavior of the algorithms can
be found in various conditions.
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3. Greedy Operator Ordering

All query optimization algorithms are focusing on finding an efficient query tree. In dynamic
programming, for finding low-cost execution plans we evaluate the search space. So the results
generated using dynamic programming are optimal solutions [26], but its time complexity is
higher and memory consumption is also high. For reducing the search space, randomized
algorithms use the probability method. The results generated from these results are not optimal,
but it produces sub-optimal with less time. Similarly, greedy algorithms are also developed to
reduce the time complexity and also to decrease the memory consumption for joining the more
number of tables.

To find a resultant query tree we use Greedy Operator Ordering algorithm (GOO) [32]. GOO
is a bottom-up greedy algorithm. It consists of nodes and edges. Each relation is represented
in the form of a node and connection between the two nodes are represented as edges. Each
edge carries a weight or a selectivity value. The size of a node can be defined as a number of
rows present in a particular node(relation). In a sample Figure 3.3, we can see that there are
total 7 nodes (1, 2, 3, 4, 5, 6, and 7) and every node is connected with at least one other node.
Here selectivity value on all edges are (0.7, 0.3, 0.5, 0.2, 0.4, 0.6, 0.8, 0.9), which means nodes
1 and 2 are having a selectivity of 0.7 and nodes 2 and 3 having the selectivity of 0.3 and so.
Thus, the graph is a weighted and undirected graph, since edges are having weights and the
direction of the graph between the two nodes are not defined. The valid operator tree is one
which uses each relation once and each join predicate once. GOO always update the node sizes
and selectivities of the edges in a query graph. This makes the GOO algorithm a good choice to
generate good quality query trees [30]. The complexity of this algorithm is O(n3) [32]. Here,
n is the total number of relations participated in the query graph.

3.1 Terminology

We use the simple SQL query forms in this paper
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SELECT *
FROM r1, r2, r3,...rn
WHERE p1 and p2...pm

Here the query use ’n’ number of relations and ’m’ number of predicate. Therefore, the query
is represented as

Q=(R, P) where
R=r1,r2 ,r3,...rn and
P=p1(r11,r12),p2(r21,r22),p3(r31,r32),...pm(rm1,rm2).

The size of a node is defined as Equation 3.1, Equation 3.2.

size(ri)=cardinality of ri [32] (3.1)

size(p1 ./ p2)=size(p1) * size(p2) * sel(predicate) [32] (3.2)

3.2 Working of GOO Algorithm
The structure we use for this algorithm is a query graph. In this graph, every relation will be
a node and join predicates between two relations will be an edge. The nodes are labeled with
the sizes of the relations ri and edges between the relations are denoted using Sel(i,j). Sel(i,j)
is the selectivity of the predicates of both relations ri and rj . We begin the process by finding
the minimum value between two nodes in a query graph using the formula size(i) × size(j) ×
Sel(i,j) [32] and we continue this process to find the resultant operator tree by merging both
nodes in each step until we are left with a single node. Merging of nodes is shown in Figure 3.1
and Figure 3.2. In each step when we merge both nodes i and j then it will form a new resultant
node. The size of new formed node will be size(i) × size(j) × Sel(i,j). In addition to when
these two nodes i and j formed a closed loop or cycle by connecting to node k then the weight
between these three nodes will be modified and updated, The weight of an edge between and k
will be multiplied as Selik × Seljk and then updated.

GOO Pseudo Code

3.3 Execution of a Sample Query
The operation of a query graph using GOO algorithm is explained using the sequence of Figure
3.4 to Figure 3.11. In Figure 3.3, we see that the query graph contains 7 nodes 1, 2, 3, 4, 5, 6,
7. Each node has size 10 and edges between the two nodes contains a selectivity value which is
a join-predicate on both relations. In the first step, this algorithm will search for the minimum
value between the nodes. In Figure 3.3, nodes 4 and 5 have a minimum value (size(4)× size(5)
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Algorithm 1: GOO algorithm [32]
Input : N=Number of relations;

Size[i] =Total number of rows in relation i;
T[i] =Operator tree of relation ri;
Sel[i,j] =The selectivity of relations ri and rj;
Pred[i,j] =The predicate between two relations ri and rj;

Output: an operator tree with minimum value

for n← N...2 do
find i, j ∈ [1... n ], i 6= j: Size[ i ] × Size[ j ] × Sel[ i, j ] is min value
T[i]← [T[ i ] ./ Pred[i, j] T[ j ]]

Size[i]← Size[ i ] × Size[ j ] × Sel[ i, j ]
for k ← 1...n, k 6= i do

Sel[i,k]← Sel[k,i]← Sel[i,k] × Sel[j,k]
Pred[i,k]← Pred[k,i]← [Pred[i,k] ∧ Pred[j,k]]

for k ← 1...n, k 6= j do
Sel[j,k]← Sel[k,j]← Sel[n,k]
Pred[j,k]← Pred[k,j]← Pred[n,k]

T [j]← T [n]
Size[j]← Size[n]

returnT [1]

Figure 3.1: Query graph Figure 3.2: Resulting operator tree
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× sel(45) i.e, 10 × 10 × 0.2=20). So we join these two nodes to form a new node ’45’ as
in Figure 3.4 [32]. The size of a new node ’45’ is 20. Furthermore, the weight of the edge
between the nodes 45 and 3 will be updated (i.e. 0.6 × 0.5=0.30). Later, we join nodes 2 and
3 to form a new node ’23’ and node size is updated with 30 as in Figure 3.5. In Figure 3.6, we
join nodes ’23’ and ’45’ since it has a minimum value (i.e, 20 × 30 × 0.12=72) to form a new
node ’2345’ as in Figure 3.6. Now merge nodes ’6’ and ’7’ as in Figure 3.7. Then, we merge
’2345’ and ’1’. Then, finally, we merge nodes ’12345’ and ’67’ as in Figure 3.8 to be left with
only a single node as shown in Figure 3.10. The cost achieved at this resultant query tree is
expected to be a minimum cost.

Figure 3.3: OP-Tree step 1 Figure 3.4: OP-Tree step 2



3.3. EXECUTION OF A SAMPLE QUERY 27

Figure 3.5: OP-Tree step 3 Figure 3.6: OP-Tree step 4

Figure 3.7: OP-Tree step 5 Figure 3.8: OP-Tree step 6
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Figure 3.9: Resulting query tree
Figure 3.10:
Final node



4. Evaluation Use Case

4.1 Internet Movie Database

Unlike several other research papers on join-order optimization which used synthetic datasets,
we want to use IMDB dataset1 because it is a real-world dataset. It consists of vast information
about movies and other entertainment programs and also about cast and crew group informa-
tion. Like most other real-world datasets it is full of correlations and non-uniform data distri-
butions [42]. This database contains plenty of information on movies, daily programs from all
over the world and about the artists, producer, director, writer, companies, budget, etc. Along
with this database, we used an open source package which converts the text-files into relational
database tables 2. IMDB is available for free. This data is available online as text files to use.
In order to convert this text files into a relational database table, we have additionally used the
IMDbPY package 3. It is a python package which is used to manage and retrieve IMDB data.
The relational database consists of overall 21 tables. These tables are aka_name, aka_title,
cast_info, char_name, company_name, company_type, comp_cast_type, complete_cast,
info_type, keyword, kind_type, title, link_type, movie_companies, movie_info,
movie_info_idx,movie_keyword, name,movie_link, person_info, role_type. This database
consists of 8.3 million people information and 4.7 million titles including television programs.
The overall file size is around 3.5GB when it is dumped into CSV files. This database can
answer any kind of question asked by a movie passionate.

The schema of the IMDB is shown in Figure 4.1. This schema describes the relation between
each table and what tables can be joined in order to fetch the required data. Since there are
more N-to-N relationships between the entities, the schema is little difficult to understand.

1ftp://ftp.fu-berlin.de/pub/misc/movies/database/
2ftp://ftp.fu-berlin.de/pub/misc/movies/database/
3https://imdbpy.sourceforge.io/
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Figure 4.1: Internet movie database schema4
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4.1.1 IMDB Relations Graph Structure
In Figure 4.2, we have shown how the 21 relations are interlinked with each other. We have
given each relation an id. The id’s of all 21 relations are shown in Table 4.1. There are overall
51 joins between these relations.

4.1.2 Description of Tables
title

This table contains the information about the original titles of the movies, daily
entertainment programs, video-games and year these programs have been produced. For
the daily entertainment programs, it also contains the information about the series and
the episodes.

aka_title
It is the short keyword of ‘alternate title’. Generally, the same film with the
the original title may have the multiple titles based on the languages and
the different countries. This table will be giving the information of when
and where these alternative titles have been used.

name
This contains the information such as name, the surname of the actor, actress,
crew-members who are involved in different entertainment programs.

aka_name
It contains the details of the alternative names of people who involved in different
languages and countries for the same film.

char_name
It tells what name every character involved in the film or program had.

person_info
This table has the details of the person real name, nickname, birth and death, gender,
height, biography, and background.

company_name and movie_companies
These give the information of the production companies who produced what programs
and in which locations.

company_type
Company_type table tells us what type of the production company is it, like
distributors or special effects companies etc.
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IMDB tables

id relation

0 title

1 kind_type

2 aka_title

3 info_type

4 movie_info

5 movie_info_idx

6 cast_info

7 role_type

8 name

9 person_info

10 aka_name

11 movie_keyword

12 keyword

13 movie_companies

14 company_type

15 company_name

16 char_name

17 complete_cast

18 comp_cast_type

19 link_type

20 movie_link

Table 4.1: IMDB tables
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Figure 4.2: Internet movie database graph structure
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role_type

People will play different roles in different entertainment programs like an actor,
director, producer, sponsor, writer, costume designer etc.

cast_info

Cast_info contains the id’s of the actor’s, ids of the movies or programs and the role ids
of the actors involved in the film.

kind_type

It tells that the particular title belongs to what categories like movie or video-games or
daily programs etc.

info_type, movie_info and movie_info_idx

These tables contain the important information in the IMDB. It has the information like
program released dates, ratings of each program, top and bottom listed information, re-
muneration given to particular actor or actress, budget spent for each program, genres,
languages etc.

Keyword and movie_keyword

These contain the key information of the programs such as the genre of the movie as
action or love or friendship or friction as well as the key aspect of the movie.

link_type and movie_link

These tables are used to identify the kind of link between the two movies like is one
movie remake of other or an alternate language version or spoof etc.

complete_cast

It consists of the movie id’s and the status id’s.

comp_cast_type

It consists the information on the types of cast.

4.2 IMDB Query Use Case
For more than 30 years, almost all the research papers adopted the standard benchmarks like
Star schema or TPC-extension benchmarks for query processing as well as query optimization
since these benchmarks have performed well for query engine evaluation. But they are not
selectable ones for the correct cardinality estimation component [42]. For scaling the
benchmark data, data generators use the same hypothesis such as independence, uniformity
which is similar to query optimizers [42]. Furthermore, many of these research papers have
used synthetic datasets. But there are very few research papers which have created their own
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benchmark using the real-world datasets. In fact, these papers have proven their best to solve
some of the above-mentioned issues. So, we have used the online Internet Movie
Database(IMDB) which contains real-world dataset. It has millions of dataset. The advantage
of the use case is it provides realistic answers for any query asked by a programming
enthusiast or video-gamer.

4.2.1 Query Use Case Example

Here we have created one query and ran in MySQL workbench to show the join order of a
query after it has been executed. The query is about finding all the movies produced in
Germany which are related to ’heaven’ having the highest ratings on a scale. It is an SFW
query i.e, Select-From-Where clause query. Query has overall 10 relations, title, kind_type,
aka_title, keyword, movie_keyword, company_name, movie_companies, info_type,
movie_info, movie_info_idx with 9 join predicates. The thick line represents the key or
foreign key edges with an arrow heading to the primary key and a dotted line represents
foreign key joins. The query graph from our use-case is shown in Figure 4.3.

sample Query is

SELECT distinct t10.keyword as Heaven,t3.title,t8.note,t9.name,t9.country_code,
t6.info
FROM kind_type t1, aka_title t2, title t3, movie_info t4, info_type t5,
movie_info_idx t6, movie_keyword t7, movie_companies t8, company_name t9,
keyword t10
WHERE t10.keyword=’heaven’ and t1.id=’1’ and t5.id=’18’ and t6.info_type_id=’101’ and
t6.info>=’8.6’ and t9.country_code=’[ge]’and t1.id=t2.kind_id and t2.movie_id=t3.id and
t3.id=t4.movie_id and t4.movie_id=t6.movie_id and t4.info_type_id=t5.id and
t6.movie_id=t7.movie_id and t7.movie_id=t8.movie_id and t8.company_id=t9.id and
t7.keyword_id=t10.id and
t2.movie_id=t8.movie_id;

the join order of one of the queries executed using IMDB dataset when run in MySQL work-
bench is shown in Figure 4.3
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Figure 4.3: Join order



5. Evaluation Results

In this chapter, we have evaluated the performance of GOO and DP with respect to execution
cost for the number of relations and also for the time required for the different number of
relations to be optimized. We plotted the graphs based on the results we got by running the
queries in our private GOO database framework. For each query graph, we have 12 repetitions
and the average values of all these iterations are taken. We have considered absolute and relative
results for the more clear understanding of the both approaches performance. The absolute
value cost and runtime graphs and their values are shown in the appendix chapter.

The relative value graphs are drawn by dividing the GOO approach with DP approach in order
to provide more clear insight by considering DP as a baseline to known the performance of
GOO approach. Relative values are considered for both cost and runtime. Cost graph is the
execution cost comparison for each join up-to maximum of 20 relations in both GOO and DP.
Runtime is the time required for optimizing the query for different number of relations. In
cost graphs, the scale on the x-axis is always the number of relations and on the y-axis we
considered cost. In runtime graphs, on the x-axis scale, the number of relations are taken and
on the y-axis, the runtime for the different number of relations are drawn. We depicted the
behavior of GOO and DP approaches for five different topological query graphs, cyclic, linear,
star, clique, and IMDB.

Evaluation Setup

The implementation of GOO and the tests for evaluating the performance of GOO and DP
on five different topologies are generated on Intel Pentium(basic version) with 2GB ram at
2.40GHz and the 64-bit processor. The Operating system we used is Ubuntu 16.04 version. We
run the code by using compiler flags -g and -o.

5.1 Different Query Graphs
5.1.1 Linear Graph
In linear query graph, the costs for 20 relations are shown in Figure 5.1. We have set the min
and max value on the y-axis scale from 0 to 2 in order to study more clearly the performance
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of the approaches. Cost required for first five relations in both approaches are almost similar.
As the number of relations has increased the cost of GOO approach has increased. For joining
of 6, 8, and 11 relations, the cost in GOO approach is 1.4-1.9 times higher than DP approach
and also GOO cost is 1.5-1.7 times more than DP for 13-16 relations. There are some outliers
for 12, 17, 18, and 19. The cost considered by GOO for these relations are (3.74, 3.15, 412,
and 2315). But we did not concentrate much on these relations. Overall in the linear graph,
compared to the DP approach, GOO approach has the cost of 1.1 to 1.8 times more for the most
number of relations. Hence the performance of DP is better than GOO.

Figure 5.1: Linear cost

The runtime of the linear graph is shown in Figure 5.2. The GOO has taken more time to
optimize a query when compared to DP. Even though DP and GOO have fewer complexities
in linear query graph, DP has optimized a query in less time as it provides an optimal solution
compared to GOO. We can see in the graph that as the number of relations increased, the time
taken to optimize a query is increased. For the first 10 relations, the time taken by GOO is
1.4 to 1.8 times higher compared to DP and for 11 to 20 relations, GOO runtime is more than
doubled the runtime of DP.

5.1.2 Cyclic Graph

In a cyclic graph, the cost for both approaches is shown in Figure 5.3. We have set a minimum
and maximum range from 0 to 16 on the y-axis. The cost of GOO approach is 1.5 to 2.6 for
the first 7 relations when compared to DP. But as the number of relations increased, the cost of
GOO is increased by 10 to 50 times compared to DP. Except for 14 relations, the cost for 11 to
16 relations are increased by 12 to 15 times for GOO compared to DP. There are some outliers
in the cyclic cost graph for 8 to 10 relations as well as for 19 and 20 relations. The costs taken
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Figure 5.2: Linear runtime

by GOO for these relations are 29 to 63 times higher when compared to DP. The costs of these
relations are 39, 64, 54, 43, and 29.3. Therefore, the DP approach has provided an optimal
solution with less runtime.

Figure 5.3: Cyclic cost



5.1. DIFFERENT QUERY GRAPHS 40

In cyclic runtime, as shown in Figure 5.4, the range of the y-axis is set in between 1 to 2.
Though initially for fewer relations, the time taken by GOO is more, but as the number of
relations increased, the time is reduced. Except for 3 relations, the time taken by GOO for first
10 relations is 1.6 to 1.9 times higher than DP. But from 11 to 20 relations the optimize time in
GOO is decreased to 1.3 times. Therefore, similar to the linear graph, DP has considered less
runtime for generating the optimal solution.

Figure 5.4: Cyclic runtime

5.1.3 Star Graph
In a star query graph, the cost taken for the number of relations is shown in Figure 5.5. We
set the scale of the y-axis in between 1 to 4. In this query graph, GOO has a similar cost for
the first 5 relations compared to DP. But except for 8 relations, the cost required for 6 to 12
relations in GOO is 1.4 to 2 times more compared to DP. There are some outliers for 14, 16,
17, 18, and 20 relations. The cost taken for GOO for 14 relations is 770 times more compared
to DP and for relations 16 to 18, the cost is 40 to 63 times more compared to DP. But the cost
for 20 relations is 7000 times higher in case of GOO approach when compared to DP.

In the star graph, the runtime for both approaches is shown in Figure 5.6. In contrast to linear
and cyclic graphs, star graph has provided better runtime in GOO compared to DP. Except for
first 7 relations, for the remaining relations, the time considered by GOO approach is very less
compared to DP. Especially for 15 to 20 relations, the time taken in GOO to optimize query is
almost negotiable and hence GOO provided much better runtime than DP.

5.1.4 Clique Graph
In the clique graph, the costs for GOO and DP approaches are shown in Figure 5.7. The min and
max values in the y-axis are set in the range of 0 to 100. When compared to the DP approach,
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Figure 5.5: Star cost

Figure 5.6: Star runtime
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the cost considered by GOO approach is 10 times higher for first 4 relations, 28 times higher
in case of 5 relations and 66 times more for 6 relations. There are some outliers for 8 and 10
relations. GOO has a cost of 283 times more for 8 relations and 605 more cost compared with
DP approach. Hence, in the clique query graph, DP provides an optimal solution with less cost.

Figure 5.7: Clique cost

The clique runtime for both approaches is shown in the Figure 5.8. Similar to the behavior of
star graph, GOO approach has taken less time for clique topology. Compared to DP, though the
time taken by GOO for first 7 relations is 1.2 to 1.85 times more. GOO has taken very less time
for the remaining relations. Especially, for 12 to 15 relations, a time considered by GOO is 10
times better compared to DP. Hence in the clique graph, the runtime of GOO is much better
compared to the DP approach.

5.1.5 IMDB Graph

The cost graph of IMDB query is shown in Figure 5.9. The scale of the y-axis ranges from 7 to
17. Though we considered the relative values for linear, cyclic, star, and clique graphs, in this
IMDB cost, we considered the absolute values (where tesults of GOO are not divided by DP).
Comparing to other four graph topologies, there is a huge difference with respect to cost in this
IMDB topology. Hence, we could not clearly show the behavior of GOO approach against DP
approach using relative values. There are some outliers for 2 relations(10, and 20). The cost
of these 2 relations are (1.59434665077372E+299, and 1.24832718091445E+299). In IMDB
use case, Comparing to the DP approach, GOO has considered higher costs for most of the
relations. Compared to DP costs, the cost of GOO for only 13 and 16 relations are almost same
as DP cost. But for the other number of relations, the cost required by GOO is 9 to 16 times
higher than DP. Overall DP has provided an optimal result with for low cost compared to GOO.
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Figure 5.8: Clique runtime

Figure 5.9: IMDB cost
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In Figure 5.10, for optimizing a query, the time taken by GOO is less compared to DP. Though
for the first 8 relations, GOO has taken more time compared to DP to optimize a query. But
then, the DP has taken more runtime as the number of relations is increased. Especially for
relations from 13 to 20, the runtime of DP is vastly increased compared to GOO. Hence, GOO
has taken less time for larger queries compared to DP.

Figure 5.10: IMDB runtime

5.1.6 Discussion

From seeing the evaluation results of all five topologies based on cost and runtime, the per-
formance of GOO approach is lower compared to the DP approach with respect to cost. But,
when compared to the DP approach, GOO approach has taken less runtime for larger queries
except in case of linear and cyclic query graphs. On the other hand, GOO approach has taken
more runtime for linear and cyclic graphs, because linear and cyclic graphs are having the sim-
ple structure as compared to other topologies. So they have fewer complexities for both GOO
and DP approaches. But compared to GOO, since the DP approach provides an optimal solu-
tion, the runtime taken by DP is less compared to GOO. But GOO approach can still provide
a better performance or a similar performance to that of DP approach when GOO approach is
implemented using other query use cases.



6. Conclusion

In recent years, as the database technology is growing, and as the new commercial applications
are introduced, the severity of the query optimization is increased due to increase in the number
of relations in query expressions. Dynamic programming introduced by system R generates
optimal solutions for queries having a maximum of 10 relations. But as the query expression
increases, the efficiency of dynamic programming decreases with respect to optimize time.
Algorithms like heuristics, genetic and randomized provide different techniques to achieve
feasible solutions. But the results are not optimal. Heuristic algorithm executes the query
in less time, but the execution cost is high. Randomized and genetic algorithms provide better
solutions, but the time taken is more. For this problem, we focused on one of the greedy
algorithms known as greedy operator ordering algorithm(GOO algorithm).

We have implemented the GOO in GOO framework. Then we evaluated the GOO results with
dynamic programming on linear, cyclic, star, clique, and IMDB topologies. IMDB is a real-
world dataset and also provides more complexities compared to other four graphs. From the
results, we have discovered that the dynamic programming approach continues to generate op-
timal solutions for less number of relations in efficient time. But as the number of relations are
increased, the dynamic programming approach has failed to provide optimal result in less run-
time. Comparing to GOO approach, DP approach has taken less runtime for linear and cyclic
graphs as these graphs have a simple structure and having fewer complexities to execute in DP,
and as DP always generates optimal solutions . Therefore, the DP approach provides optimal
results for less complexity graphs. Also, compared to the other four topologies, GOO and DP
have considered more cost for IMDB use case as this use case have more complexities. On the
other hand, GOO approach though it does not generate optimal solutions still the solutions are
valid. Especially, it generates valid solutions for larger queries in considerable time.

Finally, we conclude this thesis by suggesting that dynamic programming approach is better
option to use for less number of relations and GOO approach might be suitable to provide
better or optimal solutions for specific query use cases. As GOO considers high costs in case
of IMDB query use case, so selecting the randomized and genetic algorithms are expected to
provide better results as these algorithms provide better solutions for larger queries in most of
the cases.
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7. Future Work

As we have implemented GOO and evaluated with dynamic programming using the IMDB
real-world dataset. For future work on this thesis, we would like to use some benchmarks
or other datasets to evaluate GOO and dynamic programming approaches and compare our
generated results with other datasets. The other interesting aspect would be creating some set
of meaningful queries on IMDB and evaluate them. The other suggestion would be evaluating
the IMDB query use case in randomized algorithms or genetic algorithms and compare the
results with GOO and DP algorithms. Since, randomized and genetic algorithms provides
better results for larger queries so, evaluating IMDB on these algorithms might provide a better
result.

Regarding our present implementation, GOO has taken more execution time in linear and cyclic
graphs for 20 relations. So, in future, by using profilers we want to optimize our implementation
to reduce the runtime.
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A. Appendix

Evaluation Result Tables

The cost and runtime graphs shown in this chapter for all the five topologies are drawn by
converting the absolute values to log10.

For cost graphs, the scale on x-axis is ’relation’, and on y-axis is ’cost’ for different number
of relations are shown.

For runtime graphs, on x-axis, ’relation’ are shown and on y-axis, runtime for different rela-
tions are taken.

A.1 Cost
LINEAR COST

Table A.1: Linear query cost

Relation DP Cost GOO Cost
3 2.3783979009 2.4166405073
4 2.3692158574 2.3692158574
5 2.6444385895 2.6570558529
6 3.2253092817 3.3909351071
7 2.525044807 2.5751878449
8 3.959518377 4.1931245984
9 5.8603380066 5.8802417759
10 5.5477747054 5.6444385895
11 4.5037906831 4.7781512504
12 3.3692158574 3.9415114326
13 4.968015714 5.1818435879
14 2.7895807122 2.9745116927
15 5.2041199827 5.4377505628

Continued on next page
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Table A.1 – continued from previous page
Relation DP Cost GOO Cost
16 5.079181246 5.2966651903
17 2.927370363 3.4265112614
18 2.9712758487 5.5865873047
19 2.9694159124 6.3344537512
20 5.8512583487 5.9881128403

CYCLIC COST

Table A.2: Cyclic query cost

Relation DP Cost GOO Cost
3 2.0293837777 2.0755469614
4 2.532754379 2.9552065375
5 2.7379873263 3.1643528558
6 2.5092025223 2.6989700043
7 2.492760389 2.492760389
8 4.3560258572 5.954724791
9 3.3765769571 5.1818435879
10 4.1553360375 5.8836614352
11 3.9576072871 5.0413926852
12 2.7937903847 3.9201233263
13 4.0043213738 5.123851641
14 2.8767949762 3.1335389084
15 5.8388490907 6.9614210941
16 5.6344772702 6.8228216453
17 2.8876173003 3.103803721
18 2.8915374577 3.2430380487
19 7.8075350281 9.4456042033
20 5.591064607 7.0569048513

STAR COST

Table A.3: Star query cost

Relation DP Cost GOO Cost
3 2.2624510897 2.2624510897
4 3.7007037171 3.7226339225
5 3.5550944486 3.5658478187
6 3.2966651903 3.45484486
7 3.0413926852 3.278753601
8 2.5575072019 2.5954962218
9 3.3996737215 3.5224442335

Continued on next page
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Table A.3 – continued from previous page
Relation DP Cost GOO Cost
10 5.53529412 5.6263403674
11 2.9299295601 3.2430380487
12 4.6839471308 4.9898945637
13 2.767897616 2.767897616
14 2.8305886687 5.7168377233
15 2.8325089127 3.3404441148
16 2.7979596437 4.5987905068
17 2.9350031515 4.4668676204
18 2.9449759084 4.5717088318
19 2.9523080097 3.0253058653
20 3.0043213738 6.8494194138

CLIQUE COST

Table A.4: Clique query cost

Relation DP Cost GOO Cost
3 2.1233779037 2.2347829419
4 2.44393699 3.4421158754
5 2.5555647803 4.0028008343
6 2.5502772849 4.3728199817
7 2.4880456261 2.6155534323
8 2.6578672442 5.1103304029
9 2.5633517271 3.3794161173
10 2.6010512575 5.3833215689
11 2.7052545891 4.3744568861
12 2.765651421 2.828263438
13 2.7918597033 2.7920364034
14 2.7919031838 4.4432473369
15 2.935218984 4.1583685239

IMDB COST

Table A.5: IMDB query cost

Relation DP Cost GOO Cost
3 7.7781403929 9.1334686492
4 7.6187967399 9.906584447
5 7.664683335 15.1759117136
6 7.7313711606 12.1234302036
7 7.7835305544 12.4980912831
8 7.9364911224 11.9078438274

Continued on next page
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Table A.5 – continued from previous page
Relation DP Cost GOO Cost
9 7.8617834465 11.7946218696
10 7.9729522522 307.175535006
11 7.9230542973 14.3861296136
12 7.9789949113 9.4526051448
13 7.9851092829 7.9869700317
14 7.9909858178 12.1753378288
15 8.0486088078 14.0700156893
16 8.061486407 8.0615316401
17 8.0690832183 15.4685540881
18 8.0002648389 12.9404088941
19 8.0796550923 15.7905061264
20 8.0792065792 307.175535006

A.2 Runtime
LINEAR RUNTIME

Table A.6: Linear query runtime

Relation DP Runtime GOO Runtime
3 5.5241623581 5.5978311558
4 5.5777674549 5.8201252377
5 5.7656551458 5.8888554108
6 5.8441981187 6.090455575
7 5.8711875033 6.1503203919
8 5.9767405308 6.2553617676
9 6.1520864423 6.3526956474
10 6.1531774315 6.4238059983
11 6.1367871327 6.4455216951
12 6.2203487147 6.5648707379
13 6.2669439575 6.6328397888
14 6.243035567 6.5778535612
15 6.3432628197 6.6232523925
16 6.338667613 6.6609877839
17 6.3442134097 6.708886391
18 6.4728704915 6.8004565609
19 6.5210896807 6.8962880618
20 6.5715644311 6.9569877243
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CYCLIC RUNTIME

Table A.7: Cyclic query runtime

Relation DP Runtime GOO Runtime
3 5.347089867 5.4537493622
4 5.4405312704 5.6775321308
5 5.6434556376 5.9049712873
6 5.6820475523 5.957036152
7 5.7815916758 5.9956492322
8 5.8644458133 6.1155672465
9 6.084204377 6.2899544265
10 6.1608765222 6.3754935201
11 6.2852714357 6.3701928482
12 6.2338511584 6.436049684
13 6.3092276199 6.4944078586
14 6.4107856662 6.5557629167
15 6.4655389909 6.5953848783
16 6.527032819 6.7276705502
17 6.6542757153 6.8354806646
18 6.7340129081 6.8830819895
19 6.7842641511 6.93462872
20 6.8556281699 6.979652156

STAR RUNTIME

Table A.8: Star query runtime

Relation DP Runtime GOO Runtime
3 5.3646447853 5.4980623146
4 5.481886729 5.6637329546
5 5.6230548484 5.8988622479
6 5.7959244868 5.9745130744
7 5.9585280489 6.094656267
8 6.1897877891 6.2243051083
9 6.4901622268 6.4139281141
10 6.7892767407 6.506833673
11 6.9805569147 6.5186415774
12 7.3124735577 6.6136399495
13 7.6358063319 6.7110864614
14 7.9557368041 6.6967843555
15 8.3238500038 6.7578824395
16 8.6081268555 6.8177709002
17 8.889340367 6.9987770436
18 9.2074243044 6.9580868051

Continued on next page
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Table A.8 – continued from previous page
Relation DP Runtime GOO Runtime
19 9.536515516 7.1418321604
20 9.8692992062 7.2962745883

CLIQUE RUNTIME

Table A.9: Clique query runtime

Relation DP Runtime GOO Runtime
3 5.4051994642 5.520538553
4 5.5710469892 5.7830913753
5 5.7680339601 6.0396123819
6 6.0486204568 6.2706951364
7 6.396671756 6.5016890119
8 6.8250201971 6.7010167808
9 7.2795505996 6.7911690422
10 7.8663871858 7.0953123486
11 8.3199987256 7.1982583426
12 8.8311810092 7.2814651732
13 9.3634954004 7.4676894819
14 9.8838771096 7.5455916037
15 10.4302234518 7.6801650262

IMDB RUNTIME

Table A.10: IMDB query runtime

Relation DP Runtime GOO Runtime
3 5.5319257549 5.5850804144
4 5.6634728845 5.7904132515
5 5.8134321955 5.9656273174
6 6.081458928 6.1442004602
7 6.2547462075 6.2451917636
8 6.3261268576 6.370307644
9 6.5606800091 6.5623440249
10 7.0893963713 6.6298732107
11 7.408470623 6.7162070802
12 7.5938739607 6.83314201
13 8.1113129319 6.915752721
14 8.3474724796 6.9309724509
15 8.7680302557 7.0224159979
16 9.1315737571 7.1108253101
17 9.4641988276 7.1519058745

Continued on next page



A.3. ABSOLUTE VALUE COST AND RUNTIME GRAPHS 55

Table A.10 – continued from previous page
Relation DP Runtime GOO Runtime
18 9.6457346132 7.205786102
19 10.0763673311 7.2917039893
20 10.4165905856 7.4509953917

A.3 Absolute Value Cost and Runtime Graphs

Figure A.1: Linear graph cost

A.4 Join Selectivities
Table A.11: Join selectivity values

Left Table ./ Right Table Table Sizes Selectivity
aka_title ./ movie_company 515643, 4784207 1.25e-6
aka_title ./ movie_keyword 515643, 7200278 2.73e-6
aka_title ./ movie_link 515643, 2530092 2.74e-6
aka_title ./ complete_cast 515643, 135086 2.13e-6
aka_title ./ movie_info 515643 , 24972571 1.37e-6
aka_title ./ movie_info_idx 515643 , 2280011 9.26e-7
aka_title ./ cast_info 515643, 61375706 2.01e-7
cast_info ./ aka_name 61375706, 1279133 1.60e-7
cast_info ./ role_type 61375706, 12 3.26e-3

Continued on next page
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Table A.11 – continued from previous page
Left Table ./ Right Table Table Sizes Selectivity

cast_info ./ person_info 61375706, 4048009 1.38e-6
cast_info ./ name 61375706, 6278675 1.59e-7
cast_info ./ char_name 61375706, 2763179 1.62e-8
cast_info ./ movie_link 61375706, 2530092 7.58e-7
cast_info ./ complete_cast 61375706, 135086 1.58e-8
complete_cast ./ movie_link 135086, 2530092 2.57e-6
complete_cast ./ comp_cast_type 135086, 4 2.57e-6
kind_type ./ aka_title 7, 515643 0,1428
link_type ./ movie_link 18, 2530092 5.55e-2
movie_info ./ movie_info_idx 24972571, 2280011 6.00e-8
movie_info ./ cast_info 24972571, 61375706 9.01e-8
movie_info ./ movie_companies 24972571, 4784207 3.08e-8
movie_info ./ movie_keyword 24972571 , 7200278 2.38e-7
movie_info ./ complete_cast 24972571 ,135086 1.58e-7
movie_info ./ movie_link 24972571, 2530092 5.08e-6
movie_info_idx ./ cast_info 2280011, 61375706 4.01e-7
movie_info_idx ./ movie_companies 2280011, 4784207 6.25e-7
movie_info_idx ./ movie_keyword 2280011, 7200278 9.84e-7
movie_info_idx ./ complete_cast 2280011, 135086 9.75e-7
movie_info_idx ./ movie_link 2280011, 2530092 8.91e-7
info_type ./ movie_info 113, 257641243 8.84e-3
info_type ./ movie_info_idx 113, 2280011 8.84e-3
info_type ./ person_info 113, 4048009 8.84e-3
movie_companies ./ company_name 4784207, 352569 2.83e-6
movie_companies ./ company_type 4784207, 4 0.25
movie_companies ./ movie_link 4784207, 2530092 1.28e-6
movie_companies ./ complete_cast 4784207, 135086 1.12e-5
movie_keyword ./ keyword 7200278, 222746 4.48e-6
movie_keyword ./ complete_cast 7200278, 135086 2.57e-6
movie_keyword ./ movie_link 7200278, 2530092 3.28e-6
movie_keyword ./ movie_companies 7200278, 4784207 1.75e-6
name ./ person_info 6278675, 4048009 1.59e-7
name ./ aka_name 6278675, 1279133 1.59e-7
title ./ kind_type 4189165, 7 0.142
title ./ aka_title 4189165, 515643 2.01e-7
title ./ cast_info 4189165, 61375706 2.22e-7
title ./ movie_info 4189165, 24972571 2.14e-7
title ./ movie_info_idx 4189165, 2280011 2.16e-7
title ./ movie_companies 4189165, 4784207 2.17e-7
title ./ movie_keyword 4189165, 7200278 2.11e-7
title ./ movie_link 4189165, 2530092 6.88e-9
title ./ complete_cast 4189165, 135086 2.20e-7
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Figure A.2: Cyclic graph cost

Figure A.3: Star graph cost
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Figure A.4: Clique graph cost

Figure A.5: IMDB graph cost
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Figure A.6: Linear graph runtime

Figure A.7: Cyclic graph runtime
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Figure A.8: Star graph runtime

Figure A.9: Clique graph runtime
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Figure A.10: IMDB graph runtime
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