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Abstract

With the pervasive digitization of everyday life, companies and societies are requiring
ever-improving technologies to store and query very large data repositories. Apart from
data volumes, the variety in the kinds of workloads, constitutes an essential management
challenge. Workloads (i.e., a set of queries, executed by an application or a user, arriving
at a given rate) can have different resource requirements and favor different configurations
from the underlying systems. Traditionally, database administrators (DBAs) monitor
and tune systems round the clock, to provide efficient support for expected workloads.
However, this is a costly, complex, error-prone solution, that might not handle well
dynamic workload changes over time. Seeking to improve this situation, self-driving
data systems have been proposed, as solutions that aim to run with minimal human
intervention.

The construction of self-driving data systems relies on machine learning models for two
tasks: a) forecasting workloads, based on past experiences; and b) deciding automatically
which system-tuning actions to perform for a predicted workload. In this Thesis we
study alternative solutions for machine learning models on the first of these tasks, based
on a state-of-the-art query forecasting system (QueryBot 5000).

QueryBot 5000 proposes an end-to-end process consistent of: a) mapping a log of
templatized queries into a set of arrival-rate time series, b) clustering the series (as
a means of data reduction), and c) forecasting the top cluster centers over different
horizons. In our work we study in detail the clustering step of this process, using an
open-source dataset of queries.

Specifically, we research whether different choices in the clustering configuration proposed
can contribute to improve the forecasting accuracy for the top clusters. Formally, we
study the use of alternative data representations (HMM vs. raw data), similarity metrics
(cosine similarity, euclidean distance, fast DTW, pearson correlation coefficient and
kullback liebler distance ) and clustering algorithms (DBScan vs. KShape). We find
that choices such as HMM with KL and Fast DTW, improve the MAPE in 3-7% over
the current solution. Nonetheless, we also find that accuracy alone is perhaps not a
sufficient indicator for the quality of the generated clusters; suggesting that other signals
which consider human input (e.g. DBA clustering quality assessments) could also help
in driving forward the choice of configuration.
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Based on our finding that different clustering approaches lead to different forecasting
improvements, we propose and prototype an early solution to turn the configuration of
the clustering into a partially-automated process through the use of contextual multi-arm
bandits. In this setting, contextual bandits can potentially recommend for a dataset and
a forecasting horizon, the most promising configuration to adopt in order to improve
a reward (i.e. minimum MAPE for the forecasts, or a DBA-provided qualitative score
for the clustering/forecasting). To assess the feasibility of the approach we offer a first
prototypical implementation that is tailored to our dataset and uses the Vowpal Wabbit
library, with Bagging and Online-Cover bandits. We report that the bandits are able
to converge with relative ease to a solution. As future research directions we highlight
extending our study to other datasets, considering prototype formation as an alternative
configuration choice, standardizing measures on clustering goodness complementing the
forecasting accuracies, and finally extending our contextual bandits beyond a specific
dataset by providing features of the dataset (e.g. images of the time-series) as part of
the context.
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1. Introduction

In this era of big data, where the data produced ranges from a few hundreds to millions
of records, one challenging and important aspect is the efficient storage of data, such
that further meaningful analysis can be supported. Databases are one of the main tools
for efficient storage, however they are also challenging to maintain since they require to
be configured to match an expected workload.

Current research suggests that database administrators (DBAs) spend almost 25%
of their time sitting in front of the system trying to tune it for expected workloads
and ensure that all the queries execute smoothly[MVAH+18]. This live reorganization,
however, usually happens based on intuition and without a clearly defined model about
the future. Such state of affairs is not an adequate solution, since there are dynamic
changes in the workload compositions over time, new versions of database systems come
relatively often, and other issues can invalidate the assumptions of DBAs.

One improvement over the common practice is the use of forecasting models to predict
future workloads, based on past experiences. In practice these forecasts are used to
optimize data management tools in two main ways:

• Operational level : Optimizations at the Operational level correspond to changes
which can be made without affecting database internals. An example of these
changes is elastic database provisioning, wherewith compute resources are au-
tomatically assigned to a distributed database, such that with the use of more
replicas there is a higher availability to process requests.

• Internal level : Optimizations at the Internal level can mainly be done in either
the query engine or the storage engine. One example could be the adaptation of
data layouts for data partitions as done in self-driving database systems[PAA+17].
Self-driving database systems are database systems that use machine learning
models to understand the application workloads over time and to predict changes
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in the near future, using these predictions, in turn, to manage the required physical
resources and optimizations, without any human intervention[PAA+17].

These two approaches constitute different domains, with regards to the forecasting task.
Requiring either load or query forecasting.

Load forecasting is targeted on anticipating the required hardware resources with respect
to an incoming workload pattern, consisting of requests lumped together disregarding
most details of the query that constitutes each request.

The majority of the previous works on elastic provisioning hammer away at the possibility
of having a reactive system. A reactive system does not use forecasts and only triggers
a reconfiguration after an extra load is received by the system. This reconfiguration in
turn leads to more latency. P-store is an example of an elastic system which concentrates
on load forecasting using time-series prediction techniques ahead of time such that the
reconfiguration could be done way before the extra load reaches the system, to avoid
long latencies [TESS+18].

In the following we illustrate some benefits of forecasting in elastic provisioning, compared
to alternatives. We show the four different P-Store scaling scenarios encountered in load
forecasting in Figure 1.1. The first case (a) is run on a statically configured storage, with
no elasticity, and this is used as a baseline for the comparisons. As we see, there are 2
spikes which could be caused by transient skewness in the requests. 10 machines are
allocated for 10 node clusters, and there are idle machines during periods of low activity.
Now for the same approach of a static configuration, in (b) the number of machines
is reduced to 4, but this leads to a drastic increase in transaction latencies though we
were successful in reducing the number of idle machines. E-store, as depicted in (c),
embodies a reactive elasticity approach. The ongoing reconfiguration is highlighted by
the light sections of the throughput and latency curves. The duration where there is no
movement in the data is shown by the black sections. The number of machines assigned
at every time point is shown by the red line.This approach leads to a higher waiting
time at the start of the peak load as reconfiguration needs to be done but the usual daily
load changes can be handled by the system. Finally, (d) depicts the use of P store, with
a reconfiguration based on forecasting. As we can see from the figure there are fewer
latencies and the system is robust enough to handle the spikes as the reconfigurations
are done earlier based on predictions before the additional load reaches the system.

Load forecasting can mainly help the DBMS in the operational maintenance which are
mainly handled from the outside of the database. But, internal actions can be mainly
benefited by the use of query forecasting.

The main motivation behind query forecasting is the ability of being able to learn and
predict the future workload patterns with regards to fine-grained details i,e., we focus
more on the specific kinds of queries themselves, unlike the case of load forecasting
where the focus is on anticipating future requirements for hardware resources generally
irrespective of query details.
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Figure 1.1: Comparison of Elasticity Approaches
([TESS+18])
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Query forecasting for an autonomous database system is a research area still in the early
stages and there are limited resources available at the moment. [MVAH+18] is a notable
contribution in this area which we highlight this work, as it also serves as a base for our
research.

There are several dimensions to be considered for systems that use query forecasting, as
listed below:

1. Workload patterns and compositions change over a period of time in a real-
world application, the forecasting model should be trained using a richer dynamic
workload representation for the model to be able to predict these dynamic workload
changes. [MVAH+18] uses time series to better train the models to handle this
challenge.

2. In a real-time application, millions of queries are produced on a day to day basis,
and the prediction of the arrival rate for each query is expensive and not feasible.
Hence, there is a strong need of a data reduction technique that can group queries
meaningfully by exploiting similarities between them. In addition, this data
reduction technique should seek to help with the predictions. [MVAH+18] suggest
templatizing the queries and using time-series clustering as an effective technique
to reduce the number of queries to be ultimately forecasted.

3. Selection of logical vs. physical features for clustering and prediction. [MVAH+18]
uses logical features and arrival rates. Authors also show that clustering based on
arrival rates is useful over clustering on physical features.

4. There is a lack of available datasets for query forecasting, which can be used.
There is a need for the data to be collected by other real world applications.
There are 3 real-world sample workloads used for query forecasting in previous
work[MVAH+18], representing different kinds of workloads i.e., cycles, spikes and
workload evolution. But, unfortunately, as of the date of writing this Thesis, not
all of these are open source and only 2% of the sample workload which models a
cyclic workload is available.

5. There exists a high variability in the types of new age database systems i.e., SQL
,NOSQL systems which are not addressed in previous work [MVAH+18].

Previous work in query forecasting has considered the workload modeling of the databases
in various contexts like, build a model that only models the resources anticipated in
the future but, the target application’s representation is in no way incorporated to the
model[AÇR+12]. These models consider the query latencies to predict the hardware
resources required in the future at the plan level and operator level and proposes a
hybrid approach which combines these into a single model. Other works consider the
possibility of answering “what-if” questions about the changes in composition of the
OLTP workloads over time [MCJM13]. Forecasting models incorporate the database
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logs produced by a system during the normal operation and point out that even a
small training data can provide a reliable performance metric forecast in terms of the
expected bottlenecks of resources, the required resources by each transaction or a set of
transactions and the excepted system throughput. Both of these approaches have the
drawback of being dependent on the database design and the physical resources, hence
being difficult to adapt when these change.

[MVAH+18] uses an approach which is not concerned by the physical resources required
by the target workload but rather the logical composition of these workloads and their
arrival rates is considered. The past arrival rates of these queries are clustered depending
on their pairwise similarities and these cluster centers are used for forecasting. This
enables the database management system to learn the workloads and predict the future
query arrival rates, and to also successfully anticipate the changes in the workload
compositions with time. Dependency on the physical resources and the database design
are eliminated in this approach which in turn reduces retraining the models often and
results in reduction of cost and deployment from a business perspective. Our research
mainly considers this approach as existing work suggests it is more robust and cost
effective.

Though previous work has given ample attention to developing a workable solution
that encompasses the areas of online clustering and an ensemble of forecasters, there is
very little prominence given to the role of the time-series clustering and its impact on
the quality of the predictions. Previous work [MVAH+18] uses only a single clustering
technique and do not place an emphasis on the significant role of this on the overall
forecast accuracies. This thesis seeks to consider such gap, by evaluating the impact
of different time-series clustering techniques on the forecasting accuracy. We evaluate
time-series clustering in terms of diverse time-series representations, similarity metrics,
clustering techniques on the overall forecast accuracy.

Though ensembles of forecasters can be used to make decisions, there is no clear concept
for how a group of different clusterings and then forecasts can be maintained in the
context of autonomous forecasting. Hence, in addition to our study on the role of
clustering, we propose to study the feasibility of adopting contextual multi-arm bandits
as a solution for deciding on the optimal clustering approach for a dataset. In the recent
past there has been an increase in the use of the contextual bandits to solve real-world
machine learning tasks in various domains. A contextual bandit contains a learn which
repeatedly observes a given context, action is chosen based on the given context and the
corresponding reward is chosen in accordance with the previous chosen action [BAL18].
We mainly use Bagging and Online Cover bandits. Specifically we evaluate how the
forecast horizon can be provided as a contextual into a multi-arm bandit, which could
then learn based on using the best MAPE obtained as a feedback, to recommend a
clustering approach.

We close this section by summarizing the main challenges in workload forecasting which
needs to be addressed by a forecasting model framework as listed below :
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• Firstly,the target application queries have varying arrival rates. A forecasting
model must be capable of learning and characterizing these queries accurately
with respect to their past arrival rate patterns.

• Secondly, different workloads have varying arrival rates, but in some cases there
is a high possibility of multiple patterns being present in a single workload if a
workload contains different classes of sub queries. A forecasting model should be
able to identify and accurately characterize these different patterns.

• Thirdly,changes in the composition and the query volumes of the workloads are
expected to occur over a period of time. A forecasting model should be able to
handle these changes without any human intervention.

• Lastly, a real-world target application can have millions of queries on a day to day
basis and its not worthwhile to build a forecasting model for each query. Reduction
of these queries to be considered for forecasting should not have a significant effect
on the accuracy of the overall forecasts.

1.1 Research aim

The focal points of this thesis are mentioned below:

1. Would the choosing of a similarity metric have an impact of the overall forecast
accuracy?

2. What is the change in the overall forecast accuracy using different clustering
techniques?

3. Will converting the raw time series to a model-based representation before cluster-
ing have an impact on the overall clustering?

4. Comparison of the forecasting accuracy of our models against an automatic
forecasting tool. What is the overall difference in the overall forecasting queries?

5. If we can show that different approaches to clustering yield different forecasting
accuracies; can we create a concept for recommending a clustering approach that
would minimize the forecasting errors, given an expected horizon?

1.2 Research methodology

Data Mining is an innovative field and it requires a diverse set of skills. There is a
strong need for a process model to ensure the success of a data mining project as relying
just on the people or the working concepts of the project are not enough. A standard
model that details all the phases of a project is of paramount importance as it can help
businesses reuse relevant aspects and also learn from their previous mistakes.
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The CRISP-DM (CRoss Industry Standard Process for Data Mining) defines an industry
and technology-independent process model which can contribute towards bridging the
gap between the data mining projects, necessary skills and personnel and a common
standard to ensure success of the project[WH00]. The objective of the CRISP-DM
process model is to open the doors towards making large projects in the area of data
mining cost-effective as well as reliable thereby providing improved capabilities and
facilitating the management of the project.

In our study, we conform to the CRISP-DM process model to address our research
questions and highlight the different phases below:

• Business Understanding : This phase involves formulation of the data mining prob-
lem definition by translating business requirements. At this point,it is important
to choose reasonable goals which can be achieved. By the end of the phase, an
initial project plan has to be decided upon.

• Data Understanding : This phases involves the collection of the initial data and
analyzing this data to identify any potential problems, understanding the data
and the possibility of forming hypothesis to uncover unknown information. The
deliverables of the Business Understanding are strongly dependent on the initial
knowledge of the underlying data.

• Data Preparation: This phase involves preparing the final dataset, which is
compatible to be fed to the modeling tool. Typical Data Preparation steps include
deciding the attributes to be used, data cleaning, data transformation etc... and
these steps may have to be performed multiple times.

• Modeling : This phase involves identification of one or several modeling techniques
and employing these approaches with predefined parameter settings. The previously
constructed dataset may need rework depending on the suitable form accepted by
the selected models.

• Evaluation: This phase involves ensuring that the models produced are of high
accuracy and satisfy all the planned business requirements. The data mining result
analysis is finalized.

• Deployment : This phase involves the creation of user-readable documentation and
implementation of the data mining process based on what is defined on the end
user agreement.
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Figure 1.2: CRISP-DM Process Model
1
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1.3 Structure of the thesis

The structure of the thesis is as listed below:

• Chapter 2: Presents an overview of the theoretical background on all the compo-
nents used in our research. It provides a solid understanding of the time series
and their representations, similarity functions,clustering algorithms, forecasting
models and the relevant forecasting accuracy measures. We also dedicate a section
to shed some light on database workloads(Chapter 2). This chapter is the result
of the business understanding and data understanding phases of the CRISP-DM
process model.

• Chapter 3: Provides more details on our evaluation questions and our proposed
state-of-the-art prototype(Chapter 3). This chapter is the result of the data
understanding, data preparation and modeling phases of the CRISP-DM process
model.

• Chapter 4: Discusses the evaluation results for the time series representation,
similarity metrics and the clustering algorithms(Chapter 4). This chapter is the
outcome of the modeling and evaluation phases of the CRISP-DM process model.

• Chapter 5: Discusses the evaluation results using the contextual multi-arm
bandits(Chapter 5). This chapter maps also to the modeling and evaluation phases
of the CRISP-DM process model.

• Chapter 6: We conclude our research, summarize the findings and also set a
path for future work that can be undertaken in this area. In addition we include a
section to disclose, to the best of our understanding, some threats to the validity
of our work (Chapter 6). This chapter corresponds to the deployment phase of
the CRISP-DM process model.
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2. Background

In this chapter, we present the literature review and the theoretical background and
the related work pertaining to the current research work. Since our research aims at
evaluating the impact of clustering techniques on the forecasting accuracy of database
query logs, which belongs to an ongoing research area, we hope to provide ground truth
sufficient to understand our research context and outline the foundational ideas for our
research questions. We structure this chapter as follows:

• Literature Overview: We begin by providing by an overview of the literature
sources we employ to present our background. This section aims to assist the
reader in reproducing our literature review.

• Time-Series:
Next, we discuss theoretical background on time-series and their characteristics.

• Clustering techniques We introduce the concept of time-series clustering, and
elaborate on how we can use clustering as a data reduction technique in DBMSs.

• Forecasting techniques We highlight the forecasting goals for time-series and
also introduce the various forecast accuracy measures. Next, we provide a high level
description of the various models that could be used for time-series forecasting.

• State of the art in forecasting database workloads We provide a detailed
walk-through of the preexisting work on forecasting database workloads (i.e.,
specifically forecasting query arrivals). In this section we emphasize how clustering
is adopted, and the important role of keeping an ensemble of forecasters. We
finalize the section by enumerating challenges for this task.

• Decision Making under Uncertainties with Reinforcement Learning We
introduce the notion of decision making under certainties and introduce the bandit
problem.
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• Summary We conclude this chapter by providing a quick summary of the Back-
ground chapter.

2.1 Literature Overview

This section provides details about our research and results which enables for reproducible
literature research in this area. We mention the literature’s we selected to use for gaining
a concrete background knowledge required for our research.

2.1.1 Time-Series

Time-series is an indispensable form of data type as it is generated on a large scale
from applications in various domains for instance financial, medical, sensor data and
scientific.A time-series is a collection of observations made chronologically.As a result
time-series mining has been gaining importance and there has been significant research
on applying many machine learning methodologies in the recent past on time-series
like indexing, classification, clustering, imputation of missing data and prediction to
mention a few [DTS+08, Fu11].These can help in determining interesting patterns and
their underlying relationships.

Our resources to understand the fundamentals of time-series and their characteristics
are listed below :-

• Search terms :“Time-series” data, “Time-series mining”

• Fu, Tak-chung. “A review on time series data mining”(2011)[Fu11] : highlights
the importance of time-series and attempts at using machine learning algorithms
on time-series data.

• Esling, Philippe, and Carlos Agon. “Time-series data mining”(2012)[EA12] :
highlights the important milestones in the field of times-series data mining.

• Metcalfe, Andrew V., and Paul SP Cowpertwait. Introductory time series with
R. 2009 [MC09] : the reference book provides an introduction on time-series data
and highlights the characteristics.

2.1.2 Clustering Techniques

Time-series clustering is gaining more prominence as data is produced at a large scale
every day or even a minute by real world applications.It is necessary to reduce the
time-series data without compromising much on the accuracy of the models.Forecasting
or Analysis on each time series is not feasible solution and is very expensive. This
exemplifies the research in the field of time series clustering as we can use clustering as
means of a data reduction technique by pairing all the similar time series together and
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then do further analysis on the whole cluster or just pick the cluster centroid for any
further analysis to be carried out.

Our resources to understand the importance of time series clustering, components of a
clustering process and algorithm suitable to be applied for time series are mentioned
below :-

• Search terms : time-series data “representation methods” , “time-series clustering”
, “time-series similarity metrics”

• Ma, Lin, Dana Van Aken, Ahmed Hefny, Gustavo Mezerhane, Andrew Pavlo, and
Geoffrey J. Gordon. “Query-based Workload Forecasting for Self-Driving Database
Management Systems.”(2018) [MVAH+18]:a notable contribution in the area of
workload forecasting is the base paper of the state of the art workload forecasting
framework QUERYBOT 5000.

• Aghabozorgi, Saeed, Ali Seyed Shirkhorshidi, and Teh Ying Wah. “Time-series
clustering–A decade review.” (2015)[ASW15]: provides an in depth knowledge on
time-series clustering by highlighting the workflow for this process.

• Paparrizos, John, and Luis Gravano. “k-shape: Efficient and accurate clustering
of time series.”(2015) [PG15]: highlights the suitability of using K-Shape cluster-
ing algorithm for time-series along with a comparison against other clustering
algorithms.

• Paparrizos, John, and Luis Gravano. “Fast and accurate time-series cluster-
ing.”(2017) [PG17]:a comprehensive comparison of available time-series representa-
tions,distance measures and clustering techniques.

• Ding, Hui, Goce Trajcevski, Peter Scheuermann, Xiaoyue Wang, and Eamonn
Keogh. “Querying and mining of time series data: experimental comparison of
representations and distance measures.”(2008) [DTS+08]:Detailed comparisons of
time-series distance measures and representation.

• Wang, Xiaoyue, Abdullah Mueen, Hui Ding, Goce Trajcevski, Peter Scheuermann,
and Eamonn Keogh. “Experimental comparison of representation methods and
distance measures for time series data.”(2013) [WMD+13]:Detailed comparisons of
time-series distance measures and representation.

• Rani, Sangeeta, and Geeta Sikka. “Recent techniques of clustering of time series
data: a survey.”(2012) [RS12]: Literature overview about the time-series clustering
process.

• Alcock, Robert J., and Yannis Manolopoulos. “Time-series similarity queries
employing a feature-based approach.”(1999) [AM+99]: presents the case of using
features vectors to calculate the similarities with Euclidean Distance.
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• Keogh, Eamonn J., and Michael J. Pazzani. “Scaling up dynamic time warping
for datamining applications.”(2000) [KP00]: overview of the traditional DTW
approach and comparisons to other measures.

• Sakurai, Yasushi, Masatoshi Yoshikawa, and Christos Faloutsos. “FTW: fast
similarity search under the time warping distance.”(2005) [SYF05]:presents a DTW
variant called FTW which is proven to be more computational friendly..

• Ertoz, Levent, Michael Steinbach, and Vipin Kumar. “A new shared nearest
neighbor clustering algorithm and its applications.” (2002) [ESK02]: proposes a
new algorithm suitable to be used for time-series.

• Batyrshin, Ildar. “Constructing time series shape association measures: Minkowski
distance and data standardization.”(2013)[Bat13]: comparison of distance mea-
sures.

• Cassisi, Carmelo, Placido Montalto, Marco Aliotta, Andrea Cannata, and Alfredo
Pulvirenti. “Similarity measures and dimensionality reduction techniques for
time series data mining.”(2012)[CMA+12]:presents dimensionality reduction based
representation techniques for time-series and the corresponding distance measures.

• Derrick, Timothy R., Barry T. Bates, and Janet S. Dufek. “Evaluation of time-series
data sets using the Pearson product-moment correlation coefficient.”(1994)[DBD94]:
paper highlighting the Pearson correlation coefficient measure.

• Pereira, Cássio Martini Martins, and Rodrigo F. de Mello. “Common dissimilarity
measures are inappropriate for time series clustering.”(2013):[PdM13]: Review of
suitability of choices of similarity measures for time-series.

• Blasques, Francisco, Siem Jan Koopman, and André Lucas. “Information theoretic
optimality of observation driven time series models.” (2014)[BKL14]:review on
various time-series models.

• Lee, Taiyeong, Yongqiao Xiao, Xiangxiang Meng, and David Duling.“Cluster-
ing Time Series Based on Forecast Distributions Using Kullback-Leibler Diver-
gence”(2014) [LXMD14]:paper presenting the use of KL Divergence for time-series
clustering.

• Shamshad, A., M. A. Bawadi, WMA Wan Hussin, T. A. Majid, and S. A. M. Sanusi.
“First and second order Markov chain models for synthetic generation of wind
speed time series.”(2005)[SBH+05]:overview of the model based representation
method of markov chains.

• Kumar, Nitin, Venkata Nishanth Lolla, Eamonn Keogh, Stefano Lonardi, Chotirat
Ann Ratanamahatana, and Li Wei. “Time-series bitmaps: a practical visualization
tool for working with large time series databases.”(2005)[KLK+05]: presents a new
visualization tool for time-series called time-series bitmaps which is also a suitable
candidate for a time-series representation method .
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• Ding, Rui, Qiang Wang, Yingnong Dang, Qiang Fu, Haidong Zhang, and Dong-
mei Zhang. “Yading: fast clustering of large-scale time series data.” (2015)
[DWD+15]:Overview of time-series clustering on a large scale.

• Lai, Cheng-Ping, Pau-Choo Chung, and Vincent S. Tseng. “A novel two-level
clustering method for time series data analysis.”(2010)[LCT10]: provides overview
of a multi-step clustering process.

• Zhang, Xiaohang, Jiaqi Liu, Yu Du, and Tingjie Lv. “A novel clustering method
on time series data.”(2011)[ZLDL11]: presents a time-series clustering approach
and comparisons with existing approaches.

• Aghabozorgi, Saeed, and Ying Wah Teh. “Stock market co-movement assessment
using a three-phase clustering method.”(2014)[AT14]:propose a new multi-step
time-series clustering approach.

• Hautamaki, Ville, Pekka Nykanen, and Pasi Franti. “Time-series clustering by
approximate prototypes.” 2008[HNF08]“:Overview of cluster prototypes and ap-
proaches.

• Halkidi, Maria, Yannis Batistakis, and Michalis Vazirgiannis. ”On clustering
validation techniques.“ (2001)[HBV01]:overview of cluster evaluation techniques.

• Mary, S. Angel Latha, A. N. Sivagami, and M. Usha Rani. ”Cluster validity
measures dynamic clustering algorithms.“(2015)[MSR15]:review of different cluster
validity measures.

2.1.3 Forecasting techniques

Time-Series Forecasting is an active research area and is extensively used in load
forecasting ,stock-market, energy forecasting, weather forecasting to mention a few.
Time-series forecasting can significantly contribute towards preparing in advance for the
anticipated patterns in the future. There also exist several forecast accuracy measures
to evaluate the quality of the obtained predictions.

We list the resources that helped us understand the fundamentals of time-series fore-
casting and the evaluation of the predictions below :

• De Gooijer, Jan G., and Rob J. Hyndman. “25 years of time series forecast-
ing.”(2006) [DGH06]: provides a detailed literature review on time-series forecast-
ing models and accuracy measures.

• Mart́ınez-Álvarez, Francisco, Alicia Troncoso, Gualberto Asencio-Cortés, and José
C. Riquelme. “A survey on data mining techniques applied to electricity-related
time series forecasting.”(2015) [MÁTACR15]:survey of different forecasting models
in the area of electricity based time-series data.



16 2. Background

• Mishra, Nishchol, and Sanjay Silakari. “Predictive analytics: A survey, trends, ap-
plications, opportunities & challenges.”(2012) [MS12]:highlights the fundamentals
for using of predictive analytics for time-series data.

• Deb, Chirag, Fan Zhang, Junjing Yang, Siew Eang Lee, and Kwok Wei Shah. “A
review on time series forecasting techniques for building energy consumption.”(2017)
[DZY+17]:survey of different forecasting models in the area of energy time-series
data.

• Shcherbakov, Maxim Vladimirovich, Adriaan Brebels, Nataliya Lvovna Shcherbakova,Anton
Pavlovich Tyukov, Timur Alexandrovich Janovsky, and Valeriy Anatol’evich Ka-
maev. “A survey of forecast error measures.”(2013) [SBS+13]:comparison of forecast
accuracy measures.

• Downey, Carlton, Ahmed Hefny, Byron Boots, Geoffrey J. Gordon, and Boyue
Li. “Predictive state recurrent neural networks.”(2017) [DHB+17]:highlights the
PSRNN forecasting model and its benefits.

• Hochreiter, Sepp, and Jürgen Schmidhuber. “Long short-term memory”(1997)
[HS97]:highlights the LSTM model and compares with existing RNN approaches.

• Polikar, Robi. “Ensemble based systems in decision making.”(2006) [Pol06]:provides
an overview on the use of ensemble of forecasters.

• Hyndman, Rob J., and George Athanasopoulos. “Forecasting: principles and
practice”(2018) [HA18]:a reference text-book which sets the fundamentals for
time-series forecasting.

• Hyndman, Rob J., and Anne B. Koehler. “Another look at measures of fore-
cast accuracy”(2006) [HK06]:detailed overview about available forecast accuracy
measures.

• Allende, Héctor, and Carlos Valle. “Ensemble Methods for Time Series Forecast-
ing”(2017) [AV17]:highlights the potential of using ensemble based approaches for
time-series forecasting.

2.1.4 State of the art in forecasting database workloads

We present the current state of the art framework for workload forecasting referred to
as QUERYBOT 5000. The base paper for this framework is mentioned below :

• Ma, Lin, Dana Van Aken, Ahmed Hefny, Gustavo Mezerhane, Andrew Pavlo, and
Geoffrey J. Gordon. “Query-based Workload Forecasting for Self-Driving Database
Management Systems”(2018) [MVAH+18].
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2.1.5 Making Decisions Under Uncertainty with Reinforcement
Learning

Making decisions under Uncertainty involves facilitating the decision making process in
the unknown world. Reinforcement Learning techniques have a learner which can explore
and learn about the partially known environment and solve some of these problems
in this area. But,our main focus remains on the use of contextual bandits, which is a
simple variant of reinforcement learning where there is no stat change.

The corresponding literature sources we selected for this area are listed below:

• Dimitrakakis, Christos, and Ronald Ortner. “Decision Making Under Uncer-
tainty and Reinforcement Learning.” (2018) [DO18]:text-book setting a strong
foundation on the decision making process,challenges when uncertainties are in-
volved,reinforcement learning and the bandit problem.

• Lu, Tyler, Dávid Pál, and Martin Pál. “Contextual multi-armed bandits.”2010
[LPP10]:provides an overview on the use of contextual bandits.

• Bietti, Alberto, Alekh Agarwal, and John Langford. “A contextual bandit bake-
off.”(2018) [BAL18]: In depth details about the contextual bandit and comparison
to other type of bandits. Specifically close to the chosen library used in the
implementation, Vowpal Wabbit.

• Cortes, David. “Adapting multi-armed bandits policies to contextual bandits
scenarios.”(2018) [Cor18]: Highlights the differences between basic multi-armed
bandits and contextual bandits.

2.2 Time-series

Time plays a vital role in all aspects of life. Time has a heavy influence on a person’s
actions, reactions, thinking and reasoning. Like the case of life, even day to day
applications produce enormous data which can be chronologically ordered with respect
to time. These data are referred to as time- series. Time-series have major applications
in undertaking business actions: informed decisions can be made about the future by
understanding past events and trends.

To be precise, a time-series is a collection of observations or data points made sequentially
in time. It is formally defined as a set of vectors x(t),t = 0,1,2,... where t represents the
elapsed time. This variable x(t) is treated as a random variable. The observations in a
time-series represent a proper chronological order as the measurements were taken in an
increasing time order over a fixed or a varying interval [MC09].

Generally, time-series can be categorized regarding two major structural aspects:
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Figure 2.1: Continuous vs Discrete Time-Series

• Continuous vs. discrete time-series: A time-series can be continuous or discrete
depending on the timestamps that the measurements were captured as shown
in Figure 2.1. In a continuous time-series, measurements are collected at every
instance of time like in the case of temperature readings, whereas a discrete
time-series contains collected measurements at discrete points of time i.e.,the
consecutive observations are recorded at equally spaced time intervals such as
hourly, daily, weekly, monthly or yearly time separations. For instance, the daily
production of a company is an example of a discrete time-series. Furthermore, a
continuous time-series can be easily transformed to a discrete one by merging data
together over a specified time interval.

• Univariate vs Multivariate:A time-series can be either univariate or multivariate
in nature depending on the number of data points considered at a particular time
stamp. A univariate time-series has a single data point at every time stamp. On
the other hand, a multivariate time-series has multiple data points at every time
stamp.

Moving beyond the general structural aspects, time-series can be categorized according
to their profiles, using 4 components as listed below:

• Trend
The trend represents a long term pattern or movement of a time-series. An
upward(i.e., increasing) trend is considered to be a positive trend whereas on
the other hand a downward(i.e., decreasing) trend is a negative trend. Positive
and Negative Trends correspond to non stationary time-series and a significant
difference in mean,variance and the autocorrelation structure can be observed
as time elapses. For instance,time-series relating to population growth, number
of houses in a city, etc., show an upward trend, whereas downward trends can
be observed in series relating to mortality rates, epidemics, etc. A time-series
which does not follow either an increasing or a decreasing pattern is a stationary
time-series and it does not exhibit a trend. A stationary time-series has stagnant
observation values throughout and the mean, variance and autocorrelation structure
do not vary over time.
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• Seasonality
The seasonality of a time-series can be identified by repeating fluctuations or
peaks which occur several times over a period of time relative to the trend of a
time-series(i.e., constant direction). These fluctuations can be seen every week,
every month , or quarter of a year depending on the domain of the data. It arises
mainly due to calendar related influences like natural weather conditions, holidays,
business and administrative procedures to mention a few. For instance, people
do a lot of shopping during Christmas and New Year hence, this peak can be
seen during the month of December every year in case of retail sales data. In case
of financial time-series, seasonality is usually considered for every quarter of the
year, when financial evaluations of companies are performed. The effects of the
seasonal component are said to be reasonably stable with respect to factors like
time, direction and magnitude though there can be some changes in the magnitude
over time.

• Cyclical
The cyclical component comprises of any varying pattern which has an upward and
a downward movement fluctuations surrounding a given trend.The cycle length
is dependent on the business and the industry that is being considered to be
analyzed. Usually, this is measured in periods varying over a long time usually
decades. Hence, this component cannot be seen in typical time-series analysis.

• Irregular
The irregular component also called the residual of a time-series can be identified as
the remainder after the trend and the seasonality components have been identified
and removed from the original time-series. This is mainly due to short term
fluctuations which are unpredictable. This component can also dominate the
patterns, making it difficult to identify the trend and seasonality of a highly
irregular time-series.

The nature of the time-series data obtained by a real world applications exhibit the
following challenges[Fu11, EA12] :

• Time-series have high dimensionality.

• Time-series are large in size.

• Time-series need to be continuously updated.

• The notion of defining a similarity function between time-series is not trivial,
depending on the application.

• Transforming time-series data into a representation method which in turn could
reduce the high dimensionality and make time-series analysis more effective and
fast can be challenging.
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• Indexing of time-series to facilitate fast querying is needed.

• Possibility of using data reduction techniques like segmentation or clustering to
reduce the size of time-series without significant loss in the features and shape.

• Choices of time-series models for example, AR, ARIMA, GARCH to approximate
the original time-series taking into consideration the characteristics exhibited by
the original time-series.

In our work we will be addressing some of the challenges namely the time-series repre-
sentation, the notion of defining a similar measure, using clustering as a data reduction
technique and also finding forecasts and measuring the forecasting accuracy. We provide
more details in the upcoming sections. 1

After describing the basics of time series, in the next section we introduce in details all
aspects relevant to clustering time series.

2.3 Clustering techniques

In this section, we set a strong foundation on clustering and different clustering techniques
and elaborate on the possibility of using clustering for DBMSs queries, as a data
reduction technique with the main goal to effectively reduce the data to be forecasted
while attempting to not impact negatively the predictions. Some parts of this section
are based on the understanding gained from the work of Tan et al[TS11].

Clustering is an unsupervised learning techniques where the main goal is to find hidden
patterns and groups in the given data, such that items within a group are more similar
to each other than to items belonging to a different group, when there is no information
about the class. Time-series clustering has been gaining popularity in the recent decade
as clustering works really well for exploratory data analysis, by effectively producing a
summary about the data. Clustering can be commonly used as a pre-processing step in
data mining tasks. In the case of DBMSs query forecasting, we can use clustering to
group similar queries based on predefined parameters like similar query arrival rates,
queries referencing the same table which access the same columns, type of queries like
insert,update and delete. Most of the work in time-series clustering can be mainly
divided into 3 classes[ASW15]: whole time-series clustering, subsequence clustering and
time point clustering as shown in Figure 2.2.

• Whole Time-Series Clustering
Whole time-series can be considered for the clustering process. The similarity is
computed and the clustering is done by comparing the similarities of the individual
full time-series. This method is effective and fast when we encounter short time-
series.

1http://www.abs.gov.au/websitedbs/D3310114.nsf/home/Time+Series+Analysis:+The+Basics
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• Subsequence Clustering
Specific segments or parts are extracted from the original time-series through
sliding windows. These extracted segments are used for clustering.This method is
usually used in scenarios where we encounter long time-series.

• Time Point Clustering
Specific time points are clustered based on their similarities and their temporal
proximities. Subsequence Clustering and Time point clustering are similar exclud-
ing the fact that in the latter all the points need not have a cluster assignment,
the noise consists of the points which are not assigned to any clusters.

As part of our research, we concentrate on only whole time-series clustering.

We can summarize the general steps or components involved in time-series clustering for
whole time-series clustering with help from other relevant resources as follows Figure 2.2:-

1. Choosing a suitable representation method to represent the original time-series.

2. Defining an appropriate similarity measure.

3. Choosing a clustering algorithm with the previously defined similarity measure in
Step 2.

4. Defining a cluster prototype and evaluating the obtained clusters based on prede-
fined evaluation measures.

These above mentioned points are further elaborated in the upcoming subsections in
the current chapter.

At this point, we would like to emphasize on the fact that the clustering evaluation
measures is not in scope of our research as our focus is more on the impact of clustering
on the forecasting accuracy of the queries.

As mentioned by Ma et al. [MVAH+18], mainly 3 types of factors or features can
be considered to cluster the queries namely, physical, logical and arrival rate history.
Physical features pertain to the hardware resources and the runtime metrics when
the query ran and the tuples accessed; logical features are more oriented towards
the query syntax tree and the tables that were accessed by the runtime query. Finally,
arrival query rate groups queries based on their previous arrival rates. Physical
features provide a fine grained information at the individual query level and are more
suitable for selection of an optimal query plan and for modeling the performance, but
they are strongly dependent on the DBMS hardware configuration and any change on
such configuration, or on the database itself will render all the previous runs to be less
informative, and reruns from scratch might be needed to understand how queries would
perform on the latest system.
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Figure 2.2: Time-Series Clustering Taxonomy
([ASW15])

Figure 2.3: Components of Time-Series Clustering
([ASW15])

On the other hand, logical features do not depend on the DBMS’s configuration or the
workload characteristics but they unfortunately lead to poor forecasting models as the
information retrieved from logical features is very limited.

Another approach to cluster the queries is based on their respective arrival rates.
Following this each cluster will contain all the queries exhibiting similar arrival patterns,
hence a single forecasting model would be sufficient to model the average arrival rate of
each cluster which would capture the behavior of all the templates pertaining to the
cluster they belong. Clustering on arrival rate histories has the advantage that changes
in the DBMS do not require the effort of reruns though they are still prone to workload
changes.

In our research we will use the arrival rate histories to cluster the queries.

2.3.1 Time-Series Representation

In this subsection, we introduce the notion of time-series representation to represent
the available data in a compact form for further analysis and outline the process
and challenges to do the same. We introduce the various categorizations available to
accomplish this through the promising relevant literature we encountered in our research
phase and elaborate more on the different time-series representations in-line with our
current research.

Time-series representation is the first component in the time-series clustering process
[ASW15]. The main motivation behind having diverse time-series representation methods
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is to reduce the dimensionality of the raw time-series. This could be done by either
applying techniques for extracting features from the raw time-series data or projecting
the raw time-series data in a lower dimensional space. In cases of large data, time-series
representation is an important step as applying machine learning techniques directly on
the raw time-series data may not yield satisfactory results due to distortion and noise
in the original time-series and also transforming the raw data would lead to reduced
memory consumption. Even the clustering algorithm will run faster as lesser pairwise
similarities need to be calculated. Choosing an appropriate method is a challenging task
when it comes to time-series representation as they could influence the clusters found.

An ideal Time-Series Representation should fulfill the following key requirements[EA12]:

• The use of the time-series representation should contribute towards a compact
representation with a reduced dimensionality of the data without significant loss
of the fundamental features of the original time-series.

• The use of the time-series representation should be able to retain the shape of the
original time-series to the maximum extent possible.

• The use of the time-series representation should not lead to a significant increase
in the computational cost i.e., pertaining to computation required for transforming
the original time-series to the transformed representational form.

• The use of the time-series representation should not reduce the ability to reconstruct
the original time-series from the transformed representation correctly.

• The use of the time-series representation should be capable of handling the noise
present in the original time-series. The used time-series representation should be
robust to have an implicit noise handling mechanism or ignore the noise in the
data completely.

With the above requirements in mind, we discuss the varying types of available time-series
representation methods below [ASW15, EA12]:

• Raw Time-Series Raw time-series pertains to the original data without applying
any pre-processing. In the majority of the cases, the raw time-series could have
missing values, noise, some distortions, imbalanced data , high data dimensionality
and be enormous in size, which makes it time consuming and quite expensive to
directly use them for analysis.

• Data Adaptive The data adaptive approaches are sensitive to the data and hence,
the parameters applied for the transformations vary depending on the underlying
nature of the data and result in an approximate representation. This method tries
to minimize the overall global reconstruction error by considering unequal length
segments and it tries to reduce the local error on each of these considered segments.
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Data Adaptive Representation Overview
Singular Value Decomposition
(SVD)

The raw time-series is transformed

based on eigen value factorizations.
Piecewise Linear Approximation
(PLA)

The raw time-series is transformed

by fitting each characteristic
segments into a polynomial model.

Adaptive Piecewise Constant
Approximation (APCA)

The raw time-series is transformed

using constant approximation
each segment.

Symbolic Approximation (SAX) The result from PAA
is transformed into segment
wise symbol string.

Table 2.1: Summary of Data Adaptive Representations

All non data adaptive approaches can be converted into a data adaptive approach
by including an additional step for data sensitivity. Some of the Data Adaptive
representations are summarized in the table Table 2.1 [EA12, Fu11].

• Non Data Adaptive In non data adaptive representations,all the time-series are
considered irrespective of the underlying nature of the data. Hence, the parameters
used for the transformation from original time-series to the representation are the
same for all the time-series considered i.e., this makes for a direct comparison
of the time-series. These representations are apt to be used with equal length
time-series. Some of the Non Data Adaptive representations are summarized in
the table Table 2.2[EA12, Fu11].

• Model Based [SBH+05, Fu11, KLK+05] The model based representation involves
the modelling of the original time series by using the concepts of probability and
statistics. This approach finds the parameters of a model based on the assumption
that the observed time-series was formed by an intrinsic model. These parameters
can be used as a representation. The notion of similarity is quite direct in this
case i.e., we can conclude that time-series resulting from the same parameters and
hence, the underlying model are similar. Some of the Model Based representations
are summarized in the table Table 2.3.

2.3.2 Similarity functions

In this subsection, we move on to discussing the second component of the time-series
clustering research i.e., addressing the notion of similarity by defining a similarity or
a distance function which could be applied for evaluating pairwise similarities of the
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Non Data Adaptive Representation Overview
Discrete Fourier Transform
(DFT)

It projects the time-series

as a set of sinusoidal coefficients.
Discrete Wavelet Transform
(DWT)

The raw series is transformed

using a wavelet function.
Discrete Cosine Transformation
(DCT)

The raw series is transformed

using a cosine basis function.
Piecewise Aggregate Approximation
(PAA)

The resulting time-series is

represented by the mean of
the uniform size segments.

Table 2.2: Summary of Non Data Adaptive Representations

Model Based Representation Overview
Markov Chains (MC) Transforms the time-series into a Markov

chain which helps one determine
dependencies of the past
on the current probabilities.

Hidden Markov models(HMM) Transforms the time-series into a model
representation based on finite
automata.

ARMA models A static modeling of time-series based
on Auto Regressive and Moving
Average components.

Time-Series Bitmaps A visual time-series representation
based on an inherent SAX representation.

Table 2.3: Summary of Model Based Representations

available time-series. Similarity and Distance measures are complementary i.e., our
objective is to always maximize a similarity measure and on the other hand minimize
the distance measure.

Similarity measures are of an immense importance when it comes to time-series clustering
as the overall quality of the clustering process and the clusters found heavily rely on the
choice of a distance or similarity metric between the considered time-series. The choices
of a similarity or a distance measure are abundant. However, some of these measures
can only be applied on a specific time-series representation which the users need to be
aware of.
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We summarize the key requirements that an ideal similarity/distance metric needs to
fulfill below [EA12]:

• The metric should be able to determine similar time-series irrespective of the fact
that they may not be equivalent in a mathematical sense.

• The metric used needs to be persistent when compared against human intuition.

• The metric used must be able to highlight the most important features both at
the global and local levels.

• The metric used should not make any assumptions on the time-series.

• The metric used should be able to distinguish the distortions and thus ignore the
corresponding transformations.

Keeping these requirements in mind, we discuss the possible objectives of a time-series
similarity metric below [ASW15]:

• Similarity in Time: In this case, our objective is to find similar time-series on every
timestamp. Calculating this distance is very expensive on the raw time-series, so
they are usually applied on transformed time-series. The metrics that are apt to
be used in this case are Euclidean Distance or other correlation based similarities.
This is a special case of similarity in shape.

• Similarity in Shape: In this case, our objective is to find similar time-series in
shape irrespective of their occurrence in time.In this case, elastic distance measures
like Dynamic Time Warping are suitable to be used.

• Similarity in Structure: In this case, our objective is to find structural similarity.
The distances are estimated between the transformed model parameters to the time-
series. Model based methods like ARMA and HMM are thus suitable representation
choices for evaluating this kind of similarity.

Based on these above mentioned objectives, we can categorize similarity measures as
follows

• Shape Based : These methods find the time-series that are similar in shape and
time and are suitable to be applied on time-series which are short in length.
For Example : Euclidean Distance, Dynamic Time Warping, Longest Common
Subsequence etc.

• Feature Based : These methods sort time-series based on their corresponding
feature sets and are suitable to be applied on time-series with long length. For
Example : Fourier Transform based distances, Multiresolution Vector Quantized
Approximation etc.
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• Model Based : This method can be applied on time-series which are long in length.
The calculation of similarity is based on the concept of likelihood. We can model a
time-series and find the maximum likelihood with respect to other existing models.
A straightforward estimation of similarities can be done using the Kullback-Leibler
divergence(distance). For Example : ARMA, HMM , MC

• Compression Based : These methods can be applied on time-series which are both
short and long in length. They concatenate and compress similar time-series
and assume a high compression ratio. This approach is particularly efficient for
clustering. For Example : Compression-Based Dissimilarity Measure, Pearson
Correlation Coefficient, Short time-series distance etc.

We further discuss the similarity and distance measures that are interesting for our
research below :

• Euclidean Distance[DTS+08, ASW15, AM+99, CMA+12]: Euclidean Distance
is one of the most widely used shape based metric for computing the pairwise
distance between time-series because its parameter free and simple to compute.
Euclidean distance computes the sum of squared distances between the considered
time-series but in straight line.
How do we compute Euclidean Distance?

Given two time-series T and S both of length n, the euclidean distance at the ith

time point is calculated by EucDist(T,S) is computed by the below formula :

EucDist(T, S) =

√√√√ n∑
i=1

(Ti− Si)2 (2.1)

When large data is available, Euclidean Distance is proven to perform competitively
with other measures. Nevertheless, Euclidean Distance is extremely sensitive to
distortions present in the raw time-series and does not work with time-series
of unequal length. Euclidean Distance is usually never applied directly on raw
time-series and is used on a transformed time-series representation.

The authors of [AM+99] argue that creating a feature vector for each time-series
and then computing the Euclidean Distance between these feature vector improves
the distances found and in turn leads to better grouping of these time-series based
on their distances. There have been many proven cases where using Euclidean
Distance directly on the raw time-series lead to no matching of the similar time-
series due to an upward shift or noise found in the data etc. Its proven that this
feature based approach for finding similarity by Euclidean Distance leads to a
superior performance compared to the traditional approach.

• Fast DTW [SYF05, KP00]: Dynamic Time Warping is a shape based approach
which overcomes the shortcomings of Euclidean Distance, i.e., DTW is robust
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enough to handle distortions in data and it is capable of working with time-series
having unequal length. DTW calculates the pairwise distance between time-series
by applying a transformation which has the flexibility to map the sequences by
stretching them along the time axis with the objective to minimize the distance
between them. Dynamic programming computes this distance and constructs a
warping path in the form of a matrix in the process. The warping path is set in a
grid matrix and is an important aspect of DTW as it represents the alignment
between the two time-series. Computation of the DTW distance is expensive but
as its robust to provide scaling in the time axis and ignore noise, it leads to more
accuracy in terms of identification of the similarities.

How does DTW work? :
Formally, consider we have two sequences, namely P and Q where P = {p1,p2,....pN}
and Q = {q1,q2,....qM} having lengths N and M respectively.

The warping distance between these two sequences P and Q is computed as shown
below :

Ddtw(P,Q) = f(N,M) (2.2)

f(i, j) = (pi − qj)2 +min


f(i, j − 1)

f(i− 1, j)

f(i− 1, j − 1)

(2.3)

f(0, 0) = 0, f(i, 0) = f(0, j) = (i = 1, ..., N ; j = 1, ...,M) (2.4)

In simple words, the time warping distance can be computed between two sequences
by matching an element of one sequence to the element of the other sequence in an
increasing order of time. In our case, we compare an element of sequence P to an
element of sequence Q against increasing timestamps. This is computed for each
element in both the considered sequences. O(NM) is the time complexity of the
DTW approach thus, computation for long sequences will be slow. An ideal DTW
method should be capable of conforming to the below mentioned requirements :

– Fast : As the traditional DTW approach is quadratic in nature, it is not the
best choice when it comes to applying it for very long sequences.

– No false dismissals: The DTW approach needs to ensure that there are no
false dismissals and should be able to acquire a high level performance when
it comes to searches.

– No restriction on the sequence lengths : The DTW approach should be robust
to handle any sequence(s) of unequal lengths.

– Support for any, as well as for no restriction on warping scope: The DTW
method should be faster than the traditional DTW approach even if it has to
evaluate everything for the computation of the warping scope in a case where
the user specifies no restrictions and at the same time be able to accommodate
the restrictions specified for the computation of the warping scope if the user
specified any restrictions.
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Keeping the above requirements in mind, the A so-called Fast search method for
DTW (i.e. FTW) was introduced. It has a comparatively lower computational
cost and hence a lower search cost. This method has been proven to perform
better than the traditional DTW as it prunes a considerable number of sequences
to be compared along the warp path.

In the traditional DTW approach, the computation incurs a heavy cost as all the
possible distances need to be considered when computing the warping path , FTW
is introduced to reduce the computation time. It follows these steps :

– Lower Bounding Measure: The FTW approach uses a modified version of the
lower bounding measure to compute the warping distance approximations.

– Excluding Warping Paths : A new dynamic programming algorithm is used by
the FTW approach which excludes the warping paths that will not contribute
towards a useful search result.

– Distance Approximations : The search algorithm used by the FTW approach
improves the accuracy of the warping distance approximations successively.

How does FTW work?:
We describe the steps of FTW and also provide a comparison to the traditional
DTW approach as and when relevant in the below steps :

– LBS(New Lower Bounding Distance Measure): The traditional DTW ap-
proach tries to calculate the exact DTW distance even for long sequences and
hence is expensive, whereas the FTW measure computes the approximate
distance. In the FTW approach, the distance computation is done on a
coarse representation which consists of segments of either equal or unequal
lengths, which leads to an approximation of the time warping distance. A
segmentation technique results in this coarse representation.

Given 2 sequences P and Q, we first compute their coarse representation of
approximate sequences PA and QA respectively. Then, compute the lower
bounding distances between these approximate sequences PA and QA. This
is usually done using a dynamic programming algorithm. Using this lower
bound distance we can reduce the complexity from O(MN) to O(M/t,N/t)
assuming we have equal length segments of size t and the lengths of sequences
P and Q are M and N respectively. This measure also prunes some unwanted
combinations and improves the computation time and cost.

– EarlyStopping (New Algorithm for Dynamic Programming): Until the final
k-nearest neighbours are found, a list of k-nearest neighbour candidates is
always maintained during the query processing. The exact distance with
respect to all the current candidates is stored and is referred to as the current
best distance. Each time we encounter a distance lesser then the current
best distance it is time to update the candidates and this smaller distance
becomes the new current best distance. This current best distance should
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always remain the same or reduce, but not increase. So, we can exclude all
the warping paths which lead to an increase in the current best distance and
reduce the warping scope.

– Refinement (New Search Algorithm for DTW): In order to find an acceptable
compromise between the speed of comparisons and the accuracy of these
comparisons, multiple granularities of approximate segments are used. All
these approximate distances which contribute towards a higher current best
distance value than the previous one are pruned off.

Overall, fast search for DTW has been proven to outperform the traditional DTW
method and other methods by one order of magnitude and the performance of
FTW shows significant improvement as the dataset size increases.

• Cosine Similarity [ESK02, Bat13, CMA+12]: Cosine Similarity is one of the most
used measure in the field of information retrieval to measure term and document
similarity. The Cosine Similarity measures the cosine angles between 2 vectors
and is suitable to be applied on high dimensional data. Euclidean distance has
problems when it come s to high dimensional data that it places equal emphasis
on missing and available attributes and fails to capture the similarity between
data points. But, the availability of an attribute is of much more significance than
the missing attribute itself in cases of high dimensions which is handled well by
cosine similarity.

How is Cosine Similarity computed ?

The Cosine Similarity can be defined as the dot product of 2 vectors divided by
their respective norms of the vectors taken individually.

Formally, Cosine Similarity between 2 time-series x and y at can be defined as
below:

CosineSimilarity(x, y) =

∑n
i=1xiyi√∑n

i=1(xi)
2
√∑n

i=1(yi)
2

(2.5)

Cosine Similarity has been used as a similarity measure in time-series in several
previous works [Bat13, MVAH+18].

• Pearson Correlation Coefficient [DBD94, CMA+12, PdM13]: Pearson Correlation
is used to measure the temporal similarities between time-series. The linear rela-
tionships can be deduced using correlation measures between sequences considering
their respective magnitudes.

Formally, we define Pearson Correlation Coefficient between 2 sequences x and y
of length n as below :

PearsonCoefficent(x, y) =

∑n
i=1(xi − x̄)(yi − ȳ)√∑n

i=1(xi − x̄)2
√∑n

i=1(yi − ȳ)2
(2.6)

where x̄ and ȳ denote the respective averages.
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Independence between series is indicated by values tending to 0. Values near 1
indicate either a positive and negative relationship between the series.

This measure is not robust enough to handle distortions and noise in the series
which is a severe limitation adding to the fact that only linear relationships can
be deduced. Nevertheless, it is a widely used measure in time series.

• Kullback-Liebler Divergence[BKL14, LXMD14]: The Kullback-Liebler Divergence
is a widely used measure in statistics to compare probability distributions and
to ultimately determine the divergence i.e., dissimilarities between them. In the
context of time-series this measure has been proven to be beneficial to find the
randomness present between the different time-series. Whenever there is a degree
of uncertainty involved in terms of the resulting forecast, KL Divergence has
proven to be an effective measure to be used for clustering. It is also called relative
entropy and has been used for extracting information in previous works. Moreover,
it has a direct relation to the maximum likelihood and this can be exploited when
dealing with model based representations for instance in case of Hidden Markov
Models we can accurately compare the differences between the diverse models
available.

Formally KL divergence can be computed as given below :

KL(P, S) =
∑
xεX

P (x) log
P (x)

S(x)
(2.7)

One point to note is that KL divergence is not a direct distance measure as it is
not symmetric.

2.3.3 Clustering algorithm

Here , we focus on the third step of the time-series clustering taxonomy i.e., the choice
of the clustering algorithm. We first present the various categories available for the
choice of the clustering algorithm and highlight some algorithms which are part of our
research.

The clustering algorithms can be broadly classified into six categories as described below
(Figure 2.4) [ASW15, DWD+15]:

• Partition-Based
Partition-Based clustering algorithms work by splitting the time-series into user
defined partitions or groups. These partitions refer to the number of the clusters
to be found in the given dataset and are also the ideal termination condition
for these algorithms. The biggest challenge when it comes to these classes of
algorithms is setting the number of clusters. The results of these algorithms are
heavily dependent on the number of clusters which are user-defined and they are
also known to be sensitive to outliers. By default, a partition based algorithm finds
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clusters such that each time-series is assigned to exactly one cluster for instance
K-Means, K-Medoids , K-Shape algorithms. On the other hand, it is possible
to have a fuzzy partitional algorthims like fuzzy c-means, which can assign each
time-series to more than one cluster based on the membership score. All the
algorithms except the K-Medoids have the objective to minimize the distance
of each of the time-series to the centre of the cluster. The cluster centre is the
centroid i.e., average of each of the time-series belonging to that cluster which is
also termed as the cluster prototype. The K-medoids terms the cluster prototype
to be the most representative point in the cluster. These algorithms have the
advantage when it comes to run time as they execute very fast compared to
the other approaches. They are more compatible to be used when dealing with
time-series of equal length. Approaches related to finding an efficient number of
clusters and improving the resulting clusters are active research areas.

K-Means and K-Medoids and pretty common approaches but a new shape based
KShape algorithm has been proposed. We discuss the KShape Algorithm below
: [PG15] proposes a new clustering algorithm k-shape well suited for time-series.
This new algorithm is independent of the domain and also efficient. A shape based
distance and a different method is employed to estimate the cluster centroids
by k-Shape unlike the other existing clustering approaches where conventional
distance measures are used to compute the similarity. k-Shape approach makes
use of cross-correlation statistical measure which possesses a uniform shift and
scale and hence, the shapes of the original time-series are preserved. This new
distance measure outperforms all other traditional distance metrics like DTW,
Euclidean Distance etc excluding the constrained variant of DTW(cDTW) where
both the metrics are competitive.

The steps of the k-Shape algorithms are mentioned below :

– Distance Measure:
The Shape based distance metric ranges from 0 to 2 where a minimal value
implies higher similarity.

SBD(~x, ~y) = 1−max
w

(
CCw(~x, ~y)√

R0(~x, ~x) ·R0(~y, ~y)

)
(2.8)

where time-series sequences x and y are denoted as vectors and the numerator
denotes the cross-correlation coefficient between the given sequences and the
wth position. To reduce the complexity at this step, inverse DFT could be
used to calculate the cross-correlation coefficient.

– Cluster Centroid Computation: The easiest way to compute the cluster
centroid is to choose the average sequence (k-means) but this approach is not
robust enough to capture the shape of the time-series. So in case of k-Shape
algorithm the estimation of the cluster centroid is framed as a minimization
optimization problem where the objective function represents the sum of
squared distances with respect to other time-series.
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– k-Shape Clustering :
As part of every iteration two steps are executed:

∗ Assignment Step: In this step, the time-series are assigned to their
cluster with respect to their distance to the cluster centroid, and the
corresponding cluster membership details are updated.

∗ Refinement Step: The cluster centroids are updated with respect to the
previously updated cluster memberships.

The algorithm converges when there are no changes in the cluster assignments
or if the specified number of iterations are executed.

– Complexity :
The overall time complexity for each iteration is

O(max{n · k ·m · log(m), n ·m 2 , k ·m 3 }) (2.9)

where n is the number of time-series, k denotes the number of clusters, m
denotes the length.

The performance of this algorithm is dependent on the length of the time-
series. But, in most of the cases, the number of time-series is far greater
than the length and hence, it linearly scales with respect to the number of
time-series.

• Hierarchical
As the name suggests, Hierarchical clustering algorithms follow through the cluster-
ing process in a hierarchical fashion. These algorithms can be further categorized
into two kinds of algorithms namely Agglomerative and Divisive depending on
the processing of the hierarchy. Agglomerative algorithms consider that each
time-series is a separate cluster and then work in a bottom-up fashion merging
these individual clusters until a single large cluster is found. The required number
of clusters can be obtained by making a cut on the dendogram/hierarchy at any
given point of time or defining a constraint for the clustering to stop when these
constraints are fulfilled. On the other hand, Divisive algorithms assume that all
the time-series belong to a single big cluster and work their way downwards in a
top-down fashion until the clusters are found i.e., the algorithm ideally terminates
each time-series belonging to a single cluster and then, the required clusters need
to be retrieved like in case of the agglomerative approach. Decisions on the cluster
merging/splitting are taken based on the pairwise-distances of the time-series. The
biggest benefit of using hierarchical algorithms is that the number of the clusters
need not be known and which is a parameter that is very hard to determine in real
world applications beforehand. These approaches can also work with time-series
with different lengths provided an appropriate similarity metric is used which can
capture the similarities closely, mostly elastic similarity measures like traditional
or a variant of DTW or a LCSS are used. They also provide a clear and and
understandable visualization on the time-series complexity. One of the drawbacks
is that they are usually not preferred to be used on large dataset’s due to its
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quadratic complexity. Improving the performance of hierarchical algorithms is an
active research area.

• Grid-Based
In the grid-based clustering approaches,grids are approximated from the given
space and then the clustering process is applied on these on grids. For instance,
Wave Cluster and STING are two clustering approaches which apply grid approxi-
mations. These approaches are applied on time-series representations involving
dimensionality reduction or in a few cases on the raw time-series themselves.

• Model-Based
In the model-based clustering approaches, a set of models is chosen for each cluster
and then the best fit for these models are found. We try to deduce the underlying
model in the given data and then these underlying models define the clusters.
Model-based clustering approaches can be further divided based on the methods
used by them namely statistical (polynomial models) or neural networks. One of
the most widely used algorithm is a neural network-related method called Self
Organising Maps(SOM)for time-series clustering. Nevertheless, it does not well
with unequal time series as a weight vector needs to be specified. There is also
sufficient literature which use polynomial models like ARIMA, Markov Chains,
Hidden Markov Models to mention a few. But using any of these methods we
still have the disadvantages that they are computationally very slow in case of
large datasets and the results are heavily dependent on the selection of the hyper
parameters of the models which is set by the user based on assumptions, the
majority of the times.

• Density-Based
This is a class of clustering algorithms that do not do a complete clustering as
they function mainly based on the concept of density. Clusters are formed out of
only high density areas and the data points in the low density area are ignored
and treated as noise. The biggest advantage of using these approaches is that
noise are filtered out based on a user defined noise threshold and not considered
in the clustering process. But, they have not been applied to time-series on a
large scale due to their complexity. One of the most widely used density-based
clustering algorithm is DBSCAN. This algorithm requires two parameters to be
set by the user namely the minimum number of points in the neighbourhood with
respect to a point and the radius of this neighbourhood. This method has a low
time complexity and is capable of determining clusters with arbitrary shapes.

• Multi-Step Clustering
Multi-Step Clustering algorithms are a promising attempt at producing new models
for the clustering algorithms using a hybrid approach to improve the quality of
clustering. We provide a high-level glance at some of the relevant works in this
area below :



2.3. Clustering techniques 35

Figure 2.4: Classification Of Clustering Algorithms
([ASW15])

– [LCT10] uses a two-level clustering method, where first a whole time series
clustering approach is used and then in the second level sub-sequence cluster-
ing of the given time-series is applied to solve the problems that could possibly
be neglected in the case of dimensionality reduction approaches. The first
level uses a density-based clustering algorithm CAST and the SAX time-series
representation is used for dimensionality reduction whereas at the second
level, DTW and Euclidean distance were used to compute the distances for
unequal and equal length time-series respectively. Then a clustering algorithm
was applied.

– [ZLDL11] put forward a multi-level approach that could be used for shape-
based time-series clustering. One-nearest neighbour network consisting of
candidate time-series is created based on the results of the triangle distance
measure. In the first step, hierarchical clustering is applied on some of the
selected candidate time-series from the above created network. The second
step involves the use of the DTW to handle unequal length time series. The
authors claim that the size of the data can be reduced up to 10 % using this
approach.

– [AT14] propose a three phase method for clustering : The first phase involves
pre-clustering of time-series by using pre-processing and transforming the
raw time-series to a lower dimension and performing an approximate mapping.
The second phase involves purifying and summarization by creation of some
cluster prototypes using an accurate clustering approach on the previously
found pre-clusters. The third phase involves Merging where the final clusters
are generated by combining the cluster prototypes from the previous phase.

2.3.4 Prototype formation

The fourth and final step in the Time-Series Clustering Taxonomy is the selection of the
cluster prototype[ASW15]. The cluster prototype is the representative of each cluster
and it effects the quality of the clustering. Picking a cluster prototype technique is
vital and has been proven to be directly proportional to the quality of the resulting
clusters. There has been significant research with the objective of reducing the selection



36 2. Background

of inexact cluster prototypes pertaining to all classes of the clustering algorithms which
involve the concept of prototypes. The objective of a cluster prototype is to find a
time-series(prototype) such that the distance to all the other time-series belonging to
the same cluster are minimized. The optimal prototype which achieves this is referred
to as a Steiner sequence. The cluster prototypes can be computed using any of the three
below mentioned methods:

• Medoids : The run-of-the-mill method to inch towards the optimal Steiner sequence
is the use of the Medoid as a cluster prototype. The medoid is a time-series that
minimises the sum of squared distances to all the other time-series within that
cluster. In this case, the medoid defines a cluster center. The pairwise distances
can be computed using the Euclidean Distance or DTW depending on the lengths
of the time-series.

• Averaging : Mean of the time-series at each point is one of the simplest averaging
method that is used when the time-series are of equal length. In this case, the
distances are computed using a non-elastic similarity measure like Euclidean
Distance. This is more challenging when it comes to dealing with time-series of
unequal length or when the aim is to find out shape similarities. In this case, just
averaging the distances found by the use of elastic measures like LCSS or DTW
are not sufficient to determine the correct prototype. There exist different shape
averaging approaches to approximate the prototype when these elastic similarity
measures are used. In case of DTW, one approach presented suggests combining
time-series hierarchically and the last time-series remaining is chosen to be the
prototype. Another approach involves calculating the medoid and then aligning
all the other remaining time-series using DTW and then computing the average of
these resulting time-series. A global averaging approach is also an option that can
be considered to find the prototype. In case of LCSS, a fuzzy clustering approach
can be used to cluster the time-series and then the average can be computed by
making use of averaging method by LCSS and the prototype can be chosen.

• Local Search: This approach works in multiple steps where firstly a medoid is
determined for each cluster and then the averaged prototype is determined using
averaging methods. Then, new warping paths can be computed for the previously
averaged prototype. Instead of using the medoid, there have been attempts to
rather use the prototype determined by using the local search method. The authors
of [HNF08] have proven that in case of k-medoids, the clustering accuracy was
the best when the determination of the prototype was done using the local search
method.

Though we discuss here information on cluster prototype formation, for the sake of
providing the reader with a comprehensive view on the possible clustering configurations,
we do not evaluate this aspect in our current study.
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2.3.5 Evaluation

Once all the steps of the time-series clustering taxonomy are done and we have the
final clusters, how do we know we ended up with good clusters even if the clusters were
generated without any issues? How do we evaluate the overall quality of the clustering
process? Were the best set of possible clusters generated? To answer these questions
with certainty a standard process is needed in the field of time-series mining covering
the following aspects ([ASW15]):

• Whenever possible, the clustering approach should be run with varying datasets
unless the said clustering approach has restrictions and is designed to work with a
specific dataset.

• The experiments should be formulated so as to avoid or in the worst case minimize
any bias due to implementation.

• The dataset and the clustering algorithm should be made available if possible.

• In case the clustering algorithm uses any new similarity measures, then these
measures should be compared against a baseline which contains a stable metric
like Euclidean Distance.

Evaluation of the final clusters obtained is challenging because most of the decisions/-
parameters chosen during the whole clustering process like for instance, the choice of
representation, the choice of similarity metrics, the choice of the clustering approach and
additionally in case of partitional clustering algorithms the number of clusters chosen
and in case of density-based clustering algorithm the radius(threshold for noise detection)
and the neighbours chosen to mention a few and finally the cluster prototype are all
subjective choices depending on the user and the corresponding domain. In majority of
the cases, its a dilemma to assess the clusters in the absence of labels.

The evaluation of the clusterings or more commonly referred to as the cluster validity can
be further estimated using three varying kinds of evaluation categories [ASW15, HBV01]
:

• Internal Indices :
In case of Internal Indices or Intrinsic validation, the estimation of the quality of
the clustering is inferred from within the inherent features that can be extracted
from the dataset used. No external information(ground truth) is available. These
kind of measures are again sub-divided into two classes([HBV01, MSR15] :

– Compactness :
The Compactness of a cluster is defined as the closeness between all the mem-
bers that belong to the same cluster and this can be achieved by minimizing
the variance. This is also referred to as the cluster cohesion or tightness.
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– Separation:
The Separation is measured between different clusters generated by a cluster-
ing algorithm in terms of how well separated each cluster is compared to the
other clusters. This is also referred to as the cluster isolation. The separation
between the clusters can be computing by using the below distances :

∗ The distance between the clusters can be measured between two nearest
points that belong to different clusters. This distance is referred to as
Single Linkage.

∗ The distance between the clusters can be measured between two farthest
points that belong to different clusters. This distance is referred to as
Complete Linkage.

∗ The distance between the clusters can be measured as the distance
between the centroid of the two clusters. The distance is commonly
referred to as the distance obtained by Comparison of Centroids.

The main goal in internal indices is typically assessed by an objective function
were we aim to maximise the intra-cluster similarity and minimise the inter-
cluster similarity.

Sum of Squared Error(SSE) is the most widely used and it is an objective function
mainly for partition-based clustering, which tries to minimise the distance between
each time series to the cluster centre. Other internal indices include Silhouette
Index, Root-Mean-Square Standard Deviation(RMSSTD), Homogeneity Index etc.
In case of hierarchical clustering approaches, Cophenetic Correlation Coefficient
which defines a statistical index to measure the similarity between proximity
matrices can be used.

• External Indices :
In case of External Indices or Extrinsic Indices, the ground truth is available and
hence the similarity of the extracted clusters can be measured against this ground
truth which in most of the cases are the user supplied class labels(true class labels).
Our aim is to maximise the similarity of the clustering algorithm outcomes to the
ground truth. We discuss some of the external indices measures below :

– Entropy :
The entropy measures the degree to which a cluster contains all the time-series
which belong to a single true class.

– Cluster Purity :
The purity of a cluster assigns the cluster to the class which occurs most
frequently within the cluster.

– Jaccard Score:
The Jaccard Score or the Jaccard coefficient can be computed as the result
obtained after dividing the number of features that are common between
the two sets by the number of properties available. In our case, the 2 sets
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are namely the externally known class labels and the extracted clusters
respectively.

– Rand Index :
The Rand Index can be used to compute the similarities between different
clusterings. It computes the agreement between partitions in terms of how
close the clustering results are with respect to the ground truth. To maximise
the chance grouping of elements an adjusted rand index measure is used.

– F-measure:
The F-measure provides a comparison between the classes(ground truth)and
the corresponding clusters they are assigned to by the clustering algorithm.

The values of all the above discussed measures vary between 0 to 1. We aim
to maximise the values of all these measures i.e., 1 corresponds a case where
the external class labels match the clusters found (ideal case each cluster
contains all the objects that belong to the same class) excluding entropy
where we want to minimize the impurity i.e., a value of 0 is preferred which
implies that all objects of the same class were placed in the same cluster.

The extrinsic and intrinsic indices are a statistical way to estimate the quality of
clustering based on some preset expectations which is also their biggest disadvan-
tage as they require a high computational cost and time.

• Relative Criteria:
In case of Relative Criteria, relative comparison of different clustering algorithms or
the relative comparison of the same clustering algorithm run with varying parameter
configurations is considered. Our objective is to choose the best clustering with
respect to the relative comparisons done. We present the below cases with respect
to the choice of the number of clusters parameter :

– If the clustering algorithm does not require the setting the number of clusters
problem, we execute the clustering algorithm multiple times varying the other
parameters to be set and ensure that the number of tuples remains constant
for this range. In this case, the best choice would the parameter configuration
would be the values that were set for the center of this range. This approach
can help us identify the natural number of clusters that can be inferred from
the dataset.

– If the number of clusters needs to set for the clustering algorithm,in this case
we make use of the validity index to make the decision on the best clustering
to use. The graph generated by the use of the best values of validity index
consisting of the clustering algorithm run with different initial conditions and
also user defined minimum and maximum values can aid our decision.

There are a multitude of cluster validity measures available and there is no hard and fast
rule on which of these measures can be used. The choice of the cluster validity measures
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is subjective and is highly dependent on the nature of the data used, the user’s domain
knowledge and can also be influenced to some extent by the clustering technique(s) used
to cluster the data.

After discussing on clustering time series, in the next section we talk about forecasting.

2.4 Forecasting techniques

In this section, we put forth the fundamentals on time-series forecasting and its appli-
cations. We highlight the importance of forecasting techniques and present the most
widely used forecasting models. We place emphasis on the evaluation of these resulting
predictions and pave the way for the different forecast accuracy that can be used. We
also provide a discussion on the usage of ensembles of forecaster and how they could
contribute in this area.

Forecasting refers to the prediction of the future based on the past data and any other
information that is available regarding what can happen in the future using statistics
or machine learning techniques. Forecasting can be applied in both cases of supervised
and unsupervised learning. Time-series Forecasting is an important field in the area of
time-series analysis as it can directly influence the decision making process.

Forecasting can be applied on a multitude of tasks ranging between anticipating the
stock market for the next year or quarter to dressing recommendations for the next
day based on the weather predictions[HA18]. Forecasting models aim to capture the
relationships and the underlying patterns found in the past data which could potentially
facilitate assessment of risks or an action that should be taken in the future which would
turn out well [MS12].

Correlating to our study, once the clusters are found, their respective cluster centres can
then be given as an input to the forecasting model to predict the query occurrences in
the future which would contribute towards self tuning database management database
system without any human intervention.

The desired forecasts can be categorised as mentioned below[HA18] :

• Short-Term Forecasts: As the name suggests, Short-Term Forecasts are used to
facilitate immediate decision making. These forecasts typically range from a the
next hour upto a day. Examples of Short-Term forecasts are not limited to resource
scheduling, forecasting demand and planning the production and transportation.

• Medium-Term Forecasts: Medium-Term Forecasts are used to facilitate decision
making for the upcoming days. These forecasts typically range from 1-3 days or
even weeks depending on how the businesses and the user define them. Examples
of Medium-Term forecasts are not limited to the estimation of the requirements of
resource in the future which could help the businesses decide if new raw materials
need to be procured, whether there is a need to hire more employees or if the
company needs to invest towards its infrastructure.
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• Long-Term Forecasts: Long-Term Forecasts are used to facilitate the process of
decision-making in the long run which can range from months to years. These
forecasts are majorly utilised for strategic planning.

There are diverse options for choosing a forecasting model which can provide us with
the desired predictions and we discuss some of these in the next subsection.

2.4.1 Forecasting Models

The choice of the forecasting models depends on the below properties [MVAH+18]:

• Linear :
A linear model assumes that there exists a linear relationship between the input
and the output data. Linear models work well with a small training data and
train faster provided that an uncomplicated linear relationship exists. Accurate
short-term forecasts are generated.

• Memory :
Memory models have the ability to retain memory i.e., they generate predictions
by using both input data and the “remembered” information from the past. In
these models, one of the challenges is to decide how much to remember, because
though they are good for exploiting dynamic behavior, the model could turn out
to be less efficient due to increased training complexity.

• Kernel :
A kernel model can be used in case of nonlinear relationships. In contrast to the
other methods, the kernel methods use linear methods and map then in the input
kernel space to generate the non-linear relationships.These models take longer
to train and require a good amount of training data but can handle complicated
relationships in the data. These are good for medium-term to long-term forecasts.

As we focus mainly on the time-series clustering and forecast accuracy, we discuss the
forecasting models at a high level namely the ones used by the current state of the art
in forecasting database workloads [MVAH+18].

We list the forecasting models below :

• Linear Regression:
The Linear Regression (LR) are the models which are capable of modelling the
linear relationships between the input and output data. They are also commonly
referred to as the linear auto-regressive models.

• Recurrent Neural Networks :
Recurrent Neural Networks(RNNs) are non-linear forecasting models that are
effective in producing dynamic predictions. A non-linear memory model type of
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RNN called the Long-Short-Term Memory(LSTM) has the ability to retain the
information from the past and helps the model to learn the repeating trends of
the data which goes much beyond the capability of the traditional RNN model.

• Kernel Regression:
Kernel Regression(KR) is a non-linear model and non-parametric model where
the input is assigned a weighted average of the training outputs such that lesser
the distance, higher the assigned weighted average. KR is said to work well in
predicting spikes but it does extrapolate well with previously unseen data.

• Auto-regressive Moving Average:
Auto-regressive Moving Average(ARMA) model extracts the auto-regressive and
the moving average parts from the underlying time-series which work on residuals.
All the previous observation can be employed either directly or their residuals
while generating the predictions.

• Feed-forward Neural Network :
Feed-forward Neural Network(FNN) are non-linear models where a feed-forward
neural network is used to separate the linear transformations by the use of non-
linear activation functions. The neural network is called feed-forward in this case
that there is no feedback cycle involved to incorporate the previous results.

• Predictive State Recurrent Neural Network :
Predictive State Recurrent Neural Network(PSRNN) is another type of RNN that
is proven to perform better than the other types of RNN namely the LSTMs in
many tasks related to prediction. This is facilitated by having an initialization
which can start the optimizations at a suitable point such that the global minima
can be reached much quickly.

2.4.2 Forecast Accuracy Measures

Once the predictions are generated from one or multiple forecasting models, how do we
decide which model generated the best result? How can we be sure that a good quality
prediction was generated? To answer these questions, there are numerous choices of
forecast accuracy measures available.

Before we present the forecast accuracy measures we introduce the notations used in
this study[HK06]:
Let yt represent the observation or the actual data at the time point t and ft represent
the corresponding forecast or prediction. Then the prediction(forecast) error can be
defined as

et = yt − ft (2.10)

The forecast accuracy measures can be categorised as listed below [HK06, HA18]:
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• Scale Dependent Measures :
As the name suggests, scale dependent measures are influenced by the scale of the
actual data. Thus, whenever we want to compare the performance of multiple
forecasting models on a single data set, these measures can be used. Some of the
Scale Dependent Measures are summarized in Table 2.4.

Measure Calculation
Mean Square Error(MSE) mean (e2t )

Root Mean Square Error(RMSE)
√

MSE
Mean Absolute Error(MAE) mean (|et|)
Median Absolute Error(MdAE) median (|et|)

Table 2.4: Scale Dependent Measures

The most widely used measures from this category remain RMSE and MSE, but
their goodness is debatable as they are sensitive to noise in the data relatively
more than their counterpart measures of MAE and MdAE.

• Percentage Error Based Measures :
The percentage errors can be computed as

pt = 100
et
yt

(2.11)

These measures can be used in cases where multiple datasets are available to be
passed to a forecasting model. Their main advantage is that they are independent
of the scale. Some of the Percentage Error Based Measures are summarized in
Table 2.5. But these percentage based error measures suffer from many drawbacks

Measure Calculation
Mean Absolute Percentage Error(MAPE) mean (|pt|)
Median Absolute Percentage Error(MdAPE) median (|pt|)
Root Mean Square Percentage Error(RMSPE)

√
mean (p2t )

Root Median Square Percentage Error (RMdSPE)
√

median (p2t )

Table 2.5: Percentage Based Error Measures

:

– The values of measures are undefined or tend to infinity when there exist 0
values in the actual data which often results in a skewed distribution. Using
transformations on the original data have been proven to stabilise these
values.
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– These measures tend to place a heavier penalty on the positive predictions
than the negative predictions. symmetric measures have been introduced as
a partial solution to this drawback.

• Relative Error Based Measures :
Relative Error based Measures calculate the error values by dividing each error(et)
by the corresponding error that is obtained using a different forecasting model
which is treated as a benchmark(et

*) to scale the error values. This error can be
computed as :

rt =
et
e∗t

(2.12)

Some of the Relative Error Based Measures are summarized in Table 2.6

Measure Calculation
Mean Relative Absolute Error(MRAE) mean (|rt|)
Median Relative Absolute Error(MdRAE) median (|rt|)
Geometric Mean Relative Absoluate Error(GMRAE) gmean (|rt|)

Table 2.6: Relative Error Based Measures

Some authors recommend the use of these measures but a serious disadvantage
can be seen when the errors generated by the benchmark forecasting model is very
low. These can be overcome by trimming of extreme values but they substantially
increase the complexity involved.

• Relative Measures :
Relative Measures compute the forecast error measure that is obtained against
the forecast error measure that was obtained using some benchmark method. For
instance the relative error in case of MAE can be estimated as below:

RelMAE =
MAE

MAEb
(2.13)

Similarly, relative errors can be computed for any other forecast error measures
like RMSE, MAPE, etc.

These measures can provide a direct comparison between the selected forecasting
model with respect to the benchmark forecasting model, enabling us to decide
which is a better approach whereas , a hindrance with this approach is that to
compute the forecast error values multiple forecasts need to be generated for the
same series.

• Scaled Errors :
Scaled Errors can be used to overcome some of the disadvantages of relative
measures and relative errors based measures which remove the scale and usually
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the benchmark forecasting models used are naive like average most of the cases
which pose further problems. The scaled error can be computed as below:

qt =
et

1
n−1

∑n
i=2 |Yi − Yi−1|

(2.14)

The idea behind the emergence of the scaled error is that in-sample MAE error
can be generated from the naive benchmark forecast model which makes it scale
independent. The Mean Absolute Scaled Error can be computed as :

MASE = mean (|qt|) (2.15)

The advantages of this measure include less sensitivity towards noise and scale
independent. Though, the fact that the increase in the sample size is directly
proportional to the denominator value serves as a drawback in cases of non-
stationary series.

2.4.3 Ensemble of Forecasters

There has been a significant research in the area of ensemble based forecasting methods
for time-series forecasting and have been used for short term energy forecasts and load
forecasting etc. In the past,ensemble based approaches have been proven to be beneficial
in the area of the Classification. The different models are combined to form an ensemble
an in turn is expected to have a positive impact on the overall model accuracy. In case
of ensemble based models two major choices to be made : Firstly, “What are the models
to utilize for the creation of the ensemble ?” At this phase, the user needs to decide the
models that would be used to create the ensemble keeping in mind the diversity required
by the ensemble approach. Lastly, “How will the model results of an ensemble combined?”
At this phase, the user to decide the combination of the results generated by all models
in the ensemble with the intention to maximise the accuracy of the predictions. The
most commonly approaches to combine the results are either taking an average of the
predictions of all the models or having an voting system and choosing the predictions of
the model which has the highest accuracy compared to all the other models belonging
to the ensemble.

In our study, we make use of ensemble based approach for time-series forecasting by
creating an ensemble of LR and RNN models and the result is the averaging the
prediction results of both the models. Although, the ensemble approach performs better
than the other models in majority of the cases, its been noticed that they are not good
when it comes to predicting the periodic spikes that is part of the target workload that
do not occur frequently. But, the prediction of these spikes is of significance in the
field of workload forecasting to apply optimizations at the database level as it helps
the system anticipate the this peak well in advance to avoid last minute issues with
handling the required resources.
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Figure 2.5: Worklow of QUERYBOT5000
[MVAH+18]

As mentioned previously, the Kernel Regression forecasting model works well in detecting
spikes in the data, a hybrid forecast model is also used which facilitates the automatic
decision of which forecast to be used. In our case, the hybrid model consists of Ensemble
and KR and based on the predicted workload volume(better model has higher predicted
workload model) the results of the Ensemble or the KR are chosen.

The references used throughout this subsection are cited here [AV17, MÁTACR15, Pol06,
MVAH+18].

Following our description on time series, clustering of them and forecasting, we will next
describe the state of the art in forecasting database queries.

2.5 State of the art in forecasting database work-

loads

All the research in this section is based on [MVAH+18]. In this section, we provide a
brief overview of the current state of the art robust framework for forecasting database
workloads. This framework is referred to as “QUERYBOT5000” and can forecast
the anticipated arrival patterns in the future for queries based on the past data. To
ensure that the models used are capable of detecting the changes in the dynamic
workload,independent of the database design and hardware changes , QUERYBOT5000
does not consider the physical resources but rather the logical composition of the executed
queries. Short to long-term predictions can be generated based on the user need. To
reduce the number of forecasts to a reasonable range, this framework demonstrates
the usage of time-series clustering as a data reduction technique. The framework is
evaluated against real-world target workloads and built as an external controller and
can be plugged into any PostgreSQL and MYSQL databasesFigure 2.5. We organise the
remainder of the section into sub-sections where each sub-section provides details on
the different components of QUERYBOT5000.
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Figure 2.6: Sample Workload Traces
[MVAH+18]

Figure 2.7: Sample Workload Details
[MVAH+18]

2.5.1 Real-World Datasets

From three real-world datasets, we extract the corresponding sample workload traces
Figure 2.6 and the query statistics are listed in Figure 2.7.

The Admissions workload is extracted from a university’s graduate program website
which enables the student to apply online to the program of one’s interest irrespective of
the responsible department. The decision is taken by the faculties after the end of the
application period. This workload exhibits the pattern of growths and spikes that are
part of many real world applications. Figure 2.6 portrays the last week of the application
period. The query arrival rates gradually increase as the deadline approaches but there
is a sudden spike that can be seen from 48 hours before the deadline.
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The BusTracker workload is extracted from a mobile phone application that provides the
capabilities of live-tracking of public bus service to the user. The application maintains
details about the location of the bus at predefined intervals and then guides the user
with the required route direction instructions and then points to the nearest bus stop
based on the user’s location. Figure 2.6 portrays the queries arrival rate for a period of
72 hours. As its a bus tracking app, the number of queries executed at the peak times
will be significantly higher i.e., morning when people go to work or university and in the
evening when they are on their way back. This workload exhibits a pattern of a cycle
which can be seen every day.

The MOOC workload is extracted from a web application that provides the services
of online courses where the user can either opt to be course instructors or the course
attendee. The options for the course attendees is restricted to submission of assignments
and viewing the contents of the course whereas the instructor has the option to upload the
required materials for the course. This workload exhibits a pattern of evolution i.e., the
workload composition changes over time. This change in the workload composition can
happen due to numerous reasons like new courses were introduced, the web application
attracted the attention of viewers belonging to a different country etc. Figure 2.6
portrays the evolution in the MOOC workload after the release of new feature.

2.5.2 From queries to time series

We describe the pre-processing steps involved in transforming the sample workload
traces into a time-series format. This subsection corresponds to the actions taken by
the Pre-Processor component of QUERYBOT5000. We can characterize the DBMS
workloads into 2 types based on their composition namely OLTP Workloads and OLAP
Workloads. The OLTP Workloads usually contain all similar queries which target the
same tables only with some specific differences in the input conditions. Whereas the
OLAP Workloads contain queries which cater to diverse reporting use-case’s with varying
input conditions and predicates. Similar queries follow the same execution pattern and
require the same runtime resources. As forecasting each query is not a feasible option,
all these similar queries can be combined into a single template that can then aid in
estimating the workload patterns and thus, the arrival rate needs to be saved for only
these templates.

The below steps are performed for translating queries into templates (Listing 2.1):

• Firstly, all the constants present in the query string are identified and they are
substituted by placeholders.

• Within the query string, the constants can be present in the VALUE fields in an
INSERT query(number of tuples needs to be kept track of in case of batch inserts),
predicates of WHERE clause in a selection query or the SET field in an UPDATE
query.
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Figure 2.8: Reduction of Workloads through creation of Templates
[MVAH+18]

• Then some additional formatting steps are done to handle the brackets,cases and
spacing.

• Tokens are identified using a query parser and then the generic query template is
generated.

• The total counts of the queries belonging to each template is stored for each
interval.

• Finally, the count is further reduced by combining templates with similar semantic
features.

Listing 2.1: From Queries to Templates

Or i g i na l Quer ies :
SELECT ∗ FROM USER WHERE USER ID = 5 ;
SELECT ∗ FROM USER WHERE USER ID = 10 ;
SELECT ∗ FROM USER WHERE USER ID = 1 ;
SELECT ∗ FROM USER WHERE USER ID = 20 ;

Generic Template :
SELECT ∗ FROM USER WHERE USER ID = $ ;

A sample set of the parameters provided in the original queries are maintained for each
created template. These can then be sampled and can be used for estimating the cost
involved with the planned optimizations.

There is strong potential to reduce the workload queries to be forecast by creating
generic templates from the original queries. Figure 2.8 proves that millions of queries
can be reduced to just thousands of templates for the considered real world workload
samples.

2.5.3 Clustering as a means of data reduction

We present the use of clustering as a means of data reduction to further reduce the
number of templates to be forecast. This subsection corresponds the Clusterer component
of QUERYBOT5000.
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Having thousands of forecasting models to just forecast the previously generated generic
templates is not a feasible option. On an average, atleast 3 minutes is required to train
each forecasting model.Hence, there is a need to further reduce the number of templates
which need to be predicted.

A clustering approach which generates clusters with respect to the similar arrival
rate histories of templates can be of substantial help. The clustering algorithm used
by the Clusterer component of QUERYBOT5000 considers the templates in a high-
dimensional space as its input and uses the similarity measure to create clusters of
similar templates.To support the dynamic workload patterns ,there is a need for stable
mapping to be generated between the templates and clusters using the features which are
independent of the database state as change in these mapping will trigger the retraining
of all the models.

There are three major design decisions that need to be considered as listed below:

• Feature Extraction:
Firstly, the features that will be used for clustering needs to be decided.Mainly
3 types of factors or features can be considered to cluster the queries namely,
physical,logical and arrival rate history. These features are discussed in detail in
Section 2.3. QUERYBOT 5000 uses the past arrival rates to cluster the queries.
The average arrival rate of all the templates belonging to the same cluster is given
by the respective cluster center. All the templates within a cluster follow the same
pattern irrespective of the changing volume of the templates. A single forecasting
model can be built cluster wise as all the templates grouped together in a single
cluster will exhibit similar arrival rate patterns. We avoid rebuilding of clusters
with DBMS related changes, but on the other hand, changes at the workload level
requires the retraining of models. Clustering based on arrival rates lead to more
meaningful models that have the capability to capture the impact of the queries
on the system’s performance.

• Online Clustering Algorithm:
The clustering algorithm used by QUERYBOT5000 is an modified online version
of the DBSCAN. As discussed in the Section 2.3.3, DBSCAN is a density based
clustering algorithm that creates groups of data points in the high density region
(point having many neighbors referred to as the core point) and marks the points
in the lower density region as noise. The traditional DBSCAN algorithm assigns
a data point into a cluster by estimating the minimum distance between the
considered data point and all the available core points, whereas we only want
to assign templates with respect to their corresponding cluster centres, only the
cluster center is a core point. This is important as we build only a single forecasting
model for each cluster i.e., with respect to its cluster cluster. The online variant
of the traditional DBSCAN algorithm has been proven to incur a high overhead
in case of updating of clusters. The modified online variant of DBSCAN uses a
threshold to estimate the similarity of arrival rates of the templates to assign them
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Figure 2.9: Modified Online Variant of DBSCAN
[MVAH+18]

into the same cluster. The threshold (ρ) ranges from 0 to 1 and a higher value
implies a stronger similarity and facilitates a more accurate clustering.

Figure 2.9 illustrates the steps of the modified online variant of DBSCAN used by
QUERYBOT5000. The following steps are iteratively excecuted :

1. New Template: Whenever a new template arrives, the similarity score of this
template is compared with all the available cluster centres and the template
gets assigned to the cluster against which it has the highest similarity score
exceeding ρ. If such a cluster is found, the template is assigned to this cluster
and the cluster center is updated. If there is no cluster for which the similarity
score is greater than the set ρ then, a new cluster is created with this template
as the only cluster member.To accelerate the process of finding the closest
cluster centre, KD-tree is utilised.

2. Comparison of Similarity : Again the similarity of previously assigned tem-
plates are compared with their respective cluster centers and if the corre-
sponding similarity score does not exceed ρ anymore, then step 1 is repeated
again. When there is a change in the template-cluster assignment, it could
sometimes trigger other templates to be moved to a different cluster as well.
A template which is not invoked by a query for a specified point in time,
is removed from the cluster. Usually, the change in the template-cluster
assignments are deferred till the next time an update is needed.

3. Similarity Computation: The earlier changes could also affect the clusters
themselves. Hence, a comparison based on similarity score is done between
cluster centers and if any of considered two clusters have a score exceeding ρ
they are merged into a single cluster.

These above are executed at regular intervals and in addition, the new templates
are monitored based on their similarity scores and in case of any change, the
clustering is rerun again. The threshold is set based on the DBMS performance.
The clusters are automatically adjusted for a dynamic workload which in turn
requires no knowledge of the workload beforehand or no warm-up period is required.
The complexity of this approach is estimated to be O(n log n) for a workload
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consisting of n templates. Since the cluster changes are not applied recursively,
there is no guarantee about the convergence of the clustering approach at any
given point of time.Hence, there maybe cases where the optimal clustering is not
achieved given the similarity measure but on the other hand it has been proven
that this does not effect the predictions in anyway. Figure 2.8 shows the average
number of clusters per day and the reduction ratio achieved over the three real
world sample workloads.

• Cluster Pruning :
A large number of clusters are generated from real-world applications which include
a combination of small and large clusters. Only the large clusters are capable
of representing the major workload patterns and the small clusters consists of
templates that are rarely executed,increase the noise of the models and do not
model the target application behavior and hence, predicting these small clusters is
not beneficial in anyway and can be ignored. QUERYBOT 5000 does not build
models for these. Research show that the top five largest clusters are capable of
covering upto 95% of the total query volume.

2.5.4 Forecasting Models and Horizons

Now that the templates are further grouped into clusters, we proceed to the creation
of the forecasting models for the top 3 clusters which predict the arrival rate for each
cluster by only using the cluster center for the prediction as discussed in the above
subsection. These predictions contribute towards the DBMS’s planning module which
can then anticipate the number of queries expected in the future and select the proper
optimizations accordingly. This subsection corresponds to the Forecaster component
of QUERYBOT 5000. We mention the forecasting models used by the framework and
provide a short description on choosing of the horizons and intervals for the forecasting
models.

QUERYBOT 5000 uses six forecasting models namely LR, KR, ARMA, PSRNN, RNN
and FNN. An ensemble(LR+RNN) and Hybrid (Ensemble + KR) is also included. A
discussion of these models can be found in Section 2.4.1 and Section 2.4.3.
Interval and horizon define the scope for a forecasting model. Horizon(prediction horizon)
is the period in the future for which the forecasting model can generate predictions. The
forecast accuracy is good for short horizons and it goes down as the horizon increases.
This is significant for self-driving DBMSs as it can help in preparation for the upcoming
workload patterns and resource requirements. The interval(prediction interval) on the
other hand,defines the time granularity of the predictions. A shorter interval leads to
better predictions at the cost of the computation and storage overhead. We discuss the
various interval and horizons in the evaluation chapter.

2.5.5 Challenges

There are mainly three challenges that any forecasting framework should be able to
handle for it to be utilised by real-world DBMS deployments as listed below :
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• There is a need for good arrival rate forecasting models which can exploit the
arrival rate of the workload patterns and categorize single or multiple workload
patterns present in a single workload. This is of significance as a single workload
can have multiple patterns due to the presence of nested-queries and also no two
workloads are the same.

• The framework should be able to scale down the workload complexities mainly
to reduce the number of queries without compromising too much on the forecast
accuracy as the millions of queries produced by a real-world application on a daily
basis cannot be forecast.

• The framework should be robust enough to handle the modified workload patterns
when human intervention is not an available option.

Thus far we have discussed on the essentials of time series, on the factors that allow to
build a clustering solution, and on the QUERYBOT5000 framework for query forecasting.
In the next section we take a step forward, considering that given the diversity of possible
clustering approaches for a dataset, a solution is required to enable users to learn how
to choose one approach. Hence we discuss the main details of bandit approaches, which
constitute the backbone of the possible solution we will evaluate as part of our work.

2.6 Making Decisions Under Uncertainty

In this present day world where we are striving to build smart machines that are on
par with the human cognitive intelligence level, one of the major challenges is to train
these machines on real world problems so that they can think and like humans. This
compels us to study models that are able to learn how to take decisions under uncertain
situations based on some factors like for instance “How do we model our problem and
define the associated uncertainties and what conclusions can be can be drawn from these
and from the known evidences?” and “How do we decide what needs to be done in
the future with respect to anticipated events in the future and would our earlier drawn
conclusions vary?”. In our study, we mainly concentrate on a sub-field of reinforcement
learning, specifically Multi-Arm Bandit learning models.

We can divide such problems into three parts as mentioned below [DO18] :

• Uncertainty and Probability :
Probability can be inferred in many ways. It can be considered as a random
event (as is the case of probability distributions) or it can represent a situation
where one is not sure of the outcome, and not necessarily due to randomness (as
is the case of subjective probability) or it can also represent the simplicity with
which a specific result can be generated (i.e., algorithmic probability). We can
use probability to define the uncertainties. There is no clear cut path to make a
decision by not considering the associated uncertainties at any point. When we our
problem is a sequential one, we can define our problem in terms of the available
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actions that can be taken, the new observations that are acquired over time and
then the corresponding actions that could be taken given these new observations.
This ultimately helps us to gain more knowledge about the world or the feature
space of our problem. This gained knowledge or more commonly referred to as
“learning” in machine learning terms is highly influenced by the previously taken
actions.

• Exploitation-Exploration Trade-Off :
Lets consider an example to understand the exploitation vs exploration trade-
off. Consider there are two fitness centers and you are already enrolled in say
fitness center A and your enrollment ends in a week. The fitness center B is
competitive with fitness center A has got very good ratings and you also happen
to speak to some of your mutual acquaintances who frequent the fitness centre
B. In addition,fitness centre B provides a bonus credit at the end of every week
which can be redeemed later to buy protein supplements and gym gear. Now, a
decision needs to be made whether you want to again enroll for the fitness centre
A as you are already familiar and comfortable in this environment or you want to
take the risk of enrolling for fitness centre B which can either be a better choice
or a bad choice and you do not know the outcomes when you have to make this
decision. Thus, in the real world one must decide whether to explore and learn
from the world which could help in the long run or just exploit the known world
and win predefined rewards. This trade-off needs to be addressed in most of the
present day data science problems.

• Decision Theory and Reinforcement learning :
Decision Theory is the key for formally defining the problem and in turn unravel
the solutions to these problems.How do we decide which would be the optimal
choice in any given situation when we know the goals of the problem and the
possible alternatives available?. One of the most widely used solution to answer
such problems is by using Reinforcement Learning models. The problem for
Reinforcement Learning can be defined in terms of a set of available actions
that can be taken by the learner where each action has a corresponding reward
and the different available states that can be reached after a specific action is
performed. The main challenge is that the world or the environment of the problem
is unknown and the decisions taken by the learner are mainly based on the very
limited feedback it receives for the actions executed in the past. We can frame
our objective to be the set of actions that the learner should take to maximize the
total reward. In artificial intelligence based systems, we mainly want to emulate
the real world human actions through robots, computers etc , by just defining our
problem and not knowing how we can arrive at a best optimal solution. So, the
learner needs to explore on its own and arrive at a good solution. In the majority
of the cases, the environment of the problem is partially known, so the trade off
between the exploration vs exploitation needs to be addressed.
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2.6.1 Bandits

One of the most fundamental problems in decision theory is the Bandit Problem which
is also a case of associative reinforcement learning. The simplest bandit problem is a
n-armed bandit. We are provided with n number of single-armed bandit machines and
an action needs to be chosen which will fetch the learner (agent) a reward. The reward
is not disclosed in advance and the learner needs to execute an action to identify the
rewards associated with each arm. Our goal is to choose the arms which will maximize
the total reward. The policy and the utility functions used in our evaluation will be
discussed in the following chapters.

In our study, we mainly focus on contextual bandits. The main difference between the
contextual bandit problem and the other bandit problems is the presence of context
in the former case. The contextual bandits have a context (side information, which
is similar to features in a supervised machine learning) predefined for each arm and
the associated rewards. The contextual bandits have been employed to solve many
real world problems where a recommendation needs to be done for the user or more
recently in areas of active learning. For instance, a contextual bandit was used to suggest
personalized ad information on search engine pages as to maximise the probability of
the user clicking on the displayed ad [Cor18, DO18].

We present some existing conceptual bandit algorithms below [BAL18]:

• Greedy : This is a fully greedy approach where the selection of the action is
always influenced by the current policy. This algorithm is competitive with other
algorithms.

• Bagging : The bagging algorithm approximates a posterior distribution from
the stored multiple policies. This can be done using an online bootstrap or
using Thompson sampling. this facilitates learning by reduction of the off-policy
optimizations.

• Cover : The Cover works on a Online approximation cover algorithm which
approximates a covering distribution from the stored multiple policies. These serve
the dual purpose of exploitation and exploration well.

Unlike our discussion of clustering, in this section we only describe basics of bandits, and
we specifically outline methods that we will use. With this we conclude this chapter.

2.7 Summary

In this concluding section, we provide a section-wise summary of our learnings so far as
listed below :

• We begin by introducing a literature review section to ensure that our work is
reproducible and with the intention that it would act as a starting step and
motivate future researchers in this area.
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• Time Series is a collection of data at regular time intervals. There can be discrete
times and continuous time series. Each time-series can be categorized based on its
four distinctive characteristics mainly trend,seasonality,cyclic and irregularity.

• The time-series taxonomy divides the time-series clustering process into four well
separated steps namely time-series representation which provides the user to
transform the raw time-series into a compact representation which can then be
used as an input for further analytical tasks,time-series similarity measure where
the user needs to choose a similarity function that can be used to define the notion
of similarity for a clustering algorithm,time-series clustering step which requires
the user to choose a clustering technique(s) with respect to all the available
clustering techniques and finally the time-series prototype which decides the
prototype selection and the defines the cluster centre. Cluster Validity choices
include internal indices, external indices and relative measures.

• The time-series forecasting has the choice of many forecasting models including
linear models,memory-based models and kernel based models. Ensemble and
Hybrid of forecasting models are an active research are due to their remarkable
success. The goodness of the predictions can be estimated by using varying forecast
accuracy measures.

• We provide a detailed overview about QUERYBOT 5000 and its components.
Pre-processor transforms the sample workloads to generic templates to reduce
the data. Clusterer component uses a modified online variant of the DBSCAN
algorithm to cluster the templates with respect to their similar query arrival rates
and this demonstrates the potential to use time-series clustering as a data reduction
technique. Forecaster component builds forecasting models for the top three large
cluster centres as 95% of the workload patterns are represented by these clusters.

• Reinforcement learning can help one overcome some of the challenges involved in
decision making under uncertain environment conditions. As a model it helps in
decision making under uncertainty. Because of this we select this machine learning
approach to evaluate the feasibility of recommending a clustering configuration
based on a dataset and a context. Contextual bandits are a type of associative
reinforcement learning where the agent tries to learn more about the world inline
with the exploitation-exploration tradeoff.



3. Prototype implementation and
research questions

In this chapter, we highlight our research questions. We also describe the structure of
our prototype, and specific details of the implementation.

We structure this chapter as follows :

• Research Questions We recapitulate our research questions pertaining to this
thesis which are not addressed in previous work [MVAH+18] (Section 3.1).

• Prototype Implementation In this section, we describe our experimental proto-
type structure, and we provide a brief overview of QUERYBOT5000 and Prophet
(Section 3.2).

• Datasets We describe the available dataset which we use in our study (Section 3.3).

• Relevant Configuration Details This section sums up all our configurations
and combinations that are used in our study (Section 3.5).

3.1 Research questions

In this section, we provide a list of our research questions. To form our research questions
we categorize them based on the their main goals as follows:

• Significance of Clustering as a Data Reduction Technique:
As the title suggests, we try to verify that time-series clustering can be used as a
data reduction technique in order to reduce the number of queries/templates that
need to be forecast. We feel a further study in this area is highly significant for
automated tools, to throw light into how each step of the clustering process (in



58 3. Prototype implementation and research questions

accordance with the Time-Series Clustering Taxonomy) could have an impact on
the overall prediction accuracy of the model. In order to evaluate this, we consider
different choices from the Time-Series Clustering Taxonomy, to understand the
impact on the forecast accuracy and to provide a comparison against the basic
QUERYBOT5000 approach. We address the following research questions :

1. Time-Series Similarity Metrics: Would the selection of a similarity metric
have an impact of the overall forecast accuracy?

2. Time-Series Representation: Would having a transformed time series repre-
sentation improve the clusterings and ultimately have a positive impact on
the forecasting accuracy?

3. Time-Series Clustering Algorithm: What is the change in the overall forecast
accuracy using different clustering techniques?

• Possibility to have a system which could recommend ideal clusterings for a dataset :
Based on the results obtained from our earlier research questions, we want to have
a system that would be able to suggest a clustering configuration to the user that
would lead to beneficial accuracies in the forecasting process.

We list our research question below :

1. Recommendation of clustering configuration In dealing with the diversity
of clustering opportunities, and their impact on the forecasting, could a
recommender approach be used to recommend the clustering configuration
to adopt for a dataset of queries, given a forecasting horizon? Specifically,
we aim to evaluate the suitability of different contextual multi-arm bandits,
considering only the forecasting horizon as the context.

3.2 Prototype implementation

In this section, we present the structure of our prototype for the clustering process, and
for the contextual bandit.

3.2.1 Prototype Structure - Clustering

We present the prototype structure for the first part of our study where we evaluate
different combinations of time-series representations, similarity functions and clustering
algorithms. As seen from Figure 3.1, the parts in grey are the components of QUERYBOT
5000 which we utilize in our study and a part of our contributions in the clustering and
the forecasting block are highlighted. We visualize our prototype as a system consisting
of three components as listed below:

• The Preprocessor component involves converting the database logs retrieved from
a real world target application to a time-series compatible to be considered for the
clustering and predictions. We make use of the preprocessor component provided
by QUERYBOT 5000 framework.
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Figure 3.1: Prototype - Clustering as a Data Reduction Technique

• The Clustering component involves the configurable choices from the time-series
clustering taxonomy, and it corresponds to the main focus of our study. We
experiment with different configurations, which we add as extensions to the
existing framework, and we compare our choices with the baseline QUERYBOT
5000 framework.

• The Forecasting component contains the prediction models used to forecast the
clustered queries from the Clustering component. We make use of the Fore-
caster component provided by the QUERYBOT 5000 framework and also use the
automatic forecasting tool Prophet to compare the predictions.

Then, we evaluate the forecasts obtained by all the models by making use of
forecast accuracy measures. We mainly use MAPE as the produced clusters and
forecasts are on different scale and we need a scale independent measure to compare
the goodness of the predictions.

3.2.2 Quick Refresher on QUERYBOT 5000

QUERYBOT 5000 is a workload forecasting tool that can be run as a standalone system.
The queries from the target application’s database are passed into QUERYBOT 5000.
The framework works in two major phases as outlined below :

• In the first phase, the application queries received from the target database are
sent to the Pre-Processor and the Clusterer components. The Pre-processor creates
a generic template out of all the similar queries (by removing some parameters)
and creates a mapping between these templates and the original query invoca-
tions. This provides the capability to reduce the number of queries which in turn
contribute towards reducing the storage and computational overheads. The Clus-
terer component further reduces the number of templates by grouping templates
together based on their similar past arrival rates.
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Figure 3.2: Analyst in the Loop structure used by Prophet
[TL18]

• In the second phase, the Forecaster generates the predictions for only the large
clusters essentially on the cluster centre.These predictions can help in determining
the queries that will be run on the target application in the future which can
enable the database management system to tune itself based on the anticipated
tasks that will be done in the near future rather than only the past.

A detailed explanation on how the frameworks operates can be found in Section 2.5.

3.2.3 Prophet

Prophet is an open source automatic forecasting tool made available by Facebook. The
authors [TL18] highlight the current trends in the area of time-series forecasting as
follows:

• The existing automatic approaches are inflexible and difficult to tune.

• The data science analysts usually have a very in-depth domain knowledge but not
enough training in the area of time-series forecasting.

• Producing a good quality forecast is not an easy task and requires a high level of
expertise stemming from experience.

The above observed trends serve as a motivation and highlight the need to have an
automatic forecasting tool which is flexible, can work fast and at the same time produce
high quality forecasts at scale.

The workflow of Prophet using the Analyst in the loop way is described below [TL18]Figure 3.2
:
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• Firstly, the given time-series are modeled using three components namely trend,
seasonality, and holidays and in some cases an error term to model the unknown
characteristics of the time-series.

• Secondly, the predictions are generated. These are also generated on multiple
baseline models based on historically simulated dates so that these can be used
for the evaluation of the predictions. The forecasting models include ARIMA,
Exponential Smoothing and Markov Chain Monte Carlo approaches. MSE and
MAPE are used as forecast accuracy measures though the preferred measure is
MAPE.

• Lastly, prophet also has a feedback mechanism that can be used to tune the model
based on the prediction evaluation results. In case of poor performance , these
problems are flagged down to the data analyst for a human feedback before the
model tunes itself. Some typical feedback’s are capacities of the market size, dates
of any known product changes referred to as changepoints, holidays and their
associated seasonality known in advance and smoothing parameters based on the
data analyst’s experience.

The code snippet used in our study for forecasting using Prophet is given in Figure 3.3.
We describe the steps that we incorporated to use Prophet in our study below :

1. Install and Import the prophet python package.

2. Input : a csv file with two fields date and frequency of template execution titled
ds and y respectively.

3. Create a prophet model prophet and specify the seasonality if known. Possible
options: Monthly Seasonality, Weekly Seasonality and Daily seasonality.

4. Fit the model to existing forecasting models.

5. Generate Predictions and here period denotes the number of days you want to
predict in the future.

6. Output : Prophet generates the date, prediction and the upper and lower bounds
of the prediction represented by ds,yhat,yhat lower and yhat upper respectively.

7. Generate the plot to compare the original time-series with the generated predic-
tions.

8. Use MAPE to evaluate the quality of forecasts.

Our findings for Steps 7 and 8 are presented in Chapter 4.

3.2.4 Similarity Measures

We discuss our choices of similarity measures below.
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Figure 3.3: Prophet - Code Snippet

3.2.4.1 Discussion on the Choice of Similarity Measures

The authors of [ASW15] mention that Euclidean Distance and the DTW approaches
are the most widely used similarity metrics for time-series and they claim that the
performance of Euclidean Distance is cutthroat with DTW in case of time-series clas-
sification tasks. But the downside of using DTW is the quadratic complexity. As a
consequence, the authors of [EA12] suggest to use a variant of DTW mainly Fast DTW,
which runs on linear complexity. The authors also establish the fact of using HMM
time-series representations with KL Divergence as a distance metric as it provides a
direct comparison between the models under consideration instead of using the maximum
likelihood to compare the similarities.The authors of [CMA+12] highlight the use of
pearson correlation coefficient and cosine similarity when either a complete or partial
matching needs to be done between the time-series. Hence, we choose to work with five
metrics namely cosine similarity(baseline), pearson correlation coefficient,euclidean dis-
tance, KL divergence and Fast DTW. In case of Euclidean Distance and KL divergence,
as they are distance measures to make a fair comparison we convert these distances to a
similarity metric before passing it to the clustering algorithm.

Our results regarding this aspect are presented in Chapter 4.

3.2.5 Time-Series Representation Methods

Regarding the time-series representations used in our study, mainly we worked with:
Generic Templates and Hidden Markov Models. We utilised the functionality of convert-
ing the application logs to generic template provided by the Pre-processor component of
QUERYBOT 5000. A detailed explanation of the approach to generate generic template
can be found in Section 2.5.

We explain our intuitions behind choosing hidden markov models to further transform
our data in the below subsections.

3.2.5.1 Discussion on the Choice of Representation Methods

Our goal is to have a generic system that can benefit any database data irrespective of the
domain and the complexity involved and hence data adaptive time-series representations
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where ruled out. In between the non-data adaptive and the model based time-series
representation methods, the model based time-series methods are known to be flexible.
Hidden Markov Models (HMM) have been proven to be extremely flexible and work
well with time-series data and also have been used in the areas of signal processing
successfully [ASW15, ZML16]. As we also make use of generic templates, we wanted a
method which is capable of further transforming these templates and hence, we chose to
work with hidden markov models as a representation method.

3.2.5.2 Hidden Markov Models

Hidden Markov Models model the time-series stochastically. This approach has the
capability to model hidden states which can only be noticed by other stochastic processes
which generate a set of observations. There exists a finite number of states with unique
properties, as the time elapses changes in the state can occur in accordance with
predefined transition probabilities and this is only dependent on the previous state
at any given point of time. In case of a transition, relevant observation symbols are
generated in accordance with predefined probabilities for the current state. These
outputs symbols are treated as random variables. A major challenge in case of HMM is
the setting of the number of hidden states[RJ86].

3.2.6 Clustering Approach

Apart from the DB-scan, the approach used in QUERYBOT5000, we evaluate K-shape,
a clustering approach which is proven to be well-tailored to work with time-series.

3.2.6.1 Discussion on the Choice of the Clustering Approach

The authors of [PG15] compare the performance of the K-shape time-series clustering
algorithms against other conventional partition-oriented, hierarchical and spectral-based
clustering approaches. The existing approaches are domain dependent and they are
not the best choice to be used with large amounts of data due to their increasing
computational costs. The approaches considered for the evaluation of Paparrizos et
al[PG15] are listed in Figure 3.4. In the evaluation the K-shape approach beats all
the other comparisons in terms of accuracy except the PAM with cDTW combination
where both these algorithms perform well. There is no explicit comparison of K-Shape
algorithm against density-based clustering approaches like DBSCAN. Hence we choose
this algorithm and evaluate the accuracy against the online modified variant of DBSCAN
algorithm that we used as a the baseline.

3.2.7 Prototype Structure - Contextual Bandits

We now present our idea to form our problem as a contextual bandit problem. The
earlier prototype structure is slightly modified to include an additional component for
the Bandit Learning as seen in Figure 3.5. We envision that as an initial assessment
if we can pass our dataset and horizon(context), the Bandit model will be able to
recommend the best clustering configuration that contributes to the lowest MAPE.
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[PG15]

Figure 3.4: Approaches compared against K-Shape

The average min MAPE for each combination is the feedback(reward) that the bandit
model receives from the forecaster component after the evaluation of the prediction
accuracy is completed (to be precise, the reward is the inverse of this value). In our case,
the context which is set to be the horizon represents the forecasts in terms of short-
term,medium-term and long-term. Currently the end user for our prototype will the
DBA who has enough domain knowledge to judge whether the clustering configuration
suggested by the Bandit system is indeed the right one to be forecasted which would
then let the DBMS to proactively optimize as per the anticipated workload patterns.
In the long run, once the Bandit model is fine-tuned and indeed proved by DBA’s
expertise, the end user of the system can also be an automated system which takes into
consideration the recommendation provided by the Bandit model and incorporates the
cluster configuration and automatically generates good quality forecasts without the
presence of any human intervention.

3.3 Datasets

We use the 2% selection of the open source BusTracker dataset that is retrieved from a
realworld target application which has an app that helps people track the public bus
transport. This consists of 58 days of query data ranging from last week of November
2016 to last week January 2017. After pre-processing this data, we end up with 225
generic templates. This dataset depicts a cyclical pattern everyday during peak times
i.e., around the morning time when people and kids goes to office and school respectively
and around evening when the kids and the parents want to return back. But, the
uncertainty in this time-series could be observed on the weekends and holidays where the
daily cycles are not followed but rather they are unpredictable. We use approximately
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Figure 3.5: Prototype - Contextual Bandit

80% of the available data for training of forecasting models and the remaining for testing.
We use cross-correlation validation.

3.4 List of Contributions

We present our list of contributions below :

1. We implement four other similarity metrics excluding the Cosine Similarity Metric
provided by the baseline namely Euclidean Distance, Fast DTW, Pearson Corre-
lation Coefficient and KL Divergence and measure the prediction accuracy over
varying horizons.

2. We implement Hidden Markov Models(HMM) as a time-series representation to
further reduce the generic templates and evaluate the forecasting accuracy over
varying horizons.

3. We implement the K-Shape clustering algorithm and compare it against the
baseline approach of a iterative variant of DBSCAN algorithm in terms of MAPE.

4. We implement the RMSE, MAE and MAPE forecast accuracy measures and utilise
the MSE measure provided by the baseline but, we always present our findings in
terms of MAPE as our generated predictions do not belong to a single scale.

5. We compare each of the above configurations against the baseline framework and
elaborate on our findings in Chapter 4.

6. We evaluate 11 combinations as listed in Table 3.1.

7. We test variants of contextual bandits in the task of learning the clustering
configuration that enables a good forecast, given a forecasting horizon.
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Representation Similarity Metric Clustering Approach
Templates Cosine Similarity Online DBSCAN
Templates Euclidean Distance Online DBSCAN
Templates Fast DTW Online DBSCAN
Templates PC Coefficient Online DBSCAN
Templates KL Divergence Online DBSCAN
Hidden Markov Model Cosine Similarity Online DBSCAN
Hidden Markov Model Euclidean Distance Online DBSCAN
Hidden Markov Model Fast DTW Online DBSCAN
Hidden Markov Model PC Coefficient Online DBSCAN
Hidden Markov Model KL Divergence Online DBSCAN
Templates Shape Based Distance K-Shape

Table 3.1: Combinations

3.5 Relevant configuration details

We demarcate this section into two parts. The first part details all the parameters used
in our study, which remain constant over all the combinations, unless explicitly stated.
The second part shares the details about the various python libraries and the framework
used in our study.

3.5.1 Parameter Settings

• The parameters set for the distance measures if applicable are listed below :

– Radius for the Fast DTW approach = 1(default). Increasing the radius had
no effect on the dataset.

– Dist (Distance Measure to calculate warping path)= Euclidean Distance
(default)

• The parameters for the HMM model are listed below :

– Type of HMM = Gaussian HMM

– n iter(Number of Iterations) = 100

– n components (Number of hidden variables) = 5

• The parameters set by QUERYBOT 5000 are listed below (all other default values
are mentioned in [MVAH+18]):

– MAX CLUSTER NUM (The number of top clusters that will be considered
for the forecast) = 3

– rho (The neighbourhood threshold set for the density based algorithm) = 0.8
(default)

– Aggregate (time granularity of the forecasting model) = 60 (default)
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– Method (Forecasting Models to be used) = AR, KR, RNN ,FNN, PSRNN,
ARMA,Ensemble , Hybrid (possible values)

– Horizon (how far into the future the forecast need to be generated) =
4320 (default which pertains to 3 days). But other possible values include
60,720,1440,2880,7200 and 10080 which correspond to 1 hour, half a day, 1
day, 2days, 3days, 5days and a week respectively.

– USE KNN = True (Default) If True, finding the nearest cluster center is
quick quicker as it uses KD TREE as the KNN algorithm.

– PROJECT = Tiramisu (Default name provided to the Bustracker dataset)

• The parameters used for Prophet are listed below :

– Daily Seasonality = True

– Periods = 0 (how many days into the future the predictions needs to be
generated)

• The parameters set for the k-SHAPE algorithm are listed below :

– Num clusters = 5

– Max iters = 500

• The smoothing applied on plots is cubic with 5H as the set frequency.

3.5.2 Libraries

:
In this section we list the framework and libraries that are used as part of our study :

• fbprophet 0.2.1

• fastdtw 0.3.2

• hmmlearn 0.2.0

• scikit-learn 0.20.0

• statsmodels 0.8.0

• tslearn 0.1.19.2

• scipy 1.1.0

• location of querybot code

• vowpal wabbit 8.6.1

• Graph 3D - Playground

• Location for the framework QUERYBOT 5000 Github :
https://github.com/malin1993ml/QueryBot5000
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3.6 Summary

We list the key-takeaways from this chapter below:

• The main motivation for our research questions are to prove the significance of
clustering as a data reduction technique and also evaluate the possibility of having
an initial prototype which would be capable of suggesting the best clustering
configuration.

• We use an open source dataset from a realworld target application based on public
bus transport.

• We demarcate our prototypical implementation into two parts. The first part
concentrates on the steps of the time-series clustering taxonomy whereas the
second part focuses on formulating our vision as a contextual bandit problem.

• QUERYBOT 50000 mainly works in two phases. The first phase involves the
transformation of queries to generic templates(Pre-processor) and creation of
clusters with respect to similar past arrival rates(Clusterer). The second phase
involves generation and evaluation of the forecasts(Forecaster).

• Prophet is an automatic forecasting tool which on the principle of analyst in the
loop and the tool is capable of tuning itself based on the data analyst’s feedback.

• We evaluate the impact of using four different similarity metrics namely Euclidean
Distance,Fast DTW, KL Divergence and PC Coefficient.

• We use a model based time-representation method namely HMM to evaluate the
impact on the overall accuracy.

• We next evaluate the impact of using a shape based k-Shape clustering algorithm
which can maintain the shape of the underlying time-series.

• We formulate the bandit problem as given the dataset and the horizon as context,
can the bandit recommend the best clustering configuration by only taking the
forecast accuracy measure MAPE as feedback.



4. Impact of clustering on
forecasting accuracy

In this chapter, we provide the experimental results of our evaluation of the impact of
clustering approaches on the forecasting accuracy for the chosen dataset. This chapter
is organized as follows :-

• Research questions:
We begin by recapitulating the research questions that we address through the
evaluation reported in this chapter (Section 4.1).

• Evaluation and discussion:
We begin introduce our evaluation measures and discuss the results that we
obtained as part of this research (Section 4.2).

4.1 Research questions

We begin this section by stating the scope of our research related to the impact of
clustering on forecasting accuracy. We organize our research through the following
questions:

1. What is the impact of choosing different time-series representation on the overall
forecast accuracy ?

2. What is the impact of similarity measures on the overall forecast accuracy ?

3. What is the impact of using different clustering algorithms on the overall forecast
accuracy ?
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4.2 Evaluation and discussion

In this section we present the results of our experiments to evaluate the above mentioned
research questions. We would like to emphasize on the fact that our scope of the research
does not include the evaluation of forecast accuracy with respect to varying time series
cluster prototypes nor a statistical evaluation of the clusterings found after the clustering
step, as our main goal is to ultimately study and understand the impacts on the forecast
accuracy.

After templatizing the queries and forming time series, we start our experiments by
varying only the distance measures while keeping all other parameters fixed, and studying
the resulting forecast accuracy. Next, we change the time-series representation to Hidden
Markov Models and repeat the above combinations. Finally, we focus on varying the
clustering algorithms, keeping all the other parameters fixed.

For all cases we evaluate the MAPE forecast accuracy values and we also present the
forecasts obtained by using Prophet for each of these combinations.

Our results are organized as follows:

• Distance measures: We summarize our results with respect to varying distance
measures (Section 4.2.1).

• Time-Series Representation: We summarize our results with respect to the
use of HMM (Section 4.2.2).

• Clustering: We summarize our results with respect to varying clustering algo-
rithms (Section 4.2.3).

4.2.1 Distance measures

The notion of similarity plays an indispensable role when we want to group time series
together such that, a clear demarcation is available for us to conclude that other time
series which do not belong to the group under consideration are not as similar as the
one’s that belong to the group. We begin this process by determining the pairwise
similarities between all the time series and then create groups or clusters by pairing
together all the templates with high similarity values. There exist diverse choices for a
measure to determine the pairwise similarities. In this subsection, we assess the effects
of using some of these similarity measures.

Our results are presented in terms of the resultant clusters produced by each measure
and also the forecasts produced by forecasting the 3 largest cluster centers (i.e., those
with the largest coverage of queries). To evaluate the quality of the forecast produced, a
statistical evaluation of the forecasts is done by using the predefined forecast accuracy
measures.
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We consider 5 different similarity functions in our research, namely Cosine Similarity,
Euclidean Distance, Fast DTW ,Pearson Correlation Coefficient and the Kullback–Leibler
Distance.

Our results are organized measure-wise and are presented in the below subsections.
For all the below mentioned combinations we make use of Generic templates as the
time-series representation method. We also discuss the performance of the forecasting
models with respect to a short-term forecast i.e., a horizon of 60 (1 hour) for each of
these combinations.

4.2.1.1 Cosine Similarity

We use the baseline configuration of the QUERYBOT5000 framework. 4 clusters were
generated namely clusters 1,6,7 and 43. As seen from (Figure 4.15), Clusters 1 and 43
exhibit a cyclic pattern, cluster 6 is an example of a workload pattern with spikes and
cluster 7 is an instance of a mixed workload pattern out of which clusters 1,6 and 43
were forecasted.

Figure 4.4 shows the distribution of the total query volume where almost 85% of the
total query volume is covered by cluster 43 alone. Prophet forecasts well the cyclic
workload pattern exhibited by the clusters 1 and 43 but it fails to predict the spikes in
cluster 6 (Figure 4.2).

From Figure 4.32, we can see that in case of cluster 1 , all the models are close to
the original at some point of time but looking closer we find that the AR and ARMA
approaches capture most of the peaks in the data without over estimating them unlike
PSRNN and KR.

In case of Cluster 6 AR ,ARMA and RNN are close in their accuracy. For Cluster 43,
FNN, ARMA and AR model appear close. Hence solely based on MAPE values for this
horizon AR is a winner for all the clusters closely followed by ARMA.

4.2.1.2 Euclidean Distance

We make use of the Euclidean Distance as a similarity metric and utilize the online
variant of DBSCAN clustering algorithm. Using Euclidean Distance produced 5 clusters
namely clusters 9,12,19,57 and 58 (Figure 4.3) out of which clusters 9,57 and 58 were
used for generating predictions where all the clusters excluding cluster 12 follow a cyclic
pattern. Like in previous cases we see that approximately 84% of the total query volume
is covered by clusters 57 and 58(Figure 4.5).

Figure 4.6 shows that Prophet generates forecasts with an overall MAPE values of
3.9%(Cluster 9), 2.6%(Cluster 58) and 2.4%(Cluster 57).

From Figure 4.33 PSRNN and ARMA are close for cluster 9, AR and ARMA models
appear competitive in case of cluster 57 and RNN and the FNN models beat other
models for cluster 58. PSRNN,ARMA and RNN models are the respective winners
based on forecast accuracy value.
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Figure 4.1: Clusters found by Cosine Similarity

Figure 4.2: Cosine Similarity - Prophet Cluster Forecasts
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Figure 4.3: Clusters found by Euclidean Distance

Figure 4.4: Cosine Similarity Figure 4.5: Euclidean Distance
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Figure 4.6: Euclidean Distance - Prophet Cluster Forecasts

Figure 4.7: Clusters found by Fast
DTW

Figure 4.8: Fast DTW - Prophet
Cluster Forecastse

4.2.1.3 Fast DTW

We use Fast DTW as the similarity metric for the online DBSCAN clustering algorithm.
A very large cluster is generated by this combination (Figure 4.7). This can be easily
understood due to the ability of DTW to find similarity across a warped space. Sur-
prisingly 96.4% of the total query volume is covered by this single cluster(Figure 4.11).
Prophet generates the prediction with an error rate of 3.8%(Figure 4.8).

From Figure 4.35, FNN, Ensemble and Hybrid approaches appear neck to neck, with
FNN being ultimately the winner with a bare minimum margin.
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Figure 4.9: Clusters found by Pearson Correlation Coefficient

4.2.1.4 Pearson Correlation Coefficient

We use Pearson Correlation Coefficient as the metric for the online DBSCAN clustering
algorithm. There are 4 clusters generated i.e., 1,6,7 and 39 where again clusters 1 and
39 are cyclic and cluster 7 is a mixed workload pattern and cluster 6 contains spikes like
we observed in some of the previous cases(Figure 4.9).

Clusters 1,6 and 39 are forecasted. We again note that like in the previous cases,
Prophet does not detect spikes and follows the cyclic patterns amounting to similar
MAPE’s like earlier cases i.e.,10.7% for Cluster 6, 3.2% for Cluster 1 and 2.4% for
Cluster 39(Figure 4.10). In terms of the total query volume(Figure 4.12), cluster 39
covers almost 85% of the queries.

In case of Cluster 1 ARMA, AR and KR appear close while on the other, in case of
Clusters 6 and 39, AR and ARMA are on par with each other. AR is the winner in all
the cases only followed by ARMA(Figure 4.34).

4.2.1.5 Kullback–Leibler Divergence

KL Divergence is used as a similarity metric for the online DBSCAN clustering algorithm.

5 cyclic pattern clusters are produced where one of them exhibits a similar pattern as in
some of the earlier approaches like Euclidean Distance and PC Coefficient(

Prophet generates predictions with 3.9%(Cluster 9), 2.6%(Cluster 46) and 2.4%(Cluster
45) MAPE’s respectively(

For cluster 9, PSRNN and AR look close, AR, ARMA ,FNN and KR all are close in
case of Cluster 45 and RNN and PSRNN are close in Cluster 46. PSRNN , ARMA and
RNN are the respective winners(Figure 4.36).
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Figure 4.10: Pearson Correlation Coefficient - Prophet Cluster Forecasts

Figure 4.11: Fast DTW Figure 4.12: PC Coefficient
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Figure 4.13: Clusters found by Kullback–Leibler Divergence

Figure 4.14: Kullback–Leibler Divergence - Prophet Cluster Forecasts



78 4. Impact of clustering on forecasting accuracy

4.2.2 Time-Series Representation

In this section, we provide details of the evaluation results using HMM as the time-series
representation with varying distance measures and the Online variant of DBSCAN
algorithm provided by the baseline(QUERYBOT 5000).

4.2.2.1 HMM with Cosine Similarity

We evaluate the overall forecast accuracy using HMM as the time-series representation
method with the baseline QUERYBOT 5000 configuration of using the online variant
of the DBSCAN algorithm with similarity metric as Cosine Similarity. As shown in
(Figure 4.15) six clusters were found by the clustering algorithm namely cluster numbers
1,2,15,37,63 and 76.

Clusters 1 and 76 exhibit the workload pattern with spikes whereas from Cluster 2 no
queries are executed for the whole month of December till first week of Jan where again
a cyclic behavior is apparent and the remaining clusters 15,37 and 63 exhibit a cyclic
workload pattern. As we pick only three top clusters with large query volume, only the
cluster centres of clusters 2,37 and 76 are forecasted.

Figure 4.17 depicts the cumulative query volume that the largest cluster was able to
cover. 84.7% of the query volume could be covered by cluster 2.

As depicted in Figure 4.2, the Prophet forecast for cluster no 2 implies that prophet does
not recognise the constant pattern that is initially seen in the original data but rather
detects the whole workload pattern as cyclical whereas in case of Cluster 37 though the,
Prophet is unable to detect the spikes in the workload pattern its estimation of the other
parts of the workload seem quite accurate. In case of Cluster 76, we notice that Prophet
matches up to the cyclic workload pattern exhibited by the original data. The overall
MAPE’s using Prophet for Clusters 2,37 and 76 are 4.1%,10.3% and 3.2% respectively.

AR and ARMA are close in case of cluster 2 while AR is seems to be clear winner in
case of cluster 37 and 76(Figure 4.37).

4.2.2.2 HMM with Euclidean Distance

We evaluate the overall forecast accuracy using HMM as the time-series representation
method with similarity metric as Euclidean Distance and the baseline online variant of
the DBSCAN clustering algorithm. As shown in (Figure 4.19) five clusters were found
by the clustering algorithm namely cluster numbers 8,11,15,55 and 57. All the clusters
excluding cluster 11 exhibit a cyclical workload whereas in case of Cluster 11 from the
18-01-2017 to 24-01-2017 no queries are executed from this cluster and on 25-01-2017
we note a spike.

As the clusters found are quite similar to each other and exhibit a cyclic workload
pattern, only cluster 55 is chosen to be forecasted. Unfortunately, in this case we cannot
report with full accuracy the cluster coverage in terms of query volumes as there were
issues with the template assignment file. Therefore we omit such report.
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Figure 4.15: Clusters found by HMM with Cosine Similarity

Figure 4.16: HMM with Cosine Similarity - Prophet Cluster Forecasts
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Figure 4.17: HMM with Cosine
Similarity

Figure 4.18: HMM with Euclidean
Distance - Prophet Cluster Fore-
casts

As depicted in (Figure 4.18), Prophet detects the cyclic workload pattern exhibited by
cluster 55 though it is not very good at covering the exact cycle it still performs good
with an overall MAPE of 2.44%.

FNN and RNN are borderline close in case of cluster 55(Figure 4.38)

4.2.2.3 HMM with Fast DTW

We evaluate the overall forecast accuracy using HMM as the time-series representation
method with similarity metric as Fast DTW and the baseline online variant of the
DBSCAN clustering algorithm.

As shown in (Figure 4.20) only one cluster was found by this configuration namely
cluster 0 which exhibits a mix of cyclic and spike workload patterns. As Fast DTW is
an elastic measure which allows mapping of one point from one series to multiple points
from the other time-series it generated a single large very dense cluster. Unfortunately,
in this case we cannot report the cluster coverage in terms of query volumes as there
were issues with the template assignment file.

It is clear that Prophet cannot predict this mixed workload pattern (Figure 4.21) very
well and the overall MAPE for this configuration is 15.7%.

FNN closely followed by Ensemble an Hybrid approaches provide the best possible
forecast in this case(Figure 4.40).

4.2.2.4 HMM with Pearson Correlation Coefficient

We evaluate the overall forecast accuracy using HMM as the time-series representation
method with similarity metric as Pearson Correlation Coefficient and the baseline online
variant of the DBSCAN clustering algorithm.

5 clusters were found namely clusters 9,12,20,56 and 57 where each of these clusters
exhibit a cyclic workload pattern except cluster 12 where from the 18-01-2017 to 24-
01-2017 no queries are executed from this cluster and on 25-01-2017 we notice a spike
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Figure 4.19: Clusters found by HMM with Euclidean Distance

Figure 4.20: Clusters found by
HMM with Fast DTW

Figure 4.21: HMM with Fast DTW
- Prophet Cluster Forecasts
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Figure 4.22: Clusters found by HMM with Pearson Correlation Coefficient

(Figure 4.9). These clusters exhibit a similar trend that we noticed above in the second
combination pertaining to HMM with Euclidean Distance. Approximately 85% of the
total query volume is covered by clusters 56 and 57(Figure 4.12).

The Prophet forecasts (Figure 4.23) denote the same trend as in case of HMM with
Cosine similarity. In case of all the clusters namely 9, 56 and 57 that are forecasted,
Prophet detects the cyclic pattern but its not catching up exactly with the peaks seen
in the original data though the overall MAPE values look good. Cluster 9 has a MAPE
value of 4% followed by cluster 57 with a MAPE of 2.6% and next comes cluster 56 with
the least MAPE of 2.4%.

PSRNN and RNN for cluster 9 followed by ARMA and AR for cluster 56 and RNN and
PSRNN for cluster 57 are close contenders (Figure 4.39).

4.2.2.5 HMM with Kullback–Leibler Divergence

We evaluate the overall forecast accuracy using HMM as the time-series representation
method with the Kullback–Leibler Divergence as the similarity metric, and the baseline
online variant of the DBSCAN clustering algorithm.

8 clusters are found namely Clusters 8,11,15,55,57,167,321 and 344. All these clusters
exhibit a cyclic workload pattern excluding Cluster 11 which a similar behavior as in
case of HMM with Euclidean distance where are no queries are not in the last one week
of Jan and on the last day a spike is seen. The cluster 167 exhibits uniform cyclic
patterns until the last day where we see a spike (
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Figure 4.23: HMM with Pearson Correlation Coefficient - Prophet Cluster Forecasts

Figure 4.24: HMM with Pearson
Correlation Coefficient

Figure 4.25: HMM with Kull-
back–Leibler Divergence
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Figure 4.26: Clusters found by HMM with Kullback–Leibler Divergence

Clusters 55,57 and 344 were forecast all of which follow a cyclic pattern which like in
previous cases is followed by Prophet(

AR and ARMA for cluster 55 followed by RNN and PSRNN for cluster 57 followed by
AR and KR for cluster 344 are the top two winners for this combination(Figure 4.41).

4.2.3 Clustering

Here we present the evaluation results for the k-Shape algorithm which uses a shape-
based distance measure. As k-Shape is a shape based partitioning-based clustering
approach, the number of clusters are specified. k-Shape found 4 clusters namely a cyclic
pattern cluster 4, clusters 0 and 3 with spikes and Cluster 2 exhibits a mixed workload
pattern (Figure 4.28). The total query volume covered by the clusters obtained by
k-Shape algorithm is one of best as almost 96% of the queries are covered (Figure 4.29).

The forecasts generated by Prophet amounts to a MAPE of 10.17% for Cluster 0 where
Prophet fails to predict the spikes, whereas it performs on Clusters 2 and 4 with MAPE
values amounting to 3.38 and 2.59 respectively.

AR, ARMA and KR for cluster 0 and 4 whereas Ensemble, AR and ARMA for cluster 2
are the top three contenders for this horizon selection(Figure 4.42).

4.2.4 Discussion

Before we conclude this section, we would like to reiterate on our findings (Figure 4.31).
We plot all the combinations across 3 horizons pertaining to short-term(1 hour),medium-
term(3 hours) and long-term(1 week) respectively against the average of minimum
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Figure 4.27: HMM with Kullback–Leibler Divergence - Prophet Cluster Forecasts

Figure 4.28: Clusters found by k-SHAPE algorithm
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Figure 4.29: k-SHAPE

Figure 4.30: k-SHAPE algorithm - Prophet Cluster Forecasts



4.3. Summary 87

MAPE values. As it can be seen, always the combinations which generated a single very
large cluster have the minimum MAPE as we consider the average of the best MAPE
across all the clusters generated. This is acceptable in case of an elastic measure like
Fast DTW as it maps one timepoint to multiple time points of the other sequence but
it is surprising indeed to note that a linear measure like Euclidean Distance when used
with HMM also generated a single cluster. It remains to be seen if these scenarios of
single clusters with minimum MAPE is misleading or whether this single large cluster is
enough to capture the total query volume to the maximum extent possible. Furthermore,
it is specially important to understand is this clustering and the resulting forecasts are
useful to support database optimizations based on the fine-grained knowledge of the
types of queries expected.

1. In case of a short-term forecast, the best candidate combinations include CS and
PC with the same MAPE of 8.829% closely followed by k-Shape and HMM-KL
with 10.1% and 10.130%. HMM-CS comes in next with a MAPE of 10.806%
followed by ED,HMM-PC and KL with 12.302%,12.475% and 13.107% respectively.

2. In case of a medium-term forecast, the best candidate combination is k-Shape
with a MAPE of 18.83% followed closely by HMM-KL with 19.910%. The third
best is CS followed by PC with 21.239% and 21.676% respectively. The other
methods ED,KL,HMM-PC and HMM-CS follow with 25.327%,25.721%,25.609%
and 26.385% respectively.

3. In case of a long-term forecast, the best candidate combination is HMM-KL with a
MAPE of 14.715% followed by ED and KL with 19.889% and 19.970% respectively.
k-Shape and HMM-PC with 20.235% and 20.405%. The other approaches with
CS (22.606%),PC(23.406%) and HMM-CS(32.734%) follow.

4.3 Summary

The key points from this chapter are summarized below :

• We evaluate 11 combinations in this chapter based on their time-series representa-
tion method, choices of similarity measures and clustering algorithms to study the
impact of these changes on the overall forecast accuracy.

• We notice that using each approach gives a different set of clusterings and MAPE
values.

• We summarize our findings and plot the combinations across three horizons.

• Other combinations performed better than baseline (cosine similarity), which
confirms the insight that different choices for clustering as a data reduction step
can contribute to improve the forecasting accuracy.



88 4. Impact of clustering on forecasting accuracy

Figure 4.31: Comparison across horizons

• We specially find that different horizons favor different clustering approaches, which
motivates our evaluation in the next chapter to create a self-driving approach to
picking a clustering approach given a horizon and a dataset.
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5. Formulation of Contextual
Bandit Problem

In this chapter, we recapitulate on our research question for the use of contextual bandit
and then discuss the evaluation results. We structure this chapter as follows:

• Research Questions:
In this section, we present the question we aim to address regarding defining the
problem of selecting a clustering approach for a horizon as a bandit problem.

• Evaluation and discussion:
In this section, we provide the details about the parameters used for the bandit
and also define the estimator and the reward function that we utilise in our study
and then present our evaluation results.

5.1 Research questions

From our findings in the previous evaluation chapter (Chapter 4), we can say with cer-
tainty that using different combinations of time-series representation methods,similarity
metrics and clustering algorithms lead to the formation of different clusters, which in
turn generates different predictions with varying accuracy values.

We hope to use this information to test the feasibility of using a contextual bandit to
evaluate whether given a dataset (represented by features corresponding to that dataset)
and an expected forecasting horizon, whether a bandit could help the DBA’s decide
the best candidate clustering configuration that is worth to be forecasted. We list our
research question below :

1. Recommendation of clustering configuration In dealing with the diversity of clus-
tering opportunities, and their impact on the forecasting, could a recommender
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approach be used to recommend the clustering configuration to adopt for a dataset
of queries, given a forecasting horizon? Specifically, we aim to evaluate the suit-
ability of different contextual multi-arm bandits, considering only the forecasting
horizon as the context.

5.2 Evaluation and discussion

We demarcate this section into two subsections, one for discussing the technical details
of the bandit and the other part would highlight our evaluation results.

5.2.1 Contextual Bandit

The contextual bandit algorithms can be categorised into 2 groups based on whether the
actions are known beforehand (fixed semantics) or they are varying. In this case, number
of arms was made to match the number of clustering alternatives in test, therefore we
can adopt an approach where the number of actions is known beforehand.

We provide an overview of some of the contextual bandit exploration algorithms, as
offered by the Vowpal Wabbit library, below :

• Epsilon-greedy : The Epsilon-greedy algorithm uses an online approach to learn a
policy on the fly. A probability of 1 - epsilon is assigned to the current state and
the remaining is utilised to select a random action. In our evaluation we use as
default an epsilon greedy explorer with an epsilon of 0.05.

• Bagging Explorer : This algorithm simultaneously trains multiple policies. As a
result this is often referred to as an ensemble method. Each of the policies kept
is trained on different samples of the data, which means that they participate in
different training episodes and therefore manifest some variability.

• Online Cover: This is sophisticated algorithm that also trains multiple policies,
but unlike the bagging explorer it offers a statistically optimal regret guarantee.

In our study, we make use of three of these contextual bandit algorithms namely
the Default (Epsilon-Greedy), Bagging Explorer and the Online cover. After some
experimentation we used bag and cover sizes of 16, which corresponds to the number of
policies simultaneously kept by the respective algorithms. 1

5.2.2 Contextual Bandit Parameters

We list the relevant parameters below :

• n arms = 6 where each of this arm denotes a clustering configuration as listed
below:

1https://github.com/VowpalWabbit/vowpalwabbit/wiki/Contextual −Bandit− algorithms
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Figure 5.1: Complex500IPST6-
Rewards and Optimal Actions
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Figure 5.2: Complex2000IPST6-
Rewards and Optimal Actions

1. Arm 0 = HMM with Cosine Similarity

2. Arm 1 = Cosine Similarity

3. Arm 2 = Pearson Correlation Coefficient

4. Arm 3 = Euclidean Distance

5. Arm 4 = KL Divergence

6. Arm 5 = Fast DTW

• n iterations = 2000

• Reward = 1 / MAPE

• We make use of the basic Inverse Propensity Estimator, which is a simple and
reliable estimator[BAL18].

IPST = ˆ̀
t(a) :=

`t (at)

pt (at)
1 {a = at}). (5.1)

5.2.3 Evaluation Results

We now present our evaluation results when we have mainly used 500IPST6, 2000IPST6,
500IPST16 and 2000IPST16. Each of these model consists of three contextual bandit
algorithms namely the Default, Bag and the Cover. We ran these models for 500 and
2000 iterations.

As seen in (Figure 5.1 and (Figure 5.2, there are lot of oscillations in the reward. This
is expected as the horizons are called in random and end up generating different MAPE
values. None of these models converge (which is evidenced in the fact that no model is
seen choosing always the optimal action) and we report results for when models are still
in the training phase. We also see that there is no method that is taking all optimal
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Figure 5.3: Complex500IPST16-
Rewards and Optimal Actions
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Figure 5.4: Complex2000IPST16-
Rewards and Optimal Actions

actions and none of these models outperform each other. The same observations hold
for (Figure 5.3 and (Figure 5.4 as well. Though the major difference is in the number
of policies (6 vs 16). The number of policies is directly proportional to the increase
in exploration (with 6 policies meaning less exploration). So, Complex500IPST16 and
Complex500IPST16 explore more and hence achieve more variable rewards than their
counterparts that keep less simultaneous policies.

In (Table 5.1) we notice the average MAPE values listed for the three algorithms. When
the number of iterations is specified to be 500 the Bag 6 algorithm is good closely
followed by the Default but as the number of iterations is increased, then the Cover 6
becomes the best candidate with the lowest average MAPE unlike in case of (Table 5.2),
where we see that Default is the best candidate for 500 iterations and 2000 iterations
but this is still not the best case as Default explores less compared to the other methods.
We should note that the average MAPE during training is not a good indicator of the
goodness of the model, and that the beliefs are more informative on this aspect.

All the action plots illustrate the exploration done by each algorithm. Hence, due to
lack of exploration the previous model counterpart of Complex500IPST6 and Com-
plex2000IPST6 are not considered here.

Figure 5.5 and Figure 5.6 present the actions explored by the Default 16 contextual
bandit algorithm for iterations of 500 and 2000 respectively. As it is clearly seen though
the Default 16 has the lowest MAPE value its not the right choice as it does not explore
much, and it is performing on a local minima.

Figure 5.7 and Figure 5.8 present the actions explored by Bag16. As we can see, Bag16
does not have a chance to explore much when the number of iterations is 500. But on
the other hand in case of 2000 iterations, Bag 16 explores a larger space of the possible
actions-context combinations.

Figure 5.9 and Figure 5.10 present the actions explored by Cover 16. As its clearly
seen, Cover 16 explores more in both the cases compared to Default and Bag 16. This
suggests that this model might be able to achieve a better model of the environment in
a more efficient manner.
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Average MAPE
Default Bag 6 Cover 6

Complex500IPST6 5.518 5.420 5.824
Complex2000IPST6 5.135 5.179 5.121

Table 5.1: Average MAPE for Complex500IPST6 and Complex2000IPST6

Average MAPE
Default Bag 16 Cover 16

Complex500IPST16 5.523 8.121 5.924
Complex2000IPST16 5.166 5.516 5.823

Table 5.2: Average MAPES for Complex500IPST16 and Complex2000IPST16

Figure 5.5: 500 Iterations - Actions
done by Default16

Figure 5.6: 2000 Iterations - Ac-
tions done by Default16

Figure 5.7: 500 Iterations - Actions
done by Bag16

Figure 5.8: 2000 Iterations - Ac-
tions done by Bag16
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Figure 5.9: 500 Iterations - Actions
done by Cover16

Figure 5.10: 2000 Iterations - Ac-
tions done by Cover 16

Figure 5.11: 500 Iterations - Beliefs
of Default16

Figure 5.12: 2000 Iterations - Be-
liefs of Default16

Figure 5.13: 500 Iterations - Beliefs
of Bag16

Figure 5.14: 2000 Iterations - Be-
liefs of Bag16
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Figure 5.15: 500 Iterations - Beliefs
of Cover16

Figure 5.16: 2000 Iterations - Be-
liefs of Cover16

In contrast to the actions taken, and the average MAPE during training, which before
convergence give only an indication of the exploration process, the beliefs represent the
model of the world, and the value of each action for each context, that the agent has
learned.

The beliefs of the Default algorithm in case of 500 iterations was only able to move
beyond the local minima in the highest of the horizons evaluated (10080) but it deduces
that PC is competitive in most cases. The default did not learn that FTW is the best
in most cases, but rather learns that PC excels in most horizonsFigure 5.11 Figure 5.12.
The trend remains with larger iterations, where the agent selects PC in most cases,
followed by FTW on short horizons.

The beliefs of Bag16 are actually close to the successful cases (as studied in chapter
4) at the horizons 60 and 4320 and it finds that FTW is the best. Furthermore the
agent shows a reasonable belief for ED and PC at other horizon values and then again a
good belief valuesFigure 5.13. At 2000 iterations, there is no improvement seen and the
beliefs are less on FTW and more towards other approaches so at 60 FTW wins but at
4320 it chooses PC. In other cases it moves between KL and ED and we notice that CS
was never chosen though there is very little belief that its goodFigure 5.14.

Cover16 shows less strong beliefs than other approaches. However at 500 iterations it
does not identify that FTW is importantFigure 5.15.

For the Cover16 at 2000 iterations, there is a strong belief for FTW. Across the domain
it is also successful in finding that KL is not that good with respect to other approaches,
and in this way the learner distinguishes itself from the Bag approach, where there is
some belief in such configurationFigure 5.16.

Finally, we can observe that the general beliefs are much stronger in Default, though
they are wrong, when compared to Bag16 and Cover16, where the beliefs are more
prudent and distributed across the space. This indicates that the models have a better
understanding of the world through their actions.
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5.3 Summary

We conclude from our observation that the use of contextual bandits is indeed feasible,
as the findings on the Cover and Bag agents, when there is ample training, show a trend
to match the outcomes of Chapter 4.



6. Conclusions and future work

In this thesis we carved a deeper path into understanding the effectiveness of different
aspects of clustering in the emerging field of unsupervised workload forecasting for
database management systems. We initially represented the raw time series using 2
time series representation methods namely the templates[MVAH+18] and a model based
representation method namely the Hidden Markov Models. The similarity metrics
used in our research are Cosine Similarity,Euclidean Distance, Fast Dynamic Time
warping,Pearson Correlation Coefficient and Kullback–Leibler distance measure and
presented our results in the evaluation keeping a fixed clustering technique. We evaluated
2 clustering techniques namely an modified online version of the DBSCAN algorithm
[MVAH+18] and k-shape algorithm. We have also proved that using different combina-
tions leads to varying predictions which in turn could increase the forecast accuracy of
the system. The baseline clustering configuration of Cosine Similarity metric used with
the online variant of the DBSCAN algorithm is not the best candidate over the different
horizon values(Chapter 4).

6.1 Threats to validity

In this section we highlight the internal and external Threats to Validity as follows:

• Internal threats :

– In our study, we did not consider any hyper parameter optimizations of the
models, which could have affected the results.

– The choice of the time series representation,similarity metric, clustering
techniques and the cluster prototype could lead to a different result.

– The execution time of the experiments could have been affected by the system
used to do the evaluation.
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– The application could lead to better results if it can be trained on more
data and common type of all the workload samples that could be found on a
real-world target application.

– Although we proved that some combinations like HMM-KL , HMM-PC , KL
performed better then the baseline, to arrive at a more conclusive response
we need to evaluate the same on more number of combinations and datasets.

– Although we proved that our implementation of shape based partitional
clustering algorithm k-Shape algorithm outshines the density based clustering
algorithm in some cases, there is a need for large scale evaluation to arrive at
a conclusive answer.

6.2 Future work

We list down some of the future work that could be considered below:

• A more thorough evaluation of the system can be tried with hyper-parameter
optimizations which might lead to better model accuracy.

• We just used a handset of 11 combinations in this study which could easily be
scaled up and many more difficult combinations could be used.

• Researchers interested towards self-driving databases could use the bandit for more
iterations and even more number of combinations.

• The bandit needs to be tested with more real-world datasets and there is a need
to find more avenues to effectively minimize the training time involved to make
the bandits feasible to be used in real time.

6.3 Concluding remarks

As part of our study, we have confirmed the significance of clustering as a data re-
duction technique for query forecasting, evaluating the important impact of clustering
configurations, an aspect not considered in depth in previous work.

Building on our finding that different clusterings benefit different forecasting horizons
for a dataset, we have evaluated the possibilities of adopting a contextual bandit to
recommend the best cluster configuration given the forecasting horizon as a context.
Future work could extend our framing of the problem to include other features of the
dataset.

Many people say you can never predict what happens in the future, but we conclude
on the note that yes it can be possible if you know how to utilize the right clustering
model and, in the near future, a more mature version of our contextual bandit model
can be employed.
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