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Abstract

Graph Neural Networks (GNNs) have shown significant potential in various applica-
tions, including biological data analysis, disease classification, and molecular property
prediction. By iteratively aggregating information from connected nodes, GNNs
leverage the structure of graphs to enhance machine-learning models. However,
the large size of many real-world graphs, such as protein-protein interaction (PPI)
networks, often exceeds the memory capacity of standard systems, necessitating the
use of only query small subgraphs iteratively for the training.

This thesis provides a comparative analysis of relational and graph databases such as
MySQL, PostgreSQL, and Neo4j, evaluating their performance in executing CRUD
(Create, Read, Update, Delete) operations, with a particular focus on read operations
essential for querying subgraphs. The evaluation is conducted on both synthetic
datasets of varying sizes and a real-world Protein-Protein Interaction (PPI) dataset,
assessing the efficiency of these databases in managing and retrieving complex,
interconnected data. Furthermore, we investigate how indexing techniques can
further optimize database performance, offering practical guidelines on when and
how to use relational versus graph databases based on dataset size and structure.

The results demonstrate that for large datasets with up to a million nodes and
five edges, Neodj (1246.37 seconds) significantly outperforms PostgreSQL (3137.61
seconds) regarding query execution time for read operations. MySQL failed to
complete the read operation due to I/O transaction bottlenecks, preventing the data
from being written to the database. Furthermore, Neo4j also executed the read
operation fastest on the PPI dataset, highlighting its effectiveness in managing real-
world graph data. These findings provide valuable insights into database selection
for GNN training environments, outlining the optimal strategies for storing and
querying large graph datasets based on operational requirements and performance
considerations.
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1.1 Work ow for Managing and Analyzing Large-Scale Graph Data:
This gure depicts the stages of handling large graph datasets. It
starts with raw graph data, including nodes, features, edges, and
labels, and is stored in a database. The batch-wise querying stage
addresses the challenge of processing large datasets by breaking them
into manageable subgraphs. Finally, the processed data feeds into a
machine-learning pipeline, culminating in predictive tasks like node
classi cation. The gure emphasizes the critical role of e ective data
storage and querying techniques in optimizing the overall work ow. . 2

1.2 PPI Networks: This gure illustrates the intricate structure of Protein-
Protein Interaction (PPI) networks. It shows the dense connectivity
among proteins (nodes) through numerous interactions (edges).

2.1 Nodes and Edges in a Graph:This gure illustrates a simple graph
with three nodes labeled A, B, and C, and edges connecting nodes A
to B and nodes B to C, where the nodes represent entities and the
edges depict the relationships or connections between them. . . . ..

2.2 Node Degree: The gure presents a graph with ve nodes, accompa-
nied by a table that provides examples of the in-degree and out-degree
for two speci ¢ nodes, A and B. Node A has an in-degree of 3 (three
incoming edges) and an out-degree of 1 (one outgoing edge), while
Node B has an in-degree of 1 and an out-degreeof 1. . . . ... ...

2.3 (i) Path and (ii) Cycle: In sub gure (i), edges 1, 2, and 3 are (high-
lighted in pink) demonstrating a path where the edges follow a single
direction without repeating any nodes. In sub gure (ii), edges 1, 2,
and 3 are (highlighted in red) forming a cycle, where the edges create
a loop, returning to the starting node, thus indicating a closed path. . 7

2.4 (i) A graph (ii) Delete some nodes and edges (iii) Sub-graph The
gure demonstrates the creation of a subgraph. Sub gure (i) shows
the original graph, while sub gure (ii) highlights the removal of certain
nodes and edges. Sub gure (iii) represents the resulting subgraph,
consisting of a subset of nodes and edges from the original graph, with
some structural properties altered due to the removal of edges. . . . .

2.5 Simple-graph: This gure illustrates a simple graph characterized by
the absence of loops between any pair of nodes. Each connection in
the graph represents a single, unique edge between nodes, ensuring a
straightforward structure with no redundancy in connections. . . . . . 8
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2.6 Multigraph : This gure depicts a multigraph, which enables multiple
edges to connect to a single pair of nodes. Multigraphs can have mul-
tiple distinct edges between nodes, representing multiple relationships
OF CONNECLIONS. . . . . . . . e e e e e e e e

2.7 Complete Graph: This gure shows a complete graph where a unique
edge connects every pair of distinct nodes. In a complete graph, each
node has an edge to every other node, resulting in a fully interconnected
Structure. . . . . . e

2.8 Bipartite Graph: This gure illustrates a bipartite graph characterized
by its nodes being divided into two disjoint sets such that edges only
connect nodes from di erent sets. No edges exist between nodes within
thesameset. . . . . . . . . . . .

2.9 (i) Cyclic vs. (ii) Acyclic Graph: This gure compares cyclic (i) and
acyclic (ii) graphs with three nodes: A, B, and C. In the cyclic graph
(1), the presence of a cycle is highlighted by an edge from node C to
node A (marked in red), indicating a loop that returns to the starting
node. Conversely, the acyclic graph (ii) includes edges from A to B, A
to C, and C to A, with no cycles present. Thus, it remains acyclic as
no path returns to the startingnode. . . . . . ... ... ... ....

2.10 (i) Directed vs. (ii) Undirected Graph : This gure illustrates the
key di erences between directed and undirected graphs. In a directed
graph (i), edges have a speci c direction, denoted by arrows (an edge
from node 1 to node 3), indicating a one-way relationship between
nodes. Meanwhile, in an undirected graph, (ii) features edges without
direction, represented by simple lines connecting nodes. In this graph,
an edge between node 1 and node 3 signi es a bidirectional relationship,
meaning 1 is connected to 3 and 3 is connectedto 1. . .. ... ...

2.11 (i) Weighted vs. (ii) Unweighted Graph: This gure illustrates
weighted (i) and unweighted (ii) graphs. In a weighted graph, edges
have numerical values indicating the connection's strength, cost, or
distance between nodes. For example, an edge with a weight of 5
represents a connection with a value of 5. In an unweighted graph (ii),
edges are lines without associated values, signifying equal relationships
betweennodes. . . . . .. ...

2.12 Homogeneous Graph:This gure shows a homogeneous graph where
all edges are of the same type, indicating uniform relationships between
NOOES. . . . . . e e

2.13 Heterogeneous Graph: This gure illustrates a heterogeneous graph
with nodes and edges of di erent colors, representing multiple types
and characteristics. Nodes are color-coded to indicate di erent types
(e.g., blue for proteins, red for diseases). At the same time, edges
are colored to re ect distinct types of relationships (e.g., green for
interactions, orange for associations). This color-coding highlights
nodes' and edges' diverse attributes and semantics, enabling the graph
to model complex, multi-faceted relationships. . . . . ... ... ...
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2.14 Graph structure: An illustration of a simple undirected graph with
three nodes (Node 0, Node 1, and Node 2) and four edges. Each
node is assigned a feature value (-1, 0 or 1). The bi-directional edges
connect the nodes, forming a basic interconnected network. . . . . . . 12

2.15 Adjacency Matrix: The adjacency matrix represents the connectivity
between the four nodes (N1, N2, N3, N4) in the graph. Each cell (i,
j) in the matrix contains a value indicating whether an edge exists
between node i and node j. A value of 1 signi es the presence of
an edge, while a 0 indicates no connection. The matrix re ects the
structure of the graph, capturing the relationships corresponding to
edges E1 (N1-N2), E2 (N4-N2), E3 (N2-N3), E4 (N3-N4), and E5
(N4-N1) (FreeCodeCamp [2024]). . . . . . . o v v v i i e i 12

2.16 Adjacency List: The adjacency list represents the graph's structure by
listing each node and its adjacent nodes, which are directly connected
via edges. For each node (N1, N2, N3, N4), the list species the
neighboring nodes, corresponding to edges E1 (N1-N2), E2 (N4-N2),
E3 (N2-N3), E4 (N3-N4), and E5 (N4-N1) (FreeCodeCamp [2024]). . 13

2.17 Edge List: The gure shows the edge list representation of the graph,
where each edge is described as a pair of connected nodes. For the
graph in question, the edges are E1 (N1-N2), E2 (N4-N2), E3 (N2-N3),

E4 (N3-N4), and E5 (N4-N1) (FreeCodeCamp [2024]). . .. ... .. 13

2.18 Relational Database Structure: This gure illustrates the hierarchical
structure of data storage in a relational database. Starting from the
left, (1) shows that a DBMS can manage multiple databases, each
represented by a block. (2) Each database has multiple tables, storing
data in rows and columns. (3) Each table contains multiple rows, and
every row comprises multiple columns (PragimTech [2024].) . . . . . . 18

2.19 Overview of Data Models: Conceptual, Logical, and Physical This
gure outlines the three data modeling stages: Conceptual (high-
level entities and relationships), Logical (detailed table structures and
keys), and Physical (implementation details, data types, and indexing).
Each model progressively re nes the design from abstract concepts to
detailed schema. . . . . . . . .. .. ... 19

2.20 Conceptual ER Diagram: High-Level Entities and Relationships -
This gure illustrates the high-level entities’ Author' and 'Book’ and
their relationship. This model focuses on de ning entities and their
relationships without detailing implementation specics. . . ... .. 20

2.21 Logical Data Model: Entity Tables with Key Relationships -The
Logical ER Diagram provides a detailed view of the database schema,
showing tables withprimary keys (PK) and foreign keys (FK). The
Author table's AuthorID is the PK, while the Book table has BookID
as its primary key and AuthorID as a FK. This diagram de nes the
one-to-many (shown by the 1> *) relationship, where an Author can
write many Books and ensure data integrity through speci ed keys. . 20
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2.22 Physical Data Model: Detailed Schema with Data Types and Con-
straints -This gure presents the physical schema of the database,
including tables with speci c columns, data types, and constraints.
It shows AuthorlD and BookID as auto-incrementing primary keys
to ensure unique identi ers. AuthorlD in the Books table serves as a

foreign key, establishing a relationship between Authors and Books. .

2.23 Simple Graph Representation for Graph Database This gure illus-
trates a basic graph structure where nodes are categorized into three
di erent classes, each represented by a distinct coloPerson (Blue)
represents an individual or human entityCompany (Green) represents
a business organization or corporation, anBroduct (Red) represents
an item or object that can be bought or sold. Edges connect these
nodes, indicating relationships between themWWORKS _AT (between
Person and Company) represents a working relationship, andBUYS
(betweenPerson and Product) represents a purchasing relationship.
The simple graph shows how entities are connected, with each node's
color distinguishing its classand type. . . . . . ... ... ... ...

2.24 LPG Representation: This gure depicts a labeled property graph,

where nodes and edges are enhanced with properties and distinguished

by colors: Person (Blue) represents an individual with properties
like name(e.g., "Alice”), Company (Green) represents a business
entity with properties like name(e.g., "TechCorp"), and Product
(Red) represents a product with properties likename(e.g., "Gadget").
Edges are labeled with types and additional propertieSNORKS _AT
(Blue-Green) connectsPersonto Company, with properties like since
(e.g., "2020", and BUYS (Blue-Red) connectsPerson to Product,
with properties like date (e.g., "2023-09-19"). Colors help di erentiate
node types and edge labels, clearly visualizing entity relationships and
their attributes. . . . . . . .. ... .

2.25 RDF Triple Representation: This gure showcases an RDF (Re-
source Description Framework) representation using triples to con-
nect di erent types of entities. A triple is a basic unit of RDF
data consisting of a subject, predicate, and object (e.gSubject-
Predicate-Object ): Person (Blue URI) represents an individual
resource,Company (Green URI) represents a business entity resource,
and Product (Red URI) represents a product resource. The RDF
triples are represented as followss Persor> {[worksAt]{ > < Com-
pany> indicates that the Person (subject) works at the Company
(object) with worksAt as the predicate, and< Person> {[buys]{ >
< Product> indicates that the Person (subject) buys the Product
(object) with buys as the predicate. Colors help distinguish di erent
types of resources, while the predicatesvprksAt, buys) de ne the
relationships between them. This visualization aids in understanding
how di erent entities are connected in RDF. . . . .. ... ......
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2.26 Transaction States in DBMS: This gure illustrates the life cycle of
a transaction as it transitions through various states in a database
system. The key states are as follow#ctive: The initial state where
the transaction begins, executes, and changes the databaBartially
Committed: The state after the transaction has made modi cations
but is not yet fully committed. It indicates that the transaction is
in the process of nalizing changes.Committed: The nal state
where the transaction has successfully committed, making all changes
permanent and ensuring the database remains consistenEailed:
The state where the transaction encounters an error and is no longer
proceeding.Aborted: The state where the transaction is rolled back
due to an error or external intervention, undoing any changes made.
The gure also shows the transitions between these states, highlighting
that a transaction can end either inCommitted or Aborted states,
and describes the implications of each state on database consistency
and recovery ProCESSES. . . . v v v v v e e e e e e e e 25

2.27 Phases of Query Processing in DBMSThe gure illustrates the ow
of a SQL query through various processing stages within a DBMS. It
starts with the SQL Query input, initially handled by the Parser/-
Translator. This component scans and translates the query into an
internal representation, ensuring it adheres to syntax and semantic
rules. The query then moves to théptimizer, which transforms it
into a more e cient form based on relational algebra, cost estimates,
and schema information obtained from théatabase Catalog The op-
timized query is then passed to thd&xecution Engine, responsible for
executing the query plan and retrieving the data. TheData provides
the data necessary for query execution. The connections between the
Database Catalogand the Optimizer, as well as between thé&ata
Block and the Execution Engine, highlight how metadata and data
are utilized during query processing to ensure e cient execution and
timely results. . . . . . . . . ... . 28

2.28 GNN Computation Graph: Visualization of GNN computation for

a target node (A) aggregating messages from its local neighborhood.

In this two-layer message-passing model, node A receives information

from its direct neighbors (B, C, and D). Each neighbor also aggregates
messages from their neighborhoods, propagating the information across
multiple layers. The process e ectively forms a tree structure, where

the neighborhood around the target node is unfolded layer by layer,
demonstrating the hierarchical message aggregation in a GNN. . . . . 32
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3.1

4.1

4.2

4.3

Data Insertion Results: This gure (Fraczek and Plechawska-Wojcik
[2017]) presents the ndings of a benchmark test that involved in-
serting 1000 records into a table or collection dedicated to storing
posts. The performance metrics highlight the execution time taken
by PostgreSQL, MongoDB, and Cassandra during the data insertion
process. Notably, MongoDB exhibited the slowest performance among
the three databases, primarily due to the use of a journaled write
concern. This write concern ensures data integrity by con rming a
successful write only after the data has been saved to the physical
disk, signi cantly impacting insertion speed. In contrast, PostgreSQL
and Cassandra demonstrated more e cient data insertion times, sug-
gesting that their write mechanisms may be optimized for faster data

operations. . . . . . . .. e e e e 37

Memory Usage for Loading Entire Graph Datasets: This gure
illustrates the memory consumption required to load various graph
datasets into memory, ranging from small (1,000 nodes) to large
(100,000 nodes) graphs with varying edge counts (5, 10, and 20 edges
per node). As dataset sizes increase, memory usage grows signi cantly,
with memory full errors occurring for datasets with 100,000 nodes

or more, demonstrating the limitations of loading large-scale graphs
entirely into memory. . . . . . . ... 42

Methodology for the research: This research methodology outlines
the comprehensive process of selecting diverse datasets, including syn-
thetic and real-world data. It involves integrating relational and graph
databases, highlighting the speci c approaches utilized to perform
CRUD operations. The methodology further elaborates on the evalua-
tion criteria used to assess the performance of these databases, focusing
on key metrics such as time e ciency and space utilization. It also
shows relational and graph databases selected for the research, di er-
ent approaches used to perform CRUD operations on these databases,
and evaluation of databases on time and space metrics. . . . . . ...

In/Out-Degree Distribution:  This gure presents three views of
the degree distribution within a synthetic dataset containing 1,000
nodes, each connected by 20 incoming edges. (a) This plot shows
the in-degree distribution across node IDs, con rming that each node
has precisely 20 incoming edges. (b) This plot represents the out-
degree distribution across nodes, where each node exhibits a variable
number of outgoing connections. While most nodes have an out-
degree between 15 and 20, this variability provides insight into the
diverse connectivity levels among nodes. (c) This histogram captures
the overall frequency distribution of nodes based on their out-degree,
highlighting connectivity trends. Most nodes in this synthetic dataset
have out-degrees concentrated between 15 and 20, forming a prominent
peak in this range on the left side of the plot. This peak indicates a
signi cant portion of nodes with moderate connectivity, while fewer

44

nodes exhibit either very high or very low out-degree. . . . . . .. .. 46
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In/Out-Degree Distribution:  (a) This plot illustrates the number

of incoming edges for each node, revealing the connectivity patterns
within the PPI network. (b) This plot displays the out-degree distri-
bution, where a signi cant number of nodes exhibit a high level of
connectivity. This indicates that many nodes in the PPI dataset are
linked to numerous other nodes, re ecting the complex interactions
present in biological systems. (c) This plot summarizes this distri-
bution with a histogram, showing that while most nodes have only

1 to 20 outgoing edges (illustrated by the peak on the leftmost side),
a larger number of nodes possess more connections. This highlights
the diversity in node connectivity, a characteristic of protein-protein
interaction networks. . . . . ... ... L 47

Database schema in Neo4j and MySQL/PostgreSQL for the evalua-

tion: (a) In Neo4j, the information was stored as a labeled property
graph which contains nodes (blue circles) with features (blue rectan-
gles) and labels (red rectangles) that are connected by directed edges
(black arrows). (b) We store information in two separate tables in
relational databases (i.e., MySQL and PostgreSQL). The rst table
contains all node features, labels, and a speci c node identi er repre-
senting the index. The second table contains all edges represented as

a source and target node index tuple. . . . . ... ... ... ... 48

Neighborhoods of di erent orders: The green node represents the
node of interest for the current iteration of GNN training. The depth

n of the GNN (typically neighborhood order up to three) determines
the range of neighboring nodes to query, i.e., all nodes within the
shortest distance oin or less (then-th order of neighborhood). For
instance, when training a GNN with neighborhood order two, both
the direct neighbors and the neighbors of those neighbors (illustrated
by the red circle) are queried for each node. It is important to note
that, unlike GNNs, other deep learning models, such as multi-layer
perceptrons, do not rely on neighboring nodes; thus, only the 0-th
order neighborhood (green dashed circle) is queried. This O-th-order
neighborhood was also included in our evaluations. . . ... .. ... 50



XVi

List of Figures

4.7 Edge Index Remapping: This gure illustrates the edge index remap-

5.1

5.2

ping for a rst-degree neighborhood of Node 0 in a complete graph.
(A) Complete Graph: The complete graph consists of four nodes (0O,
1, 2, 3) with respective features. Node O directly connects to Nodes
2 and 3, representing its rst-degree neighbors. In contrast, Nodes 1
and 3 are indirectly connected, forming a second-degree relationship
with Node 0. (B) Sampled Graph for First-Degree Neighborhood:
This sampled graph showcases the rst-degree neighborhood of Node 0.
The node indices are updated to re ect their positions in the subgraph,
and the edges are remapped to maintain accurate relationshipg€)
Updated Index and Remapped Edges:The remapped edges show the
new connections (0, 2) and (0, 1), ensuring that GNN computations
remain e cient. Edge index remapping is crucial for maintaining
coherent relationships and avoiding referencing outdated connections,
which enhances the learning processin GNNs. . . .. ... ... ... 51

Average Time Taken for Create Operation: (A) This gure displays

the average time (in seconds) taken by three database systems to
execute create operations on small datasetéB) This gure displays

the average time (in seconds) taken by three database systems to
execute Create operations on medium-sized datasets. The X-axis
represents the dataset con gurations, including small datasets of 1,000
nodes with 5, 10, and 20 incoming edges per node and medium datasets
of 10,000 nodes with the same edge variations. The Y-axis indicates
the average time taken (in seconds) for the Create operation$\:
Number of Nodesin the dataset, E: Number of Edgesin the dataset. 56

Average Time Taken for Create Operation: This gure displays the
average time (in seconds) for ten iterations taken by three database
systems (MySQL, PostgreSQL, and Neo4j) to perform Create opera-
tions on large datasets and a PPl dataset. The X-axis represents the
dataset con gurations, which include large datasets of 100,000 nodes
with 5, 10, and 20 incoming edges per node, as well as a larger dataset
comprising 1,000,000 nodes with ve incoming edges. The PPI dataset,
a real-world dataset used for comparison, is also included. The Y-axis
indicates the average time taken (in seconds) for the Create operations.
The create operation for the 1,000,000 Nodes and 5 Edges dataset in
MySQL could not be completed within a reasonable time (over one
week) and was terminated. Hence, the data point is excluded\:
Number of Nodesin the dataset, E: Number of Edgesin the dataset. 57
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Average Space Usage for Create Operation: (A)This gure shows the
space usage in MegaBytes (MB) of MySQL, PostgreSQL, and Neo4j
during create operations on small dataset88 depicts space utilization

by databases on medium-sized datasets. The X-axis represents di erent
dataset con gurations, including small datasets with 1,000 nodes and

5, 10, or 20 edges per node and medium datasets with 10,000 nodes
under the same edge variations. The Y-axis displays the corresponding
space usage in MBN: Number of Nodesin the dataset, E: Number

of Edgesinthe dataset. . . .. ... ... ... ... .. ... ..., 59

Average Space Usage for Create OperationThis gure illustrates

the space usage (in megabytes) by three database systems (MySQL,
PostgreSQL, and Neo4j) for Create operations on large datasets and

a PPl dataset. The X-axis represents the dataset con gurations,
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edges and a larger dataset with 1,000,000 nodes and 5 incoming edges.
The Y-axis indicates the space usage (in megabytes (MB)) required to
perform the Create operationsN: Number of Nodesin the dataset,

E: Number of Edgesin the dataset. . . . . .. ... ... ....... 60

Average Time Taken for the Read Operation on Small and Medium
Datasets across Databases: (AYhis gure compares the performance
of MySQL, Neo4j, and PostgreSQL in executing read operations on
small datasets (1,000 nodesB This gure shows the time required for
read operation on medium datasets (10,000 nodes) with incoming edges
of 5, 10, or 20. Each operation queries subgraphs up to a speci ed
neighborhood order of two, e ciently extracting nodes and edges for
subsequent Graph Neural Network (GNN) computations. The X-axis
represents the dataset con gurations, and the Y-axis indicates the
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1. Introduction

1.1 Motivation and Introduction

In today's world of interconnected systems, vast amounts of data are generated across
many domains, including bio-medicine, where data is increasingly used to inform
clinical decision-making, drug discovery, and biological research. One particularly
complex type of data in this eld is graph data, which captures relationships between
entities such as proteins, genes, or other biological components Fan et al. [2014].
Protein-protein interaction (PPI) networks, for example, help researchers understand
how proteins interact with each other and their role in biological pathways. These
interactions are critical for identifying potential drug targets and better-understanding
disease mechanisms. The growing importance of these datasets creates the need for
e cient data management and analysis systems. This need is particularly pronounced
in machine learning applications that rely on large, interconnected datasets for tasks
such as link prediction (predicting missing or future connections between nodes) and
node classi cation (assigning labels or categories to nodes based on their attributes
and connections). As these datasets expand, managing them e ectively becomes
increasingly challenging, requiring scalable solutions to e ciently store, query, and
update large volumes of interconnected data. This challenge is illustrated in Figure 1.1,
which outlines the process of managing large-scale graph data from storage to machine
learning applications. The gure visually represents the work ow, highlighting key
stages where e cient data handling is critical.

However, e ciently managing large graph datasets, especially in the biomedical
eld, presents signi cant hurdles. These datasets often consist of millions of entities
(nodes) and their interactions (edges), making storing the entire graph in memory
computationally di cult. To address this issue, researchers typically rely on batch-
wise querying, which allows the graph to be processed in smaller, more manageable
subgraphs. This method is frequently used in machine learning work ows to train
models iteratively on data segments.

Graph Neural Networks (GNNs) have demonstrated promising potential in applica-
tions such as recommender systems, disease classi cation, and molecular property
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Figure 1.1: Work ow for Managing and Analyzing Large-Scale Graph Data: This

gure depicts the stages of handling large graph datasets. It starts with raw graph
data, including nodes, features, edges, and labels, and is stored in a database. The
batch-wise querying stage addresses the challenge of processing large datasets by
breaking them into manageable subgraphs. Finally, the processed data feeds into a
machine-learning pipeline, culminating in predictive tasks like node classi cation. The
gure emphasizes the critical role of e ective data storage and querying techniques

in optimizing the overall work ow.

prediction. GNNs rely on message passing (refer to chapter 2) from connected nodes
to analyze graph structures and enhance their predictive capabilities Chen et al.
[2019]. However, the scale of many real-world graphs makes storing them entirely
in memory impractical, posing challenges for e cient GNN training. Therefore,
databases could be used as a backend for storing large graphs, and mini-batches
of the large graphs are loaded iteratively for training. However, unlike feedforward
neural networks (a type of neural network where connections between nodes do not
form cycles, and data moves only in one direction from input to output), instances

in GNNs are not independent of each other, i.e., a representation of a node also
depends on information from neighboring nodes. Therefore, we need to query small
subgraphs for the training instead of independent instances, complicating the query
process. This necessitates database systems capable of storing large graphs while
allowing e cient querying of smaller subgraphs, which are critical for the iterative
processes in GNN training.

Despite the widespread use of batch-wise querying, the performance of di erent
database systems in supporting this method, particularly when handling large-scale
graph datasets, needs to be better understood. Relational databases (e.g., MySQL,
PostgreSQL) and graph databases (e.g., Neo4j) o er di erent architectures and
approaches for managing data, and it remains unclear which type of system performs
better when it comes to CRUD operations (Create, Read, Update, Delete) on complex
biomedical graphs. This thesis seeks to explore this question by thoroughly comparing
the performance of these databases, focusing on their e ciency in handling large,
interconnected graph data.

1.2 Problem Statement and Challenges

This research addresses the primary problem of the inability to load entire large-scale
graph datasets, such as PPI networks, into memory due to their size and complexity.
This necessitates batch-wise querying, where subgraphs are processed in segments,
to enable e cient data management and machine learning model training. However,
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the e ciency of this approach depends heavily on the underlying database system
used. Relational and graph databases o er di erent strengths and weaknesses, but
their comparative performance, especially in biomedical graph data, has yet to be
comprehensively evaluated.

The complexity of graph datasets, such as PPl networks, adds another layer of
di culty. These datasets often involve millions of nodes and edges, creating challenges
in storage and in querying and updating the data. The CRUD operations needed
for such tasks become increasingly resource-intensive as the graph grows. Di erent
database systems may handle these operations in varying ways, a ecting their overall
performance, scalability, and suitability for real-world applications. This complexity,
including the high degree of interconnections associated with large graphs, is visually
represented in Figure 1.2.

Figure 1.2: PPI Networks: This gure illustrates the intricate structure of Protein-
Protein Interaction (PPI) networks. It shows the dense connectivity among proteins
(nodes) through numerous interactions (edges).

This research aims to address the challenge of e ciently managing large-scale biomed-
ical graphs by evaluating the performance of MySQL, PostgreSQL, and Neo4j for
handling these datasets. By conducting a comparative analysis of relational and
graph databases, the study seeks to identify which system best supports the demands
of batch-wise querying and CRUD operations on graph data. The focus is on scalabil-
ity, examining how these databases handle datasets of varying sizes (small, medium,
large, and very large) and how well they perform when applied to real-world datasets
such as PPI networks.

1.3 Research Objective

The primary objective of this thesis is to evaluate the performance of MySQL,
PostgreSQL, and Neo4j in managing large graph datasets, speci cally in the context
of Protein-Protein Interaction (PPI) networks. The research will focus on:
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Batch-wise querying:Assessing how well each database handles querying sub-
graphs in manageable chunks, particularly for machine learning applications.

CRUD operation e ciency: Evaluating each database's time and space e ciency
for fundamental operations like create, read, update, and delete.

Scalability: Testing the databases on synthetic datasets of varying sizes (small,
medium, large, and very large) and real-world datasets like PPl networks.

This evaluation will address the following three research questions:

1. Which database performs best for CRUD operations (particularly read operations)
regarding time and space e ciency?

2. How do indexes a ect CRUD operations' time and space requirements?

3. What are the limitations when querying highly interconnected data (e.g., perfor-
mance degradation, high space requirements despite batching, or over-smoothing
with a low number of hops)?

This research contributes to database management by comparing relational and graph
databases in handling large-scale graph data, particularly in biomedical applications.
By evaluating the performance of di erent database systems and their e ectiveness
in batch-wise querying, this study aims to enhance the e ciency of managing
complex, interconnected datasets. This improved database management and querying
e ciency can accelerate the overall machine learning pipeline, leading to faster and
more e ective implementations of graph-based tasks such as link prediction and
node classi cation Ying et al. [2018]. The insights gained will help researchers and
practitioners choose the most suitable database system, bridging the gap between
database performance and machine learning applications.

1.4 Thesis Framework

The remainder of this thesis is organized in the following way:

Chapter 2 provides background information on relational and non-relational
databases with a speci ¢ focus on graph databases.

Chapter 3 details the relevance of relational and non-relational databases in

machine learning and their speci ¢ use in managing graph data. The existing

work Fraczek and Plechawska-Wojcik [2017]; Ribeiro et al. [2015] investigates
database performances on various query types and web application.

Chapter 4 reviews existing research on database performance, focusing on
managing large-scale graph datasets in the biomedical eld.

Chapter 5 describes the methodology, including designing and implementing
experiments conducted on synthetic and real-world datasets.

Chapter 6 presents the evaluation of results, comparing the performance of
MySQL, PostgreSQL, and Neo4j's query execution time, memory usage, and
CRUD operation e ciency.

Chapter 7 summarizes the ndings, discusses their broader implications, and
outlines potential directions for future research.
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Databases are crucial for systematically organizing and examining data. They form
the backbone of data storage, retrieval, and manipulation across scienti ¢ research
and business intelligence. Over time, database systems have evolved from traditional
relational models to specialized architectures that handle complex data types and
dynamic interactions.

This chapter establishes core concepts in graph theory (section 2.1), providing the
foundational understanding needed for working with graph databases. A particular
emphasis is placed on the role of graph theory in shaping graph databases and
explaining their architecture and functionality. The chapter then delves into database
systems, including relational and graph databases, highlighting how these systems
manage structured and interconnected data.

Following the exploration of databases, the chapter transitions to graph learning and
integrating databases with machine learning. This section focuses on the principles
of graph neural networks (GNNSs). It explores how machine learning methods utilize
structured and unstructured data for Al-powered predictive analytics and insights Al.
Finally, challenges and opportunities in combining databases with machine learning
are examined, supported by real-world use cases highlighting seamless database
integration's signi cance.

2.1 Graph Theory Basics

Graph theory forms the foundation for understanding graph datasets and databases,
which are central to this research. As a branch of mathematics, graph theory examines
graph structures in which nodes are connected by edges (links) to model pairwise
relationships and analyze connections across various domains, including computer
networks, social networks, and database systems. The following section introduces
key concepts in graph theory, including the basic structure of graphs, types of graphs,

and other essential principles. It provides insights to support a deeper understanding

of graph databases and their underlying structure.
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2.1.1 Basic Terminology

This sub-section outlines the fundamental de nitions necessary for understanding
graphs. It covers the essential elements of graph structures and introduces various
types of graphs, providing a foundation for more advanced topics.

Nodes and Edges:In a graph, nodes represent entities, while edges signify the
connections between these entities (see gure 2.1) Grinberg [2023].

Figure 2.1: Nodes and Edges in a Graph:This gure illustrates a simple graph with
three nodes labeled A, B, and C, and edges connecting nodes A to B and nodes B
to C, where the nodes represent entities and the edges depict the relationships or
connections between them.

Node Degree: Node degree (see gure 2.2) refers to the count of edges linked to a
node. In directed graphs, this is divided intdn-degree (edges directed towards the
node) andout-degree (edges directed away from the node) Bondy and Murty [1982].

Figure 2.2: Node Degree: The gure presents a graph with ve nodes, accompanied

by a table that provides examples of the in-degree and out-degree for two speci c
nodes, A and B. Node A has an in-degree of 3 (three incoming edges) and an out-
degree of 1 (one outgoing edge), while Node B has an in-degree of 1 and an out-degree
of 1.

Path and Cycle: A path (see gure 2.3) is a series of nodes linked together by edges.
A cycle (see gure 2.3) is a unique path form where the start and end points are the
same node, forming a closed loop Grinberg [2023].
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Figure 2.3: (i) Path and (ii) Cycle: In sub gure (i), edges 1, 2, and 3 are (highlighted
in pink) demonstrating a path where the edges follow a single direction without
repeating any nodes. In sub gure (ii), edges 1, 2, and 3 are (highlighted in red)
forming a cycle, where the edges create a loop, returning to the starting node, thus
indicating a closed path.

Sub-graphs: Subgraphs (see gure 2.4) are portions of a graph consisting of a subset
of its nodes and a subset of the edges that connect them. While a subgraph retains
some structural properties of the original graph, certain edges and connections may
be omitted, potentially altering the graph's overall structure and characteristics
within the subset Bondy and Murty [1982]; Grinberg [2023].

Figure 2.4: (i) A graph (ii) Delete some nodes and edges (iii) Sub-graph The gure
demonstrates the creation of a subgraph. Sub gure (i) shows the original graph,
while sub gure (ii) highlights the removal of certain nodes and edges. Sub gure (iii)
represents the resulting subgraph, consisting of a subset of nodes and edges from the
original graph, with some structural properties altered due to the removal of edges.

2.1.2 Types of Graphs

Simple Graphs: These graphs (see gure 2.5) do not feature loops (edges that
link a node to itself) or multiple edges between any pair of nodes Grinberg [2023].
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Figure 2.5: Simple-graph: This gure illustrates a simple graph characterized by the
absence of loops between any pair of nodes. Each connection in the graph represents
a single, unique edge between nodes, ensuring a straightforward structure with no
redundancy in connections.

Multigraphs: These graphs (see gure 2.6) permit multiple edges connecting the
same pair of nodes Grinberg [2023].

Figure 2.6: Multigraph : This gure depicts a multigraph, which enables multiple
edges to connect to a single pair of nodes. Multigraphs can have multiple distinct
edges between nodes, representing multiple relationships or connections.

Complete Graphs: In these graphs (see gure 2.7), every pair of distinct nodes
is linked by a unique edge Grinberg [2023].
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Figure 2.7: Complete Graph: This gure shows a complete graph where a unique
edge connects every pair of distinct nodes. In a complete graph, each node has an
edge to every other node, resulting in a fully interconnected structure.

Bipartite Graphs: These graphs (see gure 2.8) have nodes divided into two
distinct sets, with every edge connecting a node from one set to a node from the
other Bondy and Murty [1982]; Grinberg [2023].

Figure 2.8: Bipartite Graph: This gure illustrates a bipartite graph characterized
by its nodes being divided into two disjoint sets such that edges only connect nodes
from di erent sets. No edges exist between nodes within the same set.

Cyclic and Acyclic Graphs: Cyclic graphs include at least one cycle (a path
that begins and ends at the same node), whereas acyclic graphs lack such cycles
(see gure 2.9) Bondy and Murty [1982].

Figure 2.9: (i) Cyclic vs. (ii) Acyclic Graph: This gure compares cyclic (i) and
acyclic (ii) graphs with three nodes: A, B, and C. In the cyclic graph (i), the presence
of a cycle is highlighted by an edge from node C to node A (marked in red), indicating
a loop that returns to the starting node. Conversely, the acyclic graph (ii) includes
edges from A to B, A to C, and C to A, with no cycles present. Thus, it remains
acyclic as no path returns to the starting node.
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Directed vs. Undirected Graphs: Directed graphs (see gure 2.10) have edges
with a speci ed direction, indicating a one-way relationship, whereas undirected

graphs have edges with no speci c direction, indicating a bidirectional relationship
Grinberg [2023].

Figure 2.10: (i) Directed vs. (ii) Undirected Graph : This gure illustrates the

key di erences between directed and undirected graphs. In a directed graph (i),
edges have a speci c direction, denoted by arrows (an edge from node 1 to node
3), indicating a one-way relationship between nodes. Meanwhile, in an undirected
graph, (ii) features edges without direction, represented by simple lines connecting
nodes. In this graph, an edge between node 1 and node 3 signi es a bidirectional
relationship, meaning 1 is connected to 3 and 3 is connected to 1.

Weighted vs. Unweighted Graphs: Weighted graphs assign a cost or weight
to each edge, re ecting the strength or length of the connection. Unweighted
graphs treat all edges equally (see gure 2.11) Bondy and Murty [1982]

Figure 2.11: (i) Weighted vs. (ii) Unweighted Graph: This gure illustrates weighted

(i) and unweighted (ii) graphs. In a weighted graph, edges have numerical values
indicating the connection's strength, cost, or distance between nodes. For example,
an edge with a weight of 5 represents a connection with a value of 5. In an unweighted

graph (ii), edges are lines without associated values, signifying equal relationships
between nodes.

Homogeneous Graphs:iIn homogeneous graphs (see gure 2.12), all nodes and

edges belong to the same type. Nodes and edges are uniform in type Zhou et al.
[2020].
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Figure 2.12: Homogeneous Graph:This gure shows a homogeneous graph where
all edges are of the same type, indicating uniform relationships between nodes.

Heterogeneous Graphs:In heterogeneous graphs (see gure 2.13), there are
multiple types of nodes and edges, each with distinct characteristics or roles. This
means nodes and edges can vary in type, re ecting diverse semantics and di erent
attributes or functionalities within the graph. For example, a protein-protein
interaction graph can feature nodes representing di erent proteins and edges
representing various types of interactions. In contrast, a clinical knowledge graph
includes nodes for diseases, symptoms, and treatments and edges representing
di erent relationships between these entities. This variation allows heterogeneous
graphs to model complex, multi-faceted relationships more e ectively Zhou et al.
[2020].

Figure 2.13: Heterogeneous Graph: This gure illustrates a heterogeneous graph
with nodes and edges of di erent colors, representing multiple types and charac-
teristics. Nodes are color-coded to indicate di erent types (e.g., blue for proteins,
red for diseases). At the same time, edges are colored to re ect distinct types of
relationships (e.g., green for interactions, orange for associations). This color-coding
highlights nodes' and edges' diverse attributes and semantics, enabling the graph to
model complex, multi-faceted relationships.

2.1.3 Graph Representation

To e ciently manage and process these graphs, it is essential to consider di erent
methods of graph representation. These representations serve various purposes, such
as optimizing memory usage or facilitating quick edge lookups. Below are some
common ways to represent graphs:
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Let us start with a simple, undirected graph. It has three nodes (Node O, Node 1,
and Node 2) and four edges. Node 0 has a feature value of -1, Node 1 has a feature
value of 0, and Node 2 has a feature value 1. The edges are bidirectional: one edge
connects Node 0 to Node 1 and Node 1 back to Node 0. Similarly, an edge connects
Node 1 to Node 2, and another connects Node 2 back to Node 1 (Figure 2.14).

Figure 2.14: Graph structure: An illustration of a simple undirected graph with
three nodes (Node 0, Node 1, and Node 2) and four edges. Each node is assigned
a feature value (-1, O or 1). The bi-directional edges connect the nodes, forming a
basic interconnected network.

Adjacency Matrix: The Adjacency Matrix (see gure 2.15) uses a two-dimensional
array where each cell (i, j) signi es whether an edge connects node i to node j. It is
bene cial for algorithms requiring quick access to edge information between specic
nodes, especially in dense graphs with a high number of edges relative to the number
of nodes. However, for sparse graphs, where the number of edges is much lower, this
representation becomes ine cient as it requiredN 2 space, even when most entries
are zero, leading to high memory consumption Bondy and Murty [1982].

Figure 2.15: Adjacency Matrix: The adjacency matrix represents the connectivity
between the four nodes (N1, N2, N3, N4) in the graph. Each cell (i, j) in the matrix
contains a value indicating whether an edge exists between node i and node j. A value
of 1 signi es the presence of an edge, while a 0 indicates no connection. The matrix
re ects the structure of the graph, capturing the relationships corresponding to edges
E1 (N1-N2), E2 (N4-N2), E3 (N2-N3), E4 (N3-N4), and E5 (N4-N1) (FreeCodeCamp
[2024]).
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Adjacency List: Adjacency list (see gure 2.16) consists of an array where each
element is a list representing the neighbors of a speci c node. It is memory-e cient
and well-suited for graphs with fewer edges relative to the number of nodes.

Figure 2.16: Adjacency List: The adjacency list represents the graph's structure by
listing each node and its adjacent nodes, which are directly connected via edges. For
each node (N1, N2, N3, N4), the list speci es the neighboring nodes, corresponding
to edges E1 (N1-N2), E2 (N4-N2), E3 (N2-N3), E4 (N3-N4), and E5 (N4-N1)
(FreeCodeCamp [2024]).

Edge List: This is a straightforward list (see gure 2.17) that enumerates all the
edges in the graph, with each edge represented as a pair of nodes. While simple, it is
less e cient for algorithms that frequently need to check for the presence of edges
that connect speci ¢ nodes.

Figure 2.17: Edge List: The gure shows the edge list representation of the graph,
where each edge is described as a pair of connected nodes. For the graph in question,
the edges are E1 (N1-N2), E2 (N4-N2), E3 (N2-N3), E4 (N3-N4), and E5 (N4-N1)
(FreeCodeCamp [2024]).

2.1.4 Graph Algorithms

Building on the foundational concepts of graph theory, understanding how to navigate
and analyze graphs e ectively is crucial. This section explores key algorithms used
to traverse, search graphs, and nd the shortest paths in graphs.

Traversal Algorithms

Depth-First Search (DFS): Depth-First Search (DFS) explores each branch of the
graph as profoundly as possible before backtracking, making it helpful in identifying
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connected components, detecting cycles, and performing topological sorting. This
method is e ective for thoroughly exploring one path before moving on to the next,
ensuring a deep traversal of the graph's structure lan Robinson and Eifrem [2015].

Breadth-First Search (BFS): Breadth-First Search (BFS) is an algorithm that
traverses a graph level by level. It begins by visiting all nodes at the current depth
from the starting node, then proceeds to explore nodes at the next depth level,
continuing this process layer by layer until the entire graph has been covered. BFS is
particularly useful for nding the length of the shortest path in unweighted graphs,

as it ensures the fewest number of edges is traversed between the start and target
nodes lan Robinson and Eifrem [2015].

Shortest Path Algorithms

Dijkstra's Algorithm: Determines the shortest route from a starting node to every
other node in a weighted graph that has non-negative edge weights lan Robinson
and Eifrem [2015].

Bellman-Ford Algorithm: Determines shortest paths from a single starting node,
even when negative edge weights are present.

Floyd-Warshall Algorithm: Computes the shortest paths between all pairs of nodes
in a weighted graph pgRouting Team [n.d.].

Minimum Spanning Tree:

A minimum spanning tree is a spanning tree (a subgraph connecting all graph nodes
without cycles) with the smallest total edge weight among all possible spanning trees.
It ensures all nodes are connected with the minimum sum of edge weights Grinberg
[2023].

Kruskal's Algorithm: Constructs a minimum spanning tree by adding edges in
ascending order of weight, ensuring no cycles are formed Bondy and Murty [1982].

Prim's Algorithm: Builds a minimum spanning tree by growing the tree one edge at
a time from an initial node.

2.1.5 Graph ery Languages

Graph query languages are specialized tools that interact and retrieve information
from graph databases. They enable users to perform complex queries on graph data
structures by leveraging graphs' unique properties and relationships. Below are some
of the most commonly used graph query languages:

1. Cypher: Cypher is a concise and expressive query language tailored for Neo4j
graph databases. Its diagram-like representation of graphs makes it intuitive
and easy to learn, serving as an excellent introduction to graph query languages.
lan Robinson and Eifrem [2015]
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Create a node:

CREATE (p:Person {name!Alice ', age: 30})
RETURN p

2. Gremlin: A graph traversal language called Gremlin was created as a component
of the Apache TinkerPop project. It is used to query property graphs and
is supported by several graph databases, including JanusGraph and Amazon
Neptune. Gremlin queries are a sequence of steps that can traverse the graph,
Iter results, and perform computations.

Create a node:

g.addV('Person').property( 'namég& ‘Alice ").property( ‘ag€, 30).next()

3. CQL (Cassandra Query Language):CQL is the query language for Apache
Cassandra, a distributed NoSQL database. While not explicitly designed for
graphs, Cassandra can store and query graph data using CQL in combination
with the Graph extension. CQL provides a exible and e cient way to interact
with graph data stored in a wide-column store format.

Create a node:

INSERT INTO person (id, name, age) VALUES (uuid(), 'Alice ', 30);

2.2 Introduction to Databases

This section begins by covering fundamental database de nitions and exploring their
historical evolution. It then examines various types of databases and data models,
leading to a discussion of Database Management Systems (DBMS) and other relevant
topics.

2.2.1 Definitions

Data: Data is the collection of raw, unprocessed facts and gures. It encompasses
a variety of formats, including numbers, text, images, and audio, and serves as
the foundation for generating information and knowledge through processing

and analysis Zikmund et al. [2012].

Database (DB): A database is a group of interconnected data utilized for e cient
retrieval, insertion, and deletion of data. Data can be organized in di erent
formats, such as tables, schemas, views, and reports. For instance, the college
Database arranges information on administrators, sta , students, and faculty
members, making it simple to retrieve, insert, and delete data using the database
Elmasri and Navathe [2011].
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Database Management System (DBMS):A database management system is
software for managing databases. Examples include MySQL and Oracle, which
are widely used in various applications. DBMS performs essential operations
such as creating databases, storing and updating data, and creating tables within
the database. It ensures data security and protection and maintains consistency
across the database Elmasri and Navathe [2011].

Data Model: A data model is a structured representation of information that
outlines data points' storage, retrieval, and relationships within a database
system. It is commonly employed in designing data structures at various levels
of abstraction, from conceptual to physical. This methodology enhances the
development of e cient designs by clearly de ning the logical structure and
the methods for organizing, accessing, and manipulating data Dwivedi [2022];
Ribeiro et al. [2015].

2.2.2 Evolution of Databases

Databases have a historical origin that precedes the development of computers. Its
earliest origins can be traced to when people wrote, counted, and managed goods,
all tasks that involved organizing and documenting collections. The necessity to
preserve and access data led scholars to explore several methods for data retrieval
and indexing Berg et al. [2012].

The Jacquard Loom, which utilized punched cards to design fabric patterns, rep-
resented the advent of automated data processing in the early 19th century. In
1890, Hollerith pioneered punched cards for the US census, establishing a rm that
eventually transformed into IBM. Gray notes that by 1955, millions of records were

handled daily using punched card systems, highlighting the necessity for technical
advancement beyond human methods Gray [1996].

The introduction of a ordable computers in the 1960s resulted in the displacement of
tape-based systems by direct-access storage devices like disks and drums, facilitating
a shift from batch processing to interactive systems. The network model CODASYL
(Conference on Data System Language) and the hierarchical model IMS (Information
Management System) were introduced during this period. These designs played a
crucial role in developing the initial navigation database systems. IBM's SABRE
system, originally designed to handle American Airlines’ bookings, ultimately achieved
commercial success and remains essential in the travel sector at present Berg et al.
[2012].

One of the signi cant turning points in database administration was the conceptu-
alization of the relational database model by E. F. Codd in the 1970s. This novel
approach, distinguishing between physical storage and logical schema, completely
changed how data is retrieved. The standardization of SQL (Structured Query Lan-
guage) during this period facilitated universal querying capabilities across relational
databases. In this period, pioneering prototypes like INGRES and System R were
developed, laying the groundwork for later commercial relational database systems
Berg et al. [2012].

During the 1980s, relational database systems gained widespread adoption as SQL
became the dominant query language. Concurrently, there was a proliferation of
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object-oriented database systems, which integrated data seamlessly with programming
languages designed around objects. An inherent challenge of OODBMS was the
requirement to transform an existing database entirely, typically associated with a
particular programming language and API (Application Programming Interface),
reducing the database's exibility. In response to this problem, the Object Relational
Database Model was created in the early 1990s Berg et al. [2012].

Since object-relational database management systems (ORDBMS) emerged in the
1990s, the focus has been on making databases more exible. By letting relational

and object-oriented models work together, these technologies made working with

complex data structures easier. Also, many well-known online businesses now use
NoSQL (No Structured Query Language) databases, created to meet the needs of
di erent and separate data settings Berg et al. [2012].

Database systems underwent continuous enhancements at the dawn of the 21st cen-
tury, integrating more sophisticated programming capabilities into their architecture.
Additionally, databases have changed over time to support more accessible procedural
languages that combine SQL with loops, allowing repetitive tasks to be automated,
and control structures facilitate decision-making processes like the conditional ex-
ecution of commands. New techniques had to be developed to store and analyze
the growing number of very large datasets, like those created by genome projects
and space science. Modern approaches, such as data mining, data warehouses, and
data marts, are increasingly being utilized to manage and derive insights from large
amounts of data Berg et al. [2012].

In the future, databases will continue to improve to handle more complex logic
and distributed capabilities. This will allow them to be used in multiple places as
networks get faster. This change is motivated by the rise of cloud computing and the
need to manage big datasets. In addition to their typical applications, databases are
now being used to combine di erent kinds of data, such as medical and location data.
This necessitates employing sophisticated processing methods to extract insights
from digital medical device outputs and gene sequences Berg et al. [2012].

2.2.3 Types of Databases

Having established a clear understanding of the foundational concepts, database
evolution, and data models (refer 2.2.1), we can now examine the speci c types of
databases pertinent to this study. This includes relational databases (refer 2.2.3.1),
where the conceptual, logical, and physical data models play a crucial role in de ning
entities, relationships, and attributes. Additionally, we will explore how these data
modeling concepts apply to graph databases (refer 2.2.3.2), focusing on their unique
structures and data management principles. This section will lay the foundation for
selecting the suitable database for speci c needs.

2.2.3.1 Relational Databases

Relational databases are among the most commonly used due to their capacity to
e ciently and e ectively store and administer large amounts of data. These databases
store data in a tabular format, with rows and columns corresponding to records
and their attributes. Relational databases use relational algebra to ensure data
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consistency and integrity. For example, in a company, employee records are stored
with attributes like employee 1D, name, and department, while online businesses track
sales with order ID, product details, and customer information; similarly, medical
labs store test results with patient IDs, test types, and test results.Jatana et al.
[2012]; Rodrigues et al. [2023]; Saepuloh [2023]. Figure 2.18 illustrates the hierarchal
structure of data storage in relational databases.

Figure 2.18: Relational Database Structure: This gure illustrates the hierarchical
structure of data storage in a relational database. Starting from the left, (1) shows
that a DBMS can manage multiple databases, each represented by a block. (2) Each
database has multiple tables, storing data in rows and columns. (3) Each table
contains multiple rows, and every row comprises multiple columns (PragimTech
[2024].)

Relational databases are built upon a relational model that employs a strict schema
de ned by predetermined data types Baxendale and Codd [1970]. The relation
name and its header row combination are referred to as the schema Revesz [2010].
This in exible structure ensures the integrity and consistency of data across the
database, making relational databases dependable, versatile, resilient, and expandable
Jatana et al. [2012]. Additionally, object-relational models expand this structure to
incorporate abstract data types and semantic primitives, enhancing the capability
to handle complex data Liao and McLeod [2010]. Relational databases rely on
a structured, organized method to store and manage data. However, e ciently
interacting with these databases requires a standardized language to retrieve, update,
and manipulate the data stored in the tables. This is where SQL (Structured Query
Language) plays a signi cant role.

SQL is the primary language for managing relational databases, allowing users to
de ne, manipulate, and control data. Developed at IBM in the early 1970s and
regularly updated, SQL was designed to make database interaction powerful and
accessible. Known for its high-level structure, SQL uses English-like keywords,
allowing users to write queries that are both simple to understand and e cient
to execute. Its widespread adoption and ease of use have made SQL the industry
standard for querying and managing relational databases Revesz [2010].

SQL comprises of three elements:
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1. Data De nition Language (DDL): Speci es database schemas Silva et al. [2016].

2. Data Manipulation Language (DML): Performs operations such as retrieving,
storing, modifying, and deleting data Silva et al. [2016].

3. Data Control Language (DCL): Con gures security access to databases Silva
et al. [2016].

SQL-99, the current standard, is implemented with variations by most commercial
database systems, covering data de nition for declaring database schemas and data
manipulation for querying and modifying databases Garcia-Molina et al. [2009].
Despite the proliferation of diverse database technologies, SQL's adaptability suits
various systems, including those handling Big Data Silva et al. [2016].

Despite the strengths of relational databases and the e cacy of SQL in managing
structured data, they encounter considerable di culties in managing vast amounts
of information, particularly in the era of big data. As the scale of data continues
to grow, issues related to scalability and storage limitations become increasingly
prominent. Companies such as Google, Amazon, Meta, and LinkedIn have recognized
these challenges, particularly when addressing the demands of big data and extensive
user requirements. This evolution underscores the necessity for alternative database
solutions to complement or enhance traditional relational models Deepika et al.
[2016].

Relational Data Models

Relational data models (see gure 2.19) can be categorized as below:

1. Conceptual Data Model
2. Logical Data Model
3. Physical Data Model

Figure 2.19: Overview of Data Models: Conceptual, Logical, and Physical This
gure outlines the three data modeling stages: Conceptual (high-level entities and
relationships), Logical (detailed table structures and keys), and Physical (implemen-
tation details, data types, and indexing). Each model progressively re nes the design
from abstract concepts to detailed schema.
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1. Conceptual Data Model: Conceptual modeling, called domain modeling, initiates
the data organization process by theoretically aligning data with described
entities. It involves exploring domain concepts with stakeholders and representing
real-world artifacts or concepts. A conceptual data model provides a platform-
independent abstraction of these entities and their relationships within the
problem domain. This phase focuses on establishing connections between entities
without specifying attributes or types, detailed in subsequent modeling stages.
Project stakeholders utilize this model to e ectively explore domain concepts,
potentially replacing or complementing the logical data model Dwivedi [2022];
Ribeiro et al. [2015]. Figure 2.20 provides an example of conceptual data modeling
in relational databases.

Figure 2.20: Conceptual ER Diagram: High-Level Entities and Relationships - This
gure illustrates the high-level entities' Author' and 'Book’ and their relationship.
This model focuses on de ning entities and their relationships without detailing
implementation speci cs.

2. Logical Data Model: A logical data model is an improved, more precise version
of the preceding conceptual model. It comprehensively describes the domain
entities and their interconnections while operating at a platform-independent
level. Figure 2.21 depicts the attributes that de ne each entity, including its
unigue identi er known as the primary key (PK), and the relationships between
the entities, including the foreign keys (FK) that identify those relationships
Dwivedi [2022]; Ribeiro et al. [2015]

Figure 2.21: Logical Data Model: Entity Tables with Key Relationships -The
Logical ER Diagram provides a detailed view of the database schema, showing tables
with primary keys (PK) and foreign keys (FK). The Author table's AuthorID is

the PK, while the Book table has BookID as its primary key and AuthorID as a FK.
This diagram de nes the one-to-many (shown by the >*) relationship, where an
Author can write many Books and ensure data integrity through speci ed keys.
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3. Physical Data Model: Physical data models are used to design the internal
structure of a database. These models represent the data tables, the data
columns stored in those tables, and the relationships between the tables. While
logical data models and physical data models may appear alike, but they di er
in the extent of detail they provide. The purposes of each model vary. Logical
data models are employed to investigate domain concepts with stakeholders. In
contrast, physical data models are typically tailored to a particular platform
(such as a database-speci c data type or query language) and used to establish
database design Dwivedi [2022]; Ribeiro et al. [2015]. Figure 2.22 depicts a
sample of physical data modeling.

Figure 2.22: Physical Data Model: Detailed Schema with Data Types and Con-
straints -This gure presents the physical schema of the database, including tables
with speci ¢ columns, data types, and constraints. It shows AuthorID and BookID
as auto-incrementing primary keys to ensure unique identi ers. AuthorID in the
Books table serves as a foreign key, establishing a relationship between Authors and
Books.

2.2.3.2 Graph Databases

While the relational model remains prevalent in most data storage applications, it faces
limitations, particularly scalability and handling highly interconnected or complex
relationships between data. To address these challenges, graph databases have
emerged as an alternative. Graph databases manage and query data with intricate
relationships, o ering superior performance in scenarios where data connections
are as meaningful as the data. These databases are designed to handle large-
scale, interconnected datasets commonly found in applications like social networks,
recommendation systems, and fraud detection Gy&di et al. [2015]; Patil et al. [2018];
Saepuloh [2023].

In contrast to relational databases, which organize data in tables and necessitate
prede ned schemas, graph databases o er a more exible, schema-less structure.
They utilize graph structures composed of nodes representing entities and edges
representing relationships or connections between them (see gure 2.23). This
exibility allows graph databases to adapt to evolving data requirements without
needing schema modi cations, making them especially useful in domains where
relationships frequently change Deepika et al. [2016]; Gydi et al. [2015].
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Figure 2.23: Simple Graph Representation for Graph Database This gure il-
lustrates a basic graph structure where nodes are categorized into three di erent
classes, each represented by a distinct coldPerson (Blue) represents an individual
or human entity, Company (Green) represents a business organization or corporation,
and Product (Red) represents an item or object that can be bought or sold. Edges
connect these nodes, indicating relationships between theM/ORKS _AT (between
Personand Company) represents a working relationship, an@UYS (betweenPerson
and Product) represents a purchasing relationship. The simple graph shows how
entities are connected, with each node's color distinguishing its class and type.

In graph databases, nodes and edges can be labeled to signify di erent roles or
types, and both can carry properties, such as metadata, to de ne additional details
like indexes or constraints. Each node and edge is uniquely identi able, facilitating
precise referencing and querying. This structure is particularly e ective for manag-
ing complex, interconnected datasets, such as social networks, where nodes might
represent users and edges their connections, like friendships or follow relationships
Pokorry [2015].

Graph databases also employ directed graphs, often with labels, and provide special-
ized operations to traverse and manipulate data. These operations allow for e cient
analysis of relationships within the data. For instance, traversing from one user (node)
to all their friends (connected nodes) in a social network becomes straightforward
and computationally e cient. Graph databases also support integrity constraints

to ensure the validity of the graph structure Tinon-Reina et al. [2021]. Popular
graph database systems, such as Neo4j, OrientDB, and FlockDB, demonstrate the
versatility and power of this model. These systems have gained prominence over the
past decade due to advancements in data management and big data technologies,
particularly in domains like social and business analytics Gyadi et al. [2015].

One notable feature of graph databases is their use of index-free, local traversals.
This means that graph databases can navigate directly from one node to its connected
neighbors through edges instead of relying on global index lookups, which are common
in relational databases. This approach optimizes graph traversal patterns, which
are crucial for analyzing relationships and connections e ciently Rodriguez and
Neubauer [2010].
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Graph Data Models

Graph data models provide a framework for structuring data to emphasize the
relationships between entities. Two prominent graph data models are widely used:
the Labeled-Property Graph (LPG) (2.2.3.2) and the Resource Description Framework
(RDF) (2.2.3.2). Each model has its structure, advantages, and typical use cases,
explored in the following sections.

Labeled-Property Graph (LPG):

A labeled-property graph (LPG) is a directed graph where nodes and edges have
multiple properties and labels to di erentiate types (see gure 2.24. Despite being
older, this model is widely used in the graph database industry for its e cient
information representation. Unlike the RDF model, it integrates properties directly
into nodes and edges, enhancing e ciency. Formal transformations between RDF
and LPG models have been proposed to unify both approaches Tian [2022]. In an
LPG, nodes and their connections (relationships) are identi ed by unique IDs. Both
nodes and edges can possess key-value pair properties, resulting in labeled graph
elements with attributes. This allows for duplicate nodes and edges, such as nodes
sharing labels or multiple relationships between two nodes with identical properties
Traris and Balsacq [2021]. Neo4j, a prominent Graph Database Management System
(GDBMYS), leverages the LPG model with native (explicitly designed for graph data)
graph storage and processing. It employs the Cypher query language to interact with
data, where nodes and edges are inherently directed. Although Neo4j graphs are
directed by default, this constraint can be addressed during query execution Walke
et al. [2023], demonstrating the exibility and adaptability of the LPG model in
real-world applications.

Figure 2.24. LPG Representation: This gure depicts a labeled property graph,
where nodes and edges are enhanced with properties and distinguished by colors:
Person (Blue) represents an individual with properties likename(e.g., "Alice"),
Company (Green) represents a business entity with properties likaame(e.g., "Tech-
Corp"), and Product (Red) represents a product with properties likename(e.qg.,
'Gadget"). Edges are labeled with types and additional propertiesWORKS_AT
(Blue-Green) connectsPersonto Company, with properties like since (e.g., "2020",

and BUYS (Blue-Red) connectsPersonto Product, with properties like date (e.g.,
"2023-09-19"). Colors help di erentiate node types and edge labels, clearly visualizing
entity relationships and their attributes.
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Resource Description Framework (RDF): RDF is a standard established by the
W3C (World Wide Web Consortium) for Linked Data and Knowledge Graphs,
serving as the basis for the Semantic Web. It expresses entities as subject-predicate-
object triples, creating directed, edge-labeled graphs. RDF entities lack internal
data structures, and additional information is appended through triples (see gure
2.25) Traris and Balsacq [2021]. Resources are identi ed globally by URIs (Uniform
Resource Identi ers), which connect graph nodes via directed edges, preventing
duplicates with the same URI. Platforms like DBPedia and YAGO use RDF to build
knowledge graphs, supporting queries with SPARQL Tian [2022].

Figure 2.25: RDF Triple Representation : This gure showcases an RDF (Resource
Description Framework) representation using triples to connect di erent types of
entities. A triple is a basic unit of RDF data consisting of a subject, predicate,
and object (e.g.,Subject-Predicate-Object ): Person (Blue URI) represents an
individual resource,Company (Green URI) represents a business entity resource,
and Product (Red URI) represents a product resource. The RDF triples are
represented as followss Person> {[worksAtl{ > < Company> indicates that the
Person (subject) works at the Company (object) with worksAt as the predicate, and
< Person> {[buysl{ > < Product> indicates that the Person (subject) buys the
Product (object) with buys as the predicate. Colors help distinguish di erent types
of resources, while the predicatesMorksAt, buys) de ne the relationships between
them. This visualization aids in understanding how di erent entities are connected
in RDF.

2.3 Database Management System (DBMS)

A DBMS (refer 2.2.1) e ciently stores and manages large amounts of data, ensuring

its safe, long-term persistence. It interacts with application programs, enabling
multiple users and applications to utilize the database data. By ensuring convenient
data access and manipulation while also providing centralized control to prevent
unauthorized access and maintain data privacy, DBMS provides a valuable service to
users. Databases derive power from decades of accumulated knowledge and technology
in this specialized software Desai [1990]; Fry and Sibley [1976]; Garcia-Molina et al.
[2009].
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To understand the core functionality that makes a DBMS robust and reliable, we
need to look at several key aspects, such as transactions (refer 2.3.1), ACID properties
(refer 2.3.1), CRUD operations (refer 2.3.2), and query optimization (refer 2.3.3).

2.3.1 Transactions and ACID Properties

A transaction is a program unit that can change the contents of a database. If
the database was consistent before the transaction, it remains consistent after the
transaction is completed. Transactions are atomic, which means they are either fully
executed or rolled back in the event of an error as if the executed transactions had
never occurred Desai [1990]. Each transaction passes through several states during
its lifetime. As outlined by Garcia-Molina et al. [2009], these states and how they
transition are as follows (see gure 2.26):

Figure 2.26: Transaction States in DBMS: This gure illustrates the life cycle of a
transaction as it transitions through various states in a database system. The key
states are as followsActive: The initial state where the transaction begins, executes,
and changes the databasePartially Committed : The state after the transaction has
made modi cations but is not yet fully committed. It indicates that the transaction is

in the process of nalizing changesCommitted: The nal state where the transaction
has successfully committed, making all changes permanent and ensuring the database
remains consistent.Failed: The state where the transaction encounters an error and
is no longer proceedingAborted: The state where the transaction is rolled back
due to an error or external intervention, undoing any changes made. The gure also
shows the transitions between these states, highlighting that a transaction can end
either in Committed or Aborted states, and describes the implications of each state
on database consistency and recovery processes.

The transaction states shown in gure 2.26 are explained below:

Active: The transaction starts, executes, and changes the database Garcia-Molina
et al. [2009].

Partially Committed : After completing modi cations, the transaction enters
this state, preparing to commit changes Garcia-Molina et al. [2009].
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Committed: The transaction successfully commits, making the changes perma-
nent and the database consistent Garcia-Molina et al. [2009].

Failed: The transaction encounters an error and enters this state Garcia-Molina
et al. [2009].

Aborted: The transaction is rolled back due to an error or external intervention,
undoing changes Garcia-Molina et al. [2009].

A transaction can end in any of the following ways:

Committed : Successful completion.

Aborted: Self-initiated rollback or system-enforced rollback Garcia-Molina et al.
[2009].

During the transition from Partially Committed to Committed, changes may not be
fully propagated to non-volatile storage, and hardware or con ict issues may force an
abort. If the transaction is aborted, it may need to roll back changes. If no changes
were made, the transaction ends without rollback. Transaction success or failure
messages are delayed until the transaction is completed Garcia-Molina et al. [2009].

One of the fundamental aspects of a DBMS is its ability to handle transactions reliably.
This is accomplished byACID (Atomicity, Consistency, Isolation, and Durability)
properties. These properties ensure that transactions are executed reliably and that
the integrity of the database is maintained even in the event of errors, power failures,
or other unexpected problems. These properties encompass:

Atomicity : Transactions act as indivisible units of work, ensuring that all
operations within them are complete or have no e ect on the database. This
guarantees that changes are either fully executed or not executed at all Desai
[1990].

Consistency. Transactions transition the database from one consistent state to
another, upholding integrity throughout. For instance, monetary transfers must
adhere to consistency rules to maintain accurate account balances, a crucial
aspect of data integrity Gaussdb [2021].

Isolation: Each transaction operates independently as if it were the sole transac-
tion executing on the database. Isolation prevents transactions from con icting,
thereby preserving data correctness and integrityGarcia-Molina et al. [2009].

Durability : Once a transaction commits, its modi cations are permanently stored
in the database despite subsequent system failures or crashes. This ensures that
committed changes persist reliably over time Desai [1990]; Gaussdb [2021].

Together, these properties ensure transactional reliability, maintain data integrity,
and support simultaneous database access, enhancing the e ciency of database
operations while upholding consistency. Their collective assurance fosters trust and
con dence in database management practices.
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2.3.2 CRUD Operations

In addition to ensuring the reliability of transactions, database management systems
facilitate basic operations known as CRUD (Create, Read, Update, Delete). These
operations are essential for data manipulation and underpin user interactions with
the database.

Create This operation adds new records to the database Elmasri and Navathe
[2011].

Read: This operation retrieves existing data from the database Elmasri and
Navathe [2011].

Update: This operation modi es existing records in the database Elmasri and
Navathe [2011].

Delete: This operation removes records from the database Elmasri and Navathe
[2011]

For speci c examples of CRUD operations in both relational (e.g., MySQL) and
graph databases (e.g., Neo4)), please refer to the queries provided in Appendix 6.2.

2.3.3 ery Processing and Optimization

The processing and optimization of queries are pivotal aspects of DBMS designed to
enhance the e ciency of retrieving data in response to user queries. A more detailed
overview of query processing and its di erent phases is provided in the sub-section
2.3.3.

ery Processing

Query processing in a DBMS involves several steps to transform a high-level query,
like SQL, into an executable or low-level format in many steps Elmasri and Navathe
[2011]; Zhang and Zhang [2011].

Phases of ery Processing

The phases of query processing (see gure 2.27 are discussed below:

1. SQL Query: The user's initial input speci es the desired data retrieval or
manipulation.

2. Parsing and translation: Initially, the query is scanned to identify tokens such
as SQL keywords and attribute names. Parsing then checks the syntax to ensure
it conforms to the language's grammar rules and semantics. Validation con rms
that all attribute and relation names are valid within the database schemaEImasri
and Navathe [2011]
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3. Optimization: During the query optimization stage, the query processor en-
hances the query by transforming its internal data structures into more e cient
forms. This transformation is directed by rules based on mathematical models of
relational algebra, various algorithms' cost estimates, and the query's semantics
and the involved relations. The query optimization engine is responsible for
selecting, timing, and applying these rules to enhance query e ciency Rupley
[2008]. The Database Catalog contributes signi cantly to this process by supply-
ing metadata such as tables, indexes, constraints, and statistics. This metadata
is crucial for the optimizer to determine how much di erent query processing
plans will cost and choose the one that will get the data the fastest.

4. Evaluation/Execution Engine: The nal phase in query processing is the evalua-
tion phase, where the best evaluation plan devised by the optimization engine is
executed. The execution engine retrieves the necessary data based on the chosen
query plan using sequential access or index-based retrieval methods. Multiple
methods can be used to execute a query, including simple sequential processing
or parallel processing of individual operations, either as independent processes
or interdependent pipelines. Regardless of the method, the query results should
remain consistent Rupley [2008].

The following gure showcases di erent phases of query processing:

Figure 2.27: Phases of Query Processing in DBMSThe gure illustrates the ow

of a SQL query through various processing stages within a DBMS. It starts with the
SQL Query input, initially handled by the Parser/Translator . This component scans
and translates the query into an internal representation, ensuring it adheres to syntax
and semantic rules. The query then moves to th®ptimizer, which transforms it
into a more e cient form based on relational algebra, cost estimates, and schema
information obtained from the Database Catalog The optimized query is then passed
to the Execution Engine, responsible for executing the query plan and retrieving the
data. The Data provides the data necessary for query execution. The connections
between theDatabase Catalogand the Optimizer, as well as between th®ata Block
and the Execution Engine, highlight how metadata and data are utilized during
guery processing to ensure e cient execution and timely results.
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ery Optimization

While CRUD operations facilitate basic data handling, e cient data retrieval becomes
crucial as the volume of data grows. This is where indexing becomes essential.
Indexing enhances the performance of database queries, enabling faster access to
the required data and improving overall database e ciency. An index in relational
databases, for instance, is a data structure designed to quickly nd tuples with a
speci ¢ attribute value, functioning similarly to a binary search tree (a tree structure

that allows fast search, insertion, and deletion by keeping data sorted) where each
key-value pair links an attribute's value to the locations of the corresponding tuples
Garcia-Molina et al. [2009].

In graph databases, specialized indexing mechanisms enhance data retrieval by linking
properties of nodes and edges to their locations. This allows for rapid access to
related data, facilitating e cient query performance and minimizing execution time.
By optimizing the traversal of relationships, these indexing strategies are essential for
managing the intricate connections inherent in graph data structures lan Robinson
and Eifrem [2015].

The types of indexes include the following:

Single-column index Created on one column only, a single-column index is a type of
B-tree index commonly used in relational databases to locate rows based on a single
attribute quickly Gaussdb [2021].

Multi-column (combined) index : This index includes multiple columns and is used
if the rst specied eld is included in the query condition. GaussDB supports
multi-column indexes with up to 16 elds and a maximum cumulative length of 3900
bytes Gaussdb [2021].

B+ tree index/Common index : A B+ Tree is a self-balancing tree data structure that
maintains sorted data and supports e cient CRUD (Create, Read, Update, Delete)
operations. It is a widely used index type in many relational databases, serving as
the default index structure in systems like MySQL and PostgreSQL Gaussdb [2021].

Hash-Based Indexing: Hash-based indexing uses hash tables to access nodes and
edges based on their properties quickly. This technique is bene cial for exact match
queries Sakr and Al-Naymat [2010].

Node Indexes Node indexes are created on node properties to speed up queries
based on speci c attributes. For instance, an index on a "name" property allows for
rapid retrieval of nodes with a particular name lan Robinson and Eifrem [2015].

Edge Indexes Edge indexes facilitate e cient traversal queries by indexing node
relationships. These indexes are vital for queries that involve traversing multiple
relationships Inc. [2024].

Composite Indexes: Composite indexes involve indexing multiple properties to
enhance performance for complex queries. For example, an index on both 'name”
and "age" properties allows for e cient querying based on both attributes Gupta

et al. [2013].

Unique index: A unique index not only ensures that all values in a column or a
combination of columns are unique but also improves the e ciency of data retrieval.
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While it enforces uniqueness similarly to a constraint, it functions as an index to
speed up query performance by maintaining a sorted structure of the unique values.
Unique indexes are automatically created on primary keys and can be applied to
other columns to enforce uniqueness Gaussdb [2021].

Function index: A Function Index is created based on the results of a function
applied to one or more columns rather than on the column values themselves. It
speeds up queries involving functions, such as UPPER(column-name), by indexing
the function's result. This index type helps optimize searches on computed values
and enhance performance for queries involving functions or calculations Gaussdb
[2021].

ery Performance Metrics

Having explored the critical phases of query processing, it is essential to understand
how we measure and optimize the e ciency of these processes. This brings us to
the critical metric of query execution cost. The execution time of a query largely
depends on the resources required, including disk accesses, CPU cycles, and RAM.
Disk access refers to retrieving data from storage devices (hard drives or SSDs), and
this is typically the most signi cant component of the total cost, especially for large
databases that cannot be entirely loaded into memory. CPU cycles represent the
processing time the CPU (Central Processing Unit) requires to execute a query. At
the same time, RAM (Random Access Memory) temporarily stores data that can be
accessed quickly during execution Elmasri and Navathe [2011]; Ramakrishnan and
Gehrke [2002].

Disk access, measured by the number of blocks transferred, dominates query cost
because it is much slower than accessing data in RAM. Modern CPU utilization is
minimal due to fast processing speeds, making CPU costs less signi cant than data
transfer time. Similarly, RAM utilization refers to the memory needed for intermediate
data, but its impact is generally more negligible unless large datasets or complex
queries require signi cant memory Elmasri and Navathe [2011]; Ramakrishnan and
Gehrke [2002].

2.4 Graph Learning

Graphs, the backbone of interconnected data networks in numerous elds, are
the canvas for graph learning. The increasing integration of arti cial intelligence
technologies has sparked interest in graph learning, or machine learning on graphs,
among researchers and practitioners. Graph learning has proven worth in various
tasks such as a node or graph classi cation and link prediction, giving us con dence
in its capabilities Xia et al. [2021].

Graph learning, with its powerful algorithms, nds applications in recommender
systems (e.g., by analyzing relationships between users, such as customers, and
items, such as products or movies, to improve recommendations), drug discovery
(e.g., modeling molecular structures to predict potential drug candidates), social
network analysis (e.g., identifying community structures), and fraud detection (e.g.,
uncovering suspicious patterns in transaction networks). By harnessing the intrinsic
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structure of graph data, graph learning does not just analyze; it uncovers deep
insights and patterns that traditional machine-learning approaches might overlook.
Drawing from deep learning, it encodes graph data into continuous vectors to extract
relevant features for tasks like node classi cation and link prediction, making it a

powerful technique for graph analysis Xia et al. [2021].

2.4.1 Graph Neural Networks

Graph Neural Networks (GNNs) have their roots in early neural network applications
for graphs. In 1997, Sperduti et al. Sperduti and Starita [1997] applied neural
networks to directed acyclic graphs, laying the groundwork for GNNs. Gori et al.
[2005] introduced the formal concept of GNNs Gori et al. [2005] in 2005 and fur-
ther developed by Scarselli et al. [2009] in 2009. They focus on recurrent GNNs
(RecGNNSs), which are based on the message-passing framework, a process in which
nodes iteratively aggregate and transform information from their neighbors and non-
recursive layers to nd an optimal representation for the use case reached Scarselli
et al. [2009]. Drawing inspiration from the achievements of Convolutional Neural
Networks (CNNs) in computer vision, researchers began exploring convolutional
approaches for graph data, leading to the development of Convolutional GNNs
(ConvGNNs). These ConvGNNs are further categorized into spectral-based and
spatial-based methods. Spectral-based ConvGNNSs, introduced by Bruna et al. [2013]
in 2013, leverage spectral graph theory, which operates on the eigenvalues of graph
Laplacians to de ne convolutions. On the other hand, spatial-based ConvGNNSs,
dating back to Micheli et al. [2001] work in 2009, focus on the message passing
framework Hamilton [2020]; Scarselli et al. [2009]. As the eld has evolved, new
variants of GNNs, such as graph autoencoders (GAEs) and spatial-temporal GNNs
(STGNNSs), have emerged, broadening their applicability across various domains,
including graph reconstruction, generative modeling, anomaly detection, and tra c
forecasting Yu et al. [2017]. This diverse evolution sets the stage for exploring how
GNNs e ectively utilize deep neural networks for modeling complex graph-based
information Wei et al. [2022].

GNNs e ectively capture the underlying structure of graph data through node, edge,
and graph embeddings. Node embeddings represent the features of individual nodes
in a graph, capturing both semantic and structural information. These embeddings
are essential for tasks such as node classi cation in social or academic networks
Gui et al. [2019]; Wei et al. [2022]. Edge embeddings focus on the relationships
between nodes, playing a pivotal role in tasks centered around link prediction or
understanding node interactions Jiang et al. [2023]; Wei et al. [2022]. Finally, graph
embeddings encapsulate the overall structure of an entire graph, enabling tasks like
graph classi cation by generating latent vector representations of the graph as a
whole. These embeddings lay the groundwork for GNN's message-passing framework,
where nodes iteratively aggregate information from their neighbors to update their
states Wei et al. [2022]; Ying et al. [2018].

Message Passing

The core principle of Graph Neural Networks (GNNSs) is the message-passing process,
wherein each node progressively collects information from its neighbors to update its
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state. This allows the model to acquire complex representations and patterns from
the graph structureWu et al. [2019]. In the message-passing framework, node features
are rst transformed using a learnable weight matrix and a nonlinear activation
function (e.g., sigmoid). These transformed features are then aggregated to obtain
new node embeddings. This transformation and aggregation process is repeated
multiple times, corresponding to the number of layers in the network Walke et al.
[2023].

During each message-passing iteration, each node updates a hidden embedluﬁlﬂg
according to the information aggregated from u's graph neighborhood N(u) (see
gure 2.28) Hamilton [2020]. The message-passing update can be represented as
follows:

h(D = UPDATE ® AGGREGATE® h{jgv2 N(u) ;h{;m{),

Where UPDATE and AGGREGATE are di erentiable functions (neural networks),
and my () represents the message aggregated from nade neighborhoodN (u). At
each iterationk of the GNN, the AGGREGATE function combines the embeddings

of nodes inN (u) to produce the messageny), . This message is then combined with

nodeu's previous embeddinghﬁk 2 by the UPDATE function, generating an updated
embeddinghﬁk). Initially, embeddings are set to input featuresh = Xy. After K
iterations, the nal node embeddings are given by, = h{). Since AGGREGATE
processes sets, GNNs maintain permutation equivariance by design Fan et al. [2024];
Hamilton [2020].

Figure 2.28: GNN Computation Graph: Visualization of GNN computation for

a target node (A) aggregating messages from its local neighborhood. In this two-
layer message-passing model, node A receives information from its direct neighbors
(B, C, and D). Each neighbor also aggregates messages from their neighborhoods,
propagating the information across multiple layers. The process e ectively forms a
tree structure, where the neighborhood around the target node is unfolded layer by
layer, demonstrating the hierarchical message aggregation in a GNN.
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2.5 Databases in Machine Learning

Machine learning (ML) has become more and more data-intensive in recent years. As
a result, training and enhancing ML models requires e cient data storage, retrieval,
and processing. Traditional databases are essential in facilitating machine learning
pipelines by managing data preparation, feature extraction, and storage of results
Abadi et al. [2016]. Additionally, to e ectively manage the ever-expanding datasets
utilized in the training of machine learning models, advanced database architectures
are frequently employed Stonebraker et al. [2013]. The shift from traditional databases
to contemporary methods, such as column-oriented databases, facilitates swifter and
more e cient data retrieval, signi cantly enhancing the performance of machine
learning systems Hellerstein and Stonebraker [2017].

Moreover, graph databases have gained signi cance in machine learning, particularly
for problems related to structured and unstructured data interactions Zhao et al.
[2020]. Graph Neural Networks (GNNSs), which function on graph-structured data,
get substantial advantages from graph databases' e cient storing and querying
capabilities Wu et al. [2020]. Graph Neural Networks (GNNs) are extensively utilized
in elds like social networks, molecular chemistry, and natural language processing
Ji et al. [2021].

Database management systems (DBMS) facilitate machine learning by managing
CRUD operations and enabling parallel processing of extensive data, which is crucial
for distributed training in machine learning Padhy et al. [2011]. DBMS technologies,
such as distributed databases and NoSQL systems, o er extensive data storage
capabilities for machine learning models Sakr and Gaber [2011]. Modern machine
learning pipelines frequently contain feature engineering operations, with databases
as the backbone for handling and organizing data for model training Pasquier et al.
[2019].

As machine learning algorithms progress, especially in domains including deep
learning and graph neural networks, databases adapt to support the complex data
structures and extensive queries necessitated by these models Zhou et al. [2020].
The amalgamation of machine learning and database systems constitutes a dynamic
research domain that is perpetually advancing Suresh et al. [2019].






3. Related Work

In this chapter, we review the key studies that have compared the performance
of various database systems in managing large-scale graph data. By focusing on
prior work that evaluates and benchmarks relational, non-relational, and graph

databases, we aim to highlight the strengths, limitations, and trade-o s identi ed
in the literature. This exploration provides critical context for understanding the

challenges and opportunities in optimizing database performance for large graph
datasets. Furthermore, by examining existing comparisons of database systems, this
chapter underscores how our research extends and builds upon previous e orts, par-

ticularly by lling gaps in the evaluation of CRUD operations and read performance,
which is crucial for graph-based applications like GNNs.

Research Paper | Description Dataset Domain Findings
Comparative Compares the| Data generated | Social media web| MongoDB is the
analysis of re-| performance from a simple so-| application fastest for read-
lational and | of PostgreSQL,| cial media web ing data, Post-
non-relational MongoDB, and | application. greSQL excels in
databases in| Cassandra. writing, and Cas-
the context of sandra is more
performance in dicult to im-
web applications plement but still
Fraczek and works e ectively.
Plechawska-

Wojcik [2017]

Performance Evaluate Neo4j | Real-world data | General Neo4j outper-
Comparison of | and MySQL per- | from Career Vil- | database perfor-| forms MySQL
Graph Database | formance on var-| lage. mance analysis | in pattern
and Rela- | ious query types. matching and
tional Database recursion, while
Ribeiro et al. MySQL provides
[2015] better data

consistency and
transactional
support.

Table 3.1: Research Paper Summary
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3.1 Database comparison

3.1.1 Comparative Analysis of Database Performance

The research undertaken by Fraczek and Plechawska-Wojcik [2017] presents a com-
parative analysis of relational and non-relational databases such as PostgreSQL,
MongoDB, and Cassandra using a social media web application. The study aims
to analyze the performance of these databases, particularly in the context of read-
and-write operations, in a controlled environment. Performance measurements were
recorded directly from the database, focusing on read and write speeds for each
con guration. PostgreSQL was selected for its robust transaction capabilities and
data integrity, MongoDB for its exible document-oriented schema and speedy data
retrieval, and Cassandra for its ability to scale e ectively in distributed environments.

The results indicate that PostgreSQL outperformed MongoDB and Cassandra re-
garding write operations (see gure 3.1). At the same time, MongoDB was faster
than both PostgreSQL and Cassandra when reading data (table 3.2). However,
PostgreSQL's performance notably declined with larger datasets, while MongoDB
maintained consistent read times until the largest dataset. In contrast, Cassandra
exhibited a substantial drop in performance for datasets exceeding 15,000 users
Fraczek and Plechawska-Wojcik [2017].

Table 3.2: Average execution time [ms] for various operations across databases and
user counts

PostgreSQL MongoDB Cassandra
Number of users 1 5 |10 | 15 1 5 11015 1 5 | 10| 15
Log in 30 (49| 36| 24 | 4 3 4 2 | 29| 27| 26| 31
Read one page of posts | 36 | 66 | 47 | 24 3 2 3 2 1 24| 23| 23| 30
Read one page of timeline 43 | 99 | 828| 1236| 6 5 6 5 24| 24| 25| 37
Send new post 122| 214|196 | 264 | 535| 552 | 537 | 570 | 421 | 414 | 424 | 520

While the study provides valuable insights into how relational and non-relational
databases perform under varying data loads, it is limited in scope regarding complex
data relationships and large-scale datasets like PPl networks. The authors focused
on simple read-and-write operations within a social media context, which does not
account for the intricacies of handling large, interconnected datasets typical in graph-
based data structures. In contrast, our research is designed to explore the e ciencies
of database systems optimized explicitly for large graph-based datasets like Neo4j.
This focus allows for a more detailed evaluation of batch-wise querying performance,
an approach crucial for large graph datasets where the entire data cannot be loaded
into memory at once.

Additionally, the related study did not address the impact of query complexity

or the speci c challenges of maintaining data consistency when handling highly
interconnected data. Our work contributes to this gap by investigating how relational
databases (such as MySQL and PostgreSQL) and graph databases (such as Neo4j)
perform optimally read operations, especially in batch-wise querying of subgraphs.
This analysis is particularly relevant for machine learning model training, where

e cient, segmented data processing is essential for managing large-scale datasets.
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Figure 3.1: Data Insertion Results: This gure (Fraczek and Plechawska-Wojcik
[2017]) presents the ndings of a benchmark test that involved inserting 1000 records
into a table or collection dedicated to storing posts. The performance metrics
highlight the execution time taken by PostgreSQL, MongoDB, and Cassandra during
the data insertion process. Notably, MongoDB exhibited the slowest performance
among the three databases, primarily due to the use of a journaled write concern.
This write concern ensures data integrity by con rming a successful write only after
the data has been saved to the physical disk, signi cantly impacting insertion speed.
In contrast, PostgreSQL and Cassandra demonstrated more e cient data insertion
times, suggesting that their write mechanisms may be optimized for faster data
operations.

While Fraczek and Plechawska-Wojcik [2017] highlight future directions for NoSQL
databases in Big Data applications, our study provides a focused comparison on the
practical limitations and e ciency di erences between relational and graph databases
when handling complex network data. This is critical given the challenges associated
with large-scale graph data in-memory processing and the necessity for e cient
database solutions tailored to these speci c needs.

In summary, our research builds upon these ndings by addressing the limitations of
prior work and investigating the distinct requirements of large-scale graph databases
compared to both relational and non-relational systems. The insights gained enhance
our understanding of how database choice a ects the performance of read operations
on large and complex datasets, underscoring the unique advantages and trade-o s
associated with each type of database technology.

3.1.2 Comparative Analysis of Graph and Relational Databases:
Performance Insights from Career Village Data

Ribeiro et al. [2015] conducted a comprehensive study which provides an in-depth
overview of the development of data modeling and analytics within the framework of
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Operational databases, Decision Support databases, highlighting how these di erent
approaches cater to the growing volume and complexity of modern datasets. The
paper indicates that when used alone, more than traditional Database Management
Systems (DBMSs) and Data Warehouses are needed for managing the scale and
diversity of data types encountered today. Big Data technologies are therefore
necessary to enable the e ective storage, processing, and visualization of data in
structured, semi-structured, and unstructured forms, providing users with actionable
insights by revealing patterns and correlations within large datasets.

The study explores three primary data modeling approaches such as the Relational
Model, typically used in Operational databases; the Entity-Relationship (ER) Model,

a foundation for decision support systems; and the evolving models in Big Data
technologies. As part of the DataStorm project, a case study on an Academic
Management System (AMS) demonstrates these modeling techniques, underscoring
the importance of schema design and index creation for enhancing performance in
various contexts. While the research includes an analysis of data models for online
transaction processing (OLTP) and online analytical processing (OLAP), the authors
emphasize the limitations of these models when addressing Big Data scenarios, where
ACID properties are often relaxed to improve availability and scalability Ribeiro

et al. [2015].

The paper also presents performance results that compare Neo4j, a graph database,
with MySQL, a relational database, across various query types. For instance, in
selection queries (Q1), Neo4j exhibited a response time of 2 ms, whereas MySQL
took 31 ms. Similarly, in pattern matching queries (Q10), Neo4j's response time was
5 ms compared to MySQL's 360 ms. These results indicate that Neo4j signi cantly
outperforms MySQL in handling complex queries, suggesting that graph databases
may be more suitable for scenarios involving intricate data relationships Ribeiro et al.
[2015].

This paper provides a broader view of data modeling across multiple data management
systems compared to our research focus. However, it does not delve into the challenges
of optimizing read operations on large-scale graph datasets. The complexities of
managing highly interconnected datasets, such as those found in protein-protein
interaction (PPI) networks, necessitate a di erent approach, as traditional OLAP

or OLTP systems struggle to handle large graph data structures e ciently. While
the paper touches on the capabilities of graph databases, such as Neo4j, it needs to
speci cally address the performance implications of batch-wise querying, which is
crucial when large datasets cannot be loaded into memory all at once Ribeiro et al.
[2015].

Further, the study discusses the advantages of NoSQL databases for managing high-
volume and high-velocity data by supporting eventual consistency and horizontal
scalability. NoSQL systems are classi ed into four categories: Key-Value stores,
Document-oriented databases, Wide-column stores, and Graph databases. While
Key-Value and Document-oriented databases excel at rapid data retrieval and are
commonly used in scenarios requiring denormalized data models, they are less suited
to applications requiring the traversal of deeply interconnected data, a critical feature

in graph-based datasets. Our study focuses on this exact gap by comparing relational
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databases (e.g., MySQL, PostgreSQL) and a graph database (e.g., Neo4)) in the
context of evaluating read operations for subgraph querying Ribeiro et al. [2015].

While Ribeiro et al. [2015] identify Big Data Analytics techniques like batch-oriented
processing (e.g., MapReduce), stream processing, and OLTP for handling large data
sets, they do not speci cally address batch-wise querying in graph data as a method
to mitigate memory constraints. Our research extends this by speci cally evaluating
the performance of relational versus graph databases in processing large-scale graph
data through segmented querying, which is essential for real-time applications such
as machine learning model training.

This paper e ectively outlines the foundational di erences in data modeling ap-
proaches across relational, decision support, and Big Data technologies. However, a
focused examination of the performance trade-o s when handling graph-structured
data is needed, particularly in large-scale scenarios requiring e cient read opera-
tions. By comparing MySQL, PostgreSQL, and Neo4j, our research highlights the
speci c limitations of traditional databases in graph-based data management. It
demonstrates how graph databases may o er more scalable solutions for applications
requiring frequent, segmented data access.






4. Methodology

This chapter outlines the comprehensive research framework employed in this thesis.
The aim is to explain the systematic approach undertaken to investigate the perfor-
mance of relational and graph databases for managing graph datasets in the context
of machine learning tasks. The chapter begins by presenting the rationale behind the
research approach (section 4.1), followed by the selection of databases (section 4.3)
and the experimental design (section 4.6). It then introduces the selected datasets
(section 4.2), which include synthetic and real-world data, to ensure a comprehensive
evaluation. The selected DBMSs (MySQL, PostgreSQL, and Neo4j) are described
along with their implementation strategies. Subsequently, the experimental setup,
including hardware and software requirements, is outlined, providing details on the
system con guration and performance testing procedures. Finally, the chapter dis-
cusses the performance evaluation criteria (section 4.4), focusing on metrics used to
assess CRUD operations across di erent database systems under various conditions.

4.1 Research Approach

This research aims to systematically evaluate the performance of relational and
graph databases in managing graph datasets within the context of machine learning
tasks, particularly focusing on Graph Neural Networks (GNNSs). Initially, e orts
were directed towards loading entire datasets into the GNN framework to facilitate
comprehensive training. This approach was feasible for smaller datasets, such as
those containing up to 10,000 nodes, which were successfully stored and queried.
However, as dataset sizes increased, particularly with larger-scale datasets like the
PPI networks, memory errors were encountered, preventing successful loading into
memory. This limitation highlighted the necessity of adopting a batch-wise querying
approach, where subgraphs are processed in segments rather than attempting to load
entire datasets at once. Table 4.1 and Figure 4.1 illustrate the memory used to load
teh entire graph across datasets.
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Table 4.1: Memory Usage: Space required to store complete graph (node features,
edge index, and labels) in GNN on the local machind: Number of Nodes E:Number
of Edges

Dataset Type Dataset Memory Usage (GB)
Small Synthetic 1000N 5E 0.49

Small Synthetic 1000N 10E | 0.59

Small Synthetic 1000N 20E | 0.89

Medium Synthetic | 10000N 5E | 1.84

Medium Synthetic | 10000N 10E | 2.38

Medium Synthetic | 10000N 20E | 3.66

Large Synthetic 100000N 5E | Memory full error*
Large Synthetic 100000N 10E| Memory full error*
Large Synthetic 100000N 20E| Memory full error*
Large Synthetic 1000000N 5E| Memory full error*
Real-World Dataset| PPI Memory full error

An asterisk (*) in Table 4.1 indicates that the all large datasets were successfully loaded into the
GNN without encountering any memory-related errors when executed on the server due to su cient
disk space, indicating that additional storage capacity may be necessary . Detailed results can be
found in the appendix 6.2.

Figure 4.1: Memory Usage for Loading Entire Graph Datasets: This gure illustrates

the memory consumption required to load various graph datasets into memory,
ranging from small (1,000 nodes) to large (100,000 nodes) graphs with varying edge
counts (5, 10, and 20 edges per node). As dataset sizes increase, memory usage
grows signi cantly, with memory full errors occurring for datasets with 100,000 nodes

or more, demonstrating the limitations of loading large-scale graphs entirely into
memory.
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By establishing this methodology, the chapter lays the groundwork for a detailed
relational and graph database comparison. These databases are evaluated based on
two primary performance metrics: query execution time and space utilization. This
analysis will ultimately inform the selection of database solutions that best support
machine learning models, particularly GNNs, in managing large graph datasets. This
thesis investigates the performance of relational databases (MySQL and PostgreSQL)
and graph databases (Neo4j) for managing large graph datasets, focusing on the
CRUD (Chapter?2) operations. Particular attention is focused on the "read" operation,
speci cally on querying subgraphs from graph datasets with a depth up to three
since most GNNs have a depth lower or equal to three. This process is essential for
e ciently accessing relevant data during GNN training without loading the entire
graph into memory.

By examining the performance of these databases in handling subgraph queries
alongside other CRUD operations, this research seeks to determine which database
architecture o ers superior time e ciency and space utilization in the context of
machine learning tasks. The research methodology for this study involves a step-
by-step approach, starting with the selection of diverse datasets, including both
synthetic (Figure 4.3, 4.2.1) and real-world graphs (Figure 4.4, 4.2.2), to ensure a
comprehensive evaluation (section 4.4). These datasets are then passed to the selected
database systems (Figure 4.5, section 4.3), which include MySQL and PostgreSQL
as relational databases and Neo4j as the graph database.

Each database system is assessed on its ability to execute CRUD operations, with
performance evaluated based on key metrics such as query execution time and
space utilization, which are essential factors in managing large-scale data in GNN
training environments. By conducting detailed experiments across relational and
graph databases, this study provides a comparative analysis of their suitability for
machine learning pipelines that handle large graph data. The broader objective
of this research is to inform how database systems can be leveraged to support
the e cient training of machine learning models like GNNs. This is achieved by
determining the most e ective database solutions for storing and querying large
graph datasets.

In addition to comparing MySQL, PostgreSQL, and Neo4j, the study explores
how indexing techniques can further optimize database performance, providing
practical guidelines for when and how to use relational versus graph databases
in machine learning applications. In summary, this thesis addresses the goal of
optimizing database operations for GNN training and the broader challenge of
e ciently managing large graph datasets in machine-learning environments. The
ndings aim to contribute to scalable, high-performance database solutions that
facilitate the e ective use of GNNs and other machine-learning models dependent
on graph-structured data. Figure 4.2 illustrates the methodological framework
implemented in this research:
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Figure 4.2: Methodology for the research: This research methodology outlines
the comprehensive process of selecting diverse datasets, including synthetic and
real-world data. It involves integrating relational and graph databases, highlighting
the speci c approaches utilized to perform CRUD operations. The methodology
further elaborates on the evaluation criteria used to assess the performance of these
databases, focusing on key metrics such as time e ciency and space utilization. It also
shows relational and graph databases selected for the research, di erent approaches
used to perform CRUD operations on these databases, and evaluation of databases
on time and space metrics.

4.2 Dataset selection

This study utilizes two distinct types of datasets: synthetic datasets of varying
sizes and complexity (small, medium and large) and a real-world protein-protein
interaction (PPI) dataset (Table 4.2). These datasets are used to evaluate database
performance, speci cally focusing on the scalability of relational and graph databases
when handling large graph data.

Table 4.2: Dataset Overview

Datasets Numbe(rN(;f Neglzs Feature Dimension | Label Dimension Numbe(rE<;f SUEES
Small Dataset 1,000 100 1 5,000
Small Dataset 1,000 100 1 10,000
Small Dataset 1,000 100 1 20,000

Medium Dataset 10,000 100 1 50,000

Medium Dataset 10,000 100 1 100,000

Medium Dataset 10,000 100 1 200,000
Large Dataset 100,000 100 1 500,000
Large Dataset 100,000 100 1 1,000,000
Large Dataset 100,000 100 1 2,000,000
Large Dataset 1,000,000 100 1 5,000,000
PPI Dataset 44,906 50 121 1,226,368
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4.2.1 Synthetic Dataset

Several synthetic datasets were created using a custom Python script (Appendix 1)
to simulate graph structures of di erent scales. These datasets consist of varying
numbers of nodes (1,000, 10,000, 100,000, and 1,000,000) and prede ned edges
per node (5, 10, or 20). Each node has 100 numerical features (feature vectors)
representing node properties or attributes, with values ranging between zero and
one, generated using the PyTorch library version 1.13.1 (table 4.6). The edge index
is created in COO (Coordinate) format, where each edge is represented by a tuple
containing the source and target node indices, forming a 2 x #edges matrix. These
edges were created so that each node has 5, 10, or 20 incoming edges from neighboring
nodes. These synthetic datasets aim to investigate the performance of the databases
on graphs of di erent scales (subsection 4.2.2) while allowing complete control over
their characteristics.

These synthetic datasets serve as a means to assess the scalability of the databases
(section 4.3) across di erent dimensions. By experimenting with synthetic datasets,
we create a controlled environment where we have comprehensive knowledge of dataset
characteristics, including size, structure, and connectivity. To explore scalability
in-depth, we focused on two primary dimensions: the number of nodes and edges. We
evaluate how each database manages more signi cant amounts of data by varying the
number of nodes. Similarly, adjusting the number of edges enables us to evaluate the
databases' adaptability to heightened connectivity and graph complexity. This dual
approach facilitates an in-depth exploration of the databases' performance across
sparsely and densely connected scenarios, providing a thorough understanding of
their behavior under di erent scaling conditions.

In each generated dataset, every node has a prede ned and xed number of incoming
edges (in-degrees). This means that every node receives the same number of incoming
connections from other nodes in the graph. On the other hand, the number of outgoing
edges (out-degree) of each node varies randomly. This variability arises from the
random assignment of edges during dataset generation, resulting in some nodes
having more outgoing connections than others. Thus, while the in-degree is uniform
across all nodes, the out-degree distribution re ects the natural variability observed

in real-world networks. Figure 4.3 illustrates the distribution of in-degree and out-
degree edges across the nodes for the dataset with 1000 nodes and 20 edges per node.
The degree distributions for the other synthetic datasets are consistent with the one
shown for the dataset containing 1,000 nodes and 20 edges (Figure 4.3).
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Figure 4.3: In/Out-Degree Distribution: This gure presents three views of the
degree distribution within a synthetic dataset containing 1,000 nodes, each connected
by 20 incoming edges. (a) This plot shows the in-degree distribution across node IDs,
con rming that each node has precisely 20 incoming edges. (b) This plot represents
the out-degree distribution across nodes, where each node exhibits a variable number
of outgoing connections. While most nodes have an out-degree between 15 and 20,
this variability provides insight into the diverse connectivity levels among nodes. (c)
This histogram captures the overall frequency distribution of nodes based on their
out-degree, highlighting connectivity trends. Most nodes in this synthetic dataset
have out-degrees concentrated between 15 and 20, forming a prominent peak in this
range on the left side of the plot. This peak indicates a signi cant portion of nodes
with moderate connectivity, while fewer nodes exhibit either very high or very low
out-degree.

4.2.2 Protein-Protein Interaction Dataset (PPI)

In addition to synthetic data, the study evaluates database performance on a real-
world biological dataset, the PPI network. The PPI dataset provides structural data
on protein-protein interactions and related ligand binding sites. This dataset consists
of one type of node (proteins) and one type of edge (interactions), making it suitable
for assessing database performance in a biological context. Each protein (node) is
characterized by 50 features, including positional gene sets and motif gene sets, while
the graph edges capture the interactions between proteins. These interactions can
take various forms, such as activations, where one protein stimulates the activity
of another; inhibitions, where one protein suppresses the function of another; and
aggregations, where multiple proteins come together to form complexes. The labels
for nodes are derived from 121 gene ontology sets (classi cations that describe the
functions and biological processes of genes) Moine-Franel et al. [2024].

Since the PPI dataset is an undirected graph, each edge is bidirectional, meaning
that the in-degree and out-degree for every node are identical. Figure 4.4 shows
the degree distribution for the PPI dataset, illustrating that while some nodes have
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many connections, the majority have far fewer edges. Most nodes have below 20
outgoing edges (4.4).

Figure 4.4: In/Out-Degree Distribution:  (a) This plot illustrates the number of
incoming edges for each node, revealing the connectivity patterns within the PPI
network. (b) This plot displays the out-degree distribution, where a signi cant
number of nodes exhibit a high level of connectivity. This indicates that many
nodes in the PPI dataset are linked to numerous other nodes, re ecting the complex
interactions present in biological systems. (c) This plot summarizes this distribution
with a histogram, showing that while most nodes have only 1 to 20 outgoing edges
(illustrated by the peak on the leftmost side), a larger number of nodes possess more
connections. This highlights the diversity in node connectivity, a characteristic of
protein-protein interaction networks.

4.3 Database selection

To provide a comprehensive basis for comparative analysis, we evaluated the per-
formance across two relational databases (MySQL and PostgreSQL) and one graph
database (Neo4j). We store the data in the relational database as two tables. The
rst table stores the node feature matrix, i.e., a node identi er index, the features of
each node, and the node labels. The second table stores the edges of the respective
graph as a source node identi er in the rst column and the target node identi er in

the second column (Figure 4.5 (b)). In Neo4j, we represented the graph as a labeled
property graph, in which each node contains its features and labels as properties and
edges represent the connections between the nodes (Fig, 4.5 (a)).
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Figure 4.5: Database schema in Neo4j and MySQL/PostgreSQL for the evaluation:

(@) In Neo4j, the information was stored as a labeled property graph which contains
nodes (blue circles) with features (blue rectangles) and labels (red rectangles) that
are connected by directed edges (black arrows). (b) We store information in two
separate tables in relational databases (i.e., MySQL and PostgreSQL). The rst table
contains all node features, labels, and a speci ¢ node identi er representing the index.
The second table contains all edges represented as a source and target node index
tuple.

4.4 Evaluation of CRUD Operations

Tracking time and space consumption

The performance of all CRUD operations was evaluated for each dataset across
all databases, emphasizing accurately measuring both time and space consumption
during these operations. The synthetic datasets, as well as the PPI dataset, were
provided in CSV (Comma Separated Value) format and were imported using Python
(version 3.9.7) with Pandas (version 1.3.4) (Table 4.6). These CSV les were used
for the initial data upload and served as the basis for performing CRUD operations
in each database.

Connectors (MySQL connector, psycopg2, and the Neo4j driver) were employed to
upload the datasets into the databases and execute all subsequent CRUD operations.
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For Neo4j, the APOC library (versions 5.12.0 and 5.23.0) (Table 4.6) was utilized for
bulk data uploads, while in the relational databases, all rows from each dataset were
inserted in batches to minimize communication overhead.

For MySQL, time consumption was measured using 'SQL Pro ler," while space
usage was tracked with a custom function that queries the table sizes in megabytes.
PostgreSQL utilized the 'EXPLAIN ANALYZE' method to measure query execution
times and a similar function that calculates table sizes directly from PostgreSQL
metadata to determine space consumption. In Neo4j, query execution time was
measured using the 'consume()' method, while space consumption was estimated
based on the node and relationship counts, with each element's storage calculated in
megabytes. In addition, the APOC library (versions 5.12.0 and 5.23.0) (Table 4.6)
was employed in Neo4j for large-scale updates and deletions, such as edge weight
modi cations and removing nodes and relationships.

The read operations are mainly focused in a separate section 4.5 due to their critical
role in mini-batch training for GNNs.

The update operation was divided into node feature updates and edge updates. The
node feature update involved modifying the features of all nodes with random values
between 0 and 1 without adding new nodes or edges. For edge updates, weights
ranging between 0 and 1 were added to 5% of the total edges in each dataset, while
nodes and their features remained unchanged. Node labels were excluded, as they are
a more straightforward case of node feature updates. All database content, including
the node feature matrix, node labels, and edges, were entirely removed for the delete
operation.

All CRUD operations were conducted for ten iterations to limit the impact of external
factors, including system load, network latency, uctuations in disk I/O, caching
e ects, database locking or concurrency, and garbage collection activities.

These factors could a ect the reliability of performance measurements, as variations
can arise from external in uences that impact performance consistency Hennessy and
Patterson [2012]. The mean and standard deviation for all iterations were computed
using NumPy 1.24.1 (table 4.6), and plots were generated in Microsoft Excel 2408
(Table 4.6). The Appendix (6.2) provides a complete list of queries.

4.5 Read Operation: erying subgraphs of di erent
neighborhood order

The read operation was the primary focus of this research, as it is the most frequently
executed task during mini-batch training, speci cally in querying subgraphs. For
GNNs with a neighborhood order oh (neighborhood order up to the neighborhood
order of three), it is essential to retrieve all neighboring nodes within a distance of

or less, known as then-th order neighborhood (Figure 4.6). This process addresses
the small world problem, where nodes are typically only a few connections away from
each other, facilitating e cient querying even in large graphs. Over-smoothing can
occur at higher depths (neighborhood orders), necessitating the querying of nearly
the entire graph, as deeper layers lead to nodes' feature representations becoming
increasingly similar and losing their distinctiveness Chen et al. [2019].
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Figure 4.6: Neighborhoods of di erent orders: The green node represents the node
of interest for the current iteration of GNN training. The depth n of the GNN
(typically neighborhood order up to three) determines the range of neighboring nodes
to query, i.e., all nodes within the shortest distance afi or less (then-th order of
neighborhood). For instance, when training a GNN with neighborhood order two,
both the direct neighbors and the neighbors of those neighbors (illustrated by the red
circle) are queried for each node. It is important to note that, unlike GNNs, other
deep learning models, such as multi-layer perceptrons, do not rely on neighboring
nodes; thus, only the 0-th order neighborhood (green dashed circle) is queried. This
0-th-order neighborhood was also included in our evaluations.

To cover all relevant cases for mini-batch training, subgraph queries were evaluated for
neighborhoods ranging from the zeroth (no neighborhood) to the third order for each
node. Including the zeroth order is signi cant as it allows for considering traditional
machine learning algorithms, such as logistic regression or multi-layer perceptrons,
which do not leverage neighborhood information. The retrieved subgraphs were then
transformed into a format suitable for GNN training, consisting of a feature matrix
(#nodes x #features) and an edge index in COO format (20 #edges) for each
subgraph.

In preparing these subgraphs, edge index remapping becomes necessary to maintain
coherent node relationships. This is illustrated in the edge index remapping gure
4.7. For instance, when sampling a rst-degree neighborhood, it is vital to update
node indices and remap edges to re ect the sampled graph's structure accurately.
This ensures that relationships among nodes are preserved, allowing the GNN to
perform e cient computations. Accurate remapping is critical; without it, the GNN
could reference outdated relationships, leading to erroneous learning outcomes Zhou
et al. [2020].
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Figure 4.7: Edge Index Remapping: This gure illustrates the edge index remapping

for a rst-degree neighborhood of Node 0 in a complete graplA) Complete Graph:

The complete graph consists of four nodes (0, 1, 2, 3) with respective features. Node
0 directly connects to Nodes 2 and 3, representing its rst-degree neighbors. In
contrast, Nodes 1 and 3 are indirectly connected, forming a second-degree relationship
with Node 0. (B) Sampled Graph for First-Degree Neighborhood: This sampled
graph showcases the rst-degree neighborhood of Node 0. The node indices are
updated to re ect their positions in the subgraph, and the edges are remapped
to maintain accurate relationships. (C) Updated Index and Remapped Edges:
The remapped edges show the new connections (0, 2) and (0, 1), ensuring that
GNN computations remain e cient. Edge index remapping is crucial for maintaining
coherent relationships and avoiding referencing outdated connections, which enhances
the learning process in GNNSs.

All experiments were repeated for ten iterations to minimize external disturbances.
Mean and standard deviation for all iterations were computed using NumPYy (table

4.6) and plots created with Microsoft Excel (Table 4.6). The Appendix (6.2) provides

a complete list of queries.

Assessing Index Impact on ery Performance:

The initial experiments on datasets for CRUD operations across MySQL, PostgreSQL,
and Neo4j were conducted without using indexes, resulting in longer execution times
for writing data to the databases. MySQL and PostgreSQL managed to load small
(1,000 nodes with 5, 10, and 20 edges) and medium (10,000 nodes with 5, 10, and
20 edges) datasets with extended execution times. Neo4j could load small datasets,
albeit with exponentially higher execution times than create operations performed
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with indexing. It took Neo4j around seven days to load a medium dataset with 10,000
nodes and 5 edges, which underscored the need for optimization through indexing.
The results of the create operation without indexes can be found in the 6.2.

Indexes were implemented to optimize database performance for CRUD operations.
In the relational databases (MySQL, PostgreSQL), indexes were created to optimize
performance in various CRUD operations. During thereate operation, single-column
B-tree indexes (see chapter 2) was implemented for the 'source’ and 'target’ columns,
as well as composite B-tree indexes (see chapter 2) for combinations of 'source’
and 'target' to facilitate e cient querying and improve performance during edge
lookups. Additionally, an index was created on the 'nod&d' column in the labels
table to enhance performance during join operations, with 'nodel’ serving as a
row identi er from the CSV le. In the read operation, temporary tables were
utilized for subgraph extraction, with an index applied to the 'nodeid’ column in the
temporary nodes table and a composite index on the 'source' and 'target' columns in
the temporary edges table. These composite indexes signi cantly improved the speed
of data retrieval during the traversal of subgraphs, allowing for e cient extraction
and remapping of edge indices. This remapping dynamically reorganized node indices,
making multi-hop neighborhood lookups faster and more e cient by leveraging the
indexed 'source’ and 'target' columns to retrieve connected nodes across multiple
neighborhoods of di erent orders rapidly.

Moreover, indexing in these relational databases also improved Update and Delete
operations by reducing the time needed to locate records, thus minimizing the
overhead associated with these operations. Overall, using indexes in MySQL and
PostgreSQL signi cantly enhanced the databases' capabilities to handle large-scale
graph data e ciently, particularly in complex operations requiring subgraph traversals
and queries across multiple neighborhoods of di erent orders.

Similarly, in the Neo4j database, indexes were created to optimize performance
during various CRUD operations. During thecreate operation, a single-column B-
tree index was created on the 'IDX' property of the node label to enhance performance
during node lookups, facilitating e cient data retrieval when loading node data
from CSV les. This index signi cantly reduced the time required to locate nodes
by their identi ers, mainly when updating their properties with label data. As
Neo4j is a native graph database with index-free adjacency, locating connected nodes
is inherently e cient and typically does not require supplementary indexing. In
the read operation, the temporary index on the ‘tempid' property was utilized to
streamline querying connected nodes and edges. This index was especially bene cial
for performing neighborhood lookups, allowing for quick retrieval of connected nodes
and their properties. Additionally, using remapped indices during the traversal of
relationships improved the performance of queries that fetched neighboring nodes
across multiple neighborhoods of di erent orders.

The update operations also bene ted from the index on the 'IDX' property, which
enabled faster access to nodes for updating their features. This was crucial when
assigning random values to many features across multiple nodes, reducing the ex-
ecution time. In the delete operation, while no speci c indexes were created, the
presence of indexes facilitated faster identi cation of nodes to be deleted, minimizing
the execution time associated with this operation. By e ciently locating nodes, the
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database could quickly remove them along with their relationships. Overall, the
strategic use of indexes in Neo4j signi cantly enhanced the database's ability to
manage large-scale graph data e ciently, particularly in complex operations requiring
traversals and queries involving neighborhoods of di erent orders.

The time taken for index creation for each dataset in all three databases was recorded
using Python's 'time' module.

All scripts for the code can be found on the GitHub repository here:(give repo link
here)

4.6 Hardware, Server, and So ware Requirements
Hardware Requirements

All experiments on the graph datasets were conducted in two environments based
on the dataset size, with small and medium datasets handled on a local machine
(Table 4.3) and large datasets, along with one medium dataset (10,000 nodes and
20 edges) speci cally for Neo4j, run on a server (Table 4.4). Table 4.5 summarizes
the experiments, showing the datasets used and the corresponding environments for
each database (MySQL, PostgreSQL, and Neo4)).

All experiments on the graph datasets were performed on a machine with hardware
speci cations (Table 4.3) and the server (Table 4.4).

Table 4.3: Hardware Speci cations

‘ Hardware ‘ Speci cation
CPU Intel(R) Core(TM) i5-8250U CPU @ 1.6GHz 1.80GHz
Operating System Windows 11 64-bit
RAM 8 GB

Server Specifications

Table 4.4: Server Speci cations

Server ‘ Speci cation
CPU Intel(R) Xeon(R) Gold 6130 CPU @ 2.10GHz
Operating System Ubuntu 22.04 LTS, Linux kernel 6.5
RAM 376 GB
Storage 3.6TB

So ware Tools

All experiments were coded and implemented iRython 3.9, with the code written
and executed in the Visual Studio Code environment. Table 4.6 below provides
a detailed list of the software tools and libraries utilized for performing CRUD
operations on diverse datasets:



54 4. Methodology

Table 4.5: Database Environments for Di erent Datasets

Datasets | Environment Database
MySQL | PostgreSQL | Neo4j
Local Machine Local Local Local

Small (1,000 Nodes 5 Edges)

(1,000 Nodes 10 Edges)
(1,000 Nodes 20 Edges)
Local Machine Local Local Local
Medium | (10,000 Nodes 5 Edges)

(10,000 Nodes 10 Edges)
(10,000 Nodes 20 Edges) Server Server Server
Server Server Server Server
(100,000 Nodes 5 Edges)

Large (100,000 Nodes 10 Edges)
(100,000 Nodes 20 Edges)
(1,000,000 Nodes 5 Edges)
PPI Server Server Server Server
(Protein-Protein Interaction)

Table 4.6: Overview of software tools

‘ Category ‘ Tool/Language ‘ Version ‘ Usage ‘
SQL Write queries for MySQL/-
Query Languages PostgreSQL
Cypher Write queries for Neo4;j
MySQL 8.3.0 Query the database
PostgreSQL 16 Query the database
DBMS Neo4j Desktop 5.12.0 Query the database
Neo4j (server) 5.23.0 Query the database
Apoc 5.12.0 Load large datasets
Apoc (server) 5.23.0 Load large datasets
Python 3.9.7 Write scripts and queries
Numpy 1.241 Mean and SD calculations
Python Packages time Time calculations for index
creation
PyTorch 1.13.1+cpu Create synthetic datasets
Pandas 134 Save datasets in data
frames
Matplotlib 3.4.3 Create result plots
Seaborn 0.11.2 Create result plots
MySQL Connector | 8.3.0 Connect to MySQL
(mysgl.connector) database
PostgreSQL Con-| 2.9.3 Connect to PostgreSQL
nector (psycopg?2) database
Neo4j Driver 5.12.0, 5.23.0| Connect to Neo4j database
Other Tools M_S Excel _ 2408 Crgate result plots
Visual Studio Code | 1.94.1 Write and execute code

The code used for analysis in this research can be found on: GitH@wde
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This chapter presents as well as discusses the ndings of experiments (chapter 4)
evaluating the performance of di erent databases in handling large-graph datasets.
The focus is on CRUD operations, with particular emphasis on read performance.
The research compares relational databases (MySQL, PostgreSQL) with a graph
database (Neo4j) under varying conditions such as dataset size, edge complexity, and
retrieved subgraph size. The analysis centers on time e ciency and space utilization,

comparing how each database system performs under di erent conditions.

The results are depicted using tables and bar plots, summarizing the mean values of
qguery execution time and space consumption for each CRUD operation on several
synthetic and real-world PPI datasets. To ensure clarity and meaningful comparison,

the result plots are divided into categories: one set for small and medium datasets
and another for large datasets. This structure is consistently applied across all CRUD

operations.

This chapter also addresses the three research questions posed in the thesis by
examining the performance outcomes and identifying which database proves the most
e cient in di erent conditions.

5.1 Evaluation of CRUD operations

5.1.1 Create Operation

The create operation entails writing graph datasets from CSV les, which include
nodes and edges between the nodes in the dataset. During this process, nodes are
written into the database with de ned features, and edges are established based
on the relationships outlined in the CSV les. The data schema consists of two
primary tables, one containing node features and the other for edges, representing
the relationship between the source and target nodes. Tables 5.1 and 5.2 consolidate
execution time and space utilization for the create operation on all datasets, gures
5.1 and 5.2 illustrate the average time taken for the create operation across small,
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Table 5.1: Average Create Time in seconds (s) for Dierent Datasets Across
MySQL, PostgreSQL, and Neo4j: Bold values indicate the fastest create time for
each dataset.N: Number of nodesE: Number of edges in the dataset. An asterisk
(*) denotes that for the dataset "1,000,000N 5E" in MySQL, the create operation
could not be completed within 7 days, and thus it was excluded from the table. This
indicates a potential limitation of MySQL in handling very large datasets, likely due
to overhead related to transaction management and disk 1/0O operations.

Dataset Type Dataset (N, E) | MySQL (s) | PostgreSQL (s) | Neo4j (s)
Small Synthetic 1000N 5E 0.04 0.12 0.21
Small Synthetic 1000N 10E 0.07 0.17 0.22
Small Synthetic 1000N 20E 0.14 0.31 0.23

Medium Synthetic 10000N 5E 0.23 1.45 0.24
Medium Synthetic 10000N 10E 0.48 2.49 0.26
Medium Synthetic 10000N 20E 0.66 451 0.30
Large Synthetic 100000N 5E 0.13 30.72 0.18
Large Synthetic 100000N 10E 0.26 110.50 0.23
Large Synthetic 100000N 20E 0.33 300.68 0.32
Large Synthetic 1000000N 5E * 1358.09 0.36
Real-world Dataset PPI 0.84 70.95 1217.17

medium, and large datasets. Figures 5.3 and 5.4 depict the space usage associated
with the Create operation for these dataset sizes.

Figure 5.1: Average Time Taken for Create Operation: (A) This gure displays

the average time (in seconds) taken by three database systems to execute create
operations on small datasets(B) This gure displays the average time (in seconds)
taken by three database systems to execute Create operations on medium-sized
datasets. The X-axis represents the dataset con gurations, including small datasets
of 1,000 nodes with 5, 10, and 20 incoming edges per node and medium datasets of
10,000 nodes with the same edge variations. The Y-axis indicates the average time
taken (in seconds) for the Create operationd\N: Number of Nodesin the dataset, E:
Number of Edgesin the dataset.
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Figure 5.2: Average Time Taken for Create Operation: This gure displays the
average time (in seconds) for ten iterations taken by three database systems (MySQL,
PostgreSQL, and Neo4)) to perform Create operations on large datasets and a
PPI dataset. The X-axis represents the dataset con gurations, which include large
datasets of 100,000 nodes with 5, 10, and 20 incoming edges per node, as well as a
larger dataset comprising 1,000,000 nodes with ve incoming edges. The PPI dataset,
a real-world dataset used for comparison, is also included. The Y-axis indicates the
average time taken (in seconds) for the Create operations. The create operation for
the 1,000,000 Nodes and 5 Edges dataset in MySQL could not be completed within
a reasonable time (over one week) and was terminated. Hence, the data point is
excluded. N: Number of Nodesin the dataset, E: Number of Edgesin the dataset.

Analysis and Discussion:

This analysis examines the performance of MySQL, PostgreSQL, and Neo4j when
writing graph datasets of di erent sizes|small (1,000 nodes), medium (10,000 nodes),
large (100,000 nodes and above), and a real-world PPI dataset. Indexing was utilized
for all datasets, and batch loading was applied for 100,000 nodes and above in
MySQL and PostgreSQL. Due to memory constraints, Neo4j utilized batch loading
for 10,000 nodes and above datasets. The performance results represent the average
of 10 iterations.

For the smallest synthetic datasets(1,000 nodes with 5, 10, and 20 edges), we
observed fast execution times across all three databases. MySQL achieved execution
times ranging from 0.04 seconds for 5 edges to 0.14 seconds for 20 edges. PostgreSQL
had execution times increase from 0.12 seconds to 0.31 seconds as edges increase.
Neodj's performance is comparable, with execution times ranging from 0.21 seconds
for 5 edges to 0.23 seconds for 20 edges. The minimal performance di erences can
be attributed to the low complexity of the dataset.

The performance di erence becomes more evident foredium synthetic datasets
(10,000 nodes with 5, 10, and 20 edges). MySQL's execution times increased from
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0.23 seconds for 5 edges to 0.66 seconds for 20 edges. PostgreSQL demonstrated an
increase in execution times ranging from 1.45 seconds for 5 edges to 4.51 seconds for
20 edges, indicating higher overhead in managing relationships. Neo4j maintained
stable performance with execution times ranging from 0.24 seconds for 5 edges to
0.30 seconds for 20 edges, re ecting its native graph architecture, designed to handle
complex nodes and relationship structures e ciently.

The performance di erences between the databases become much more pronounced
for large datasets(100,000 nodes and above). MySQL consistently showed the fastest
execution times, ranging from 0.13 for 5 edges to 0.33 seconds for 20 edges, due to
the e cient use of batch loading and indexing. However, MySQL struggled with the
1,000,000 nodes and 5-edge dataset, taking over a week to complete, likely due to
excessive overhead in transaction management and disk 1/0 operations. PostgreSQL,
despite the use of batch loading, shows a notable increase in execution time, ranging
from 30.72 seconds for 100,000 nodes and 5 edges to 00.68 seconds for 100,000 nodes
and 20 edges. It also faced performance issues with the 1,000,000-node dataset,
resulting in execution times of over 300 seconds due to its slower handling of graph-
like structures and increased transaction management overhead. Neo4j performs
e ciently with large datasets, with execution times between 0.18 seconds for 5 edges
and 0.32 seconds for 20 edges. Although Neo4j faced transaction heap memory issues,
batch loading resolved these challenges, allowing it to manage large numbers of nodes
and relationships with minimal performance impact. It successfully managed the
1,000,000 nodes and 5-edge dataset in just 0.36 seconds, demonstrating its ability to
handle extensive data e ciently.

In the PPI dataset, MySQL remained consistent at 0.84 seconds, showcasing its
ability to handle complex relationships through e cient indexing and batch loading.

PostgreSQL slowed down signi cantly to 70.95 seconds. While PostgreSQL is robust
in handling complex queries, its performance was hindered by the overhead of
managing a dense relational structure. Neo4j recorded the longest execution time at
1217.17 seconds for the PPI dataset, primarily due to the complexity of managing
dense and interconnected graph data, leading to increased processing overhead.

In small datasets (1,000 nodes), MySQL, PostgreSQL, and Neo4j performed similarly,
indicating that any of the databases could be suitable for simple workloads. However,
as dataset sizes increased, performance varied signi cantly. MySQL excelled in
speed but struggled with the largest dataset (1,000,000 nodes) due to transaction
management and disk I/O issues. PostgreSQL's performance declined rapidly for
larger datasets, facing higher overhead in managing complex relationships.

Neo4j consistently outperformed the relational databases for medium and large
datasets, bene ting from its graph-optimized architecture and e cient batching.
Nonetheless, it encountered challenges with the dense PPI dataset, suggesting a need
for future optimizations in handling interconnected graphs.

Future research could focus on enhancing memory management in Neo4j and improv-
ing graph processing capabilities, query optimization, and indexing in MySQL and
PostgreSQL to manage complex data structures better.
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Table 5.2: Average Create Space in MegaBytes (MB) for Di erent Datasets Across
MySQL, PostgreSQL, and Neo4j. N Number of Nodes E: Number of Edges An
asterisk (*) indicates that for the "1,000,000N 5E" dataset in MySQL, the create
operation could not be completed within 7 days and was excluded from the table.
This points to a signi cant limitation of MySQL in handling very large datasets,
likely due to excessive overhead from transaction management and disk I/O. Bold

values in the table represent the smallest space usage for each dataset.

Dataset Type Dataset (N, E) | MySQL (MB) | PostgreSQL (MB) | Neo4j (MB)
Small Synthetic 1000N 5E 10.39 1.20 0.37
Small Synthetic 1000N 10E 12.35 1.50 0.42
Small Synthetic 1000N 20E 16.39 2.30 0.66
Medium Synthetic 10000N 5E 113.63 12.90 3.56
Medium Synthetic 10000N 10E 152.67 16.70 5.32
Medium Synthetic 10000N 20E 246.97 24.30 5.85

Large Synthetic 100000N 5E 1136.52 131.40 40.28

Large Synthetic 100000N 10E 1495.39 168.80 53.50
Large Synthetic 100000N 20E 3753.83 244.60 81.51
Large Synthetic 1000000N 5E * 1316.20 121.79

Real-world Dataset PPI 2467.35 136.90 646.73

Figure 5.3: Average Space Usage for Create Operation: (A)This gure shows the
space usage in MegaBytes (MB) of MySQL, PostgreSQL, and Neo4j during create
operations on small datasetsB depicts space utilization by databases on medium-
sized datasets. The X-axis represents di erent dataset con gurations, including small
datasets with 1,000 nodes and 5, 10, or 20 edges per node and medium datasets with
10,000 nodes under the same edge variations. The Y-axis displays the corresponding
space usage in MBN: Number of Nodesin the dataset, E: Number of Edgesin the

dataset.
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Figure 5.4: Average Space Usage for Create Operation:This gure illustrates

the space usage (in megabytes) by three database systems (MySQL, PostgreSQL,
and Neod4j) for Create operations on large datasets and a PPI dataset. The X-axis
represents the dataset con gurations, including large datasets of 100,000 nodes with 5,
10, and 20 incoming edges and a larger dataset with 1,000,000 nodes and 5 incoming
edges. The Y-axis indicates the space usage (in megabytes (MB)) required to perform
the Create operations.N: Number of Nodesin the dataset, E: Number of Edgesin

the dataset.

Analysis and Discussion

In the context of space utilization during create operation, Neo4j emerged as the most
e cient database, consistently outperforming both MySQL and PostgreSQL across
all dataset sizes. This e ciency is attributed to Neo4j's native graph storage model,
which is optimized for handling graph structures with minimal overhead, allowing it
to store data compactly. However, as the complexity of the dataset increased with
the real-world PPI dataset, Neo4j required more storage space than PostgreSQL.
This can be attributed to the fact that the PPI dataset, characterized by its dense
interconnections (44,906 nodes and 1,226,368 edges), demands additional resources
for managing complex relationships and indexing. While Neo4j is designed to handle
such complexity e ciently, the nature of graph databases can lead to increased
storage requirements for highly interconnected data compared to a relational model.

In contrast, PostgreSQL performed best with the PPI dataset regarding space uti-
lization, as its relational model is optimized for handling large tables with multiple
attributes. Although it uses more space than Neo4j for simpler datasets, its perfor-
mance improves with complex datasets where relational structures can e ectively
manage dense connections. MySQL, while generally less e cient in space utilization
than Neo4j and PostgreSQL, exhibited considerable overhead, particularly with
larger datasets. Its traditional relational model is less suited for e ciently handling
graph-like data, contributing to higher space consumption.

Overall, Neo4j's low space consumption with smaller datasets establishes it as the
optimal choice for applications prioritizing e cient storage. However, as dataset
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complexity increases, PostgreSQL's strengths in managing complex relationships
allow it to utilize space more e ectively in speci ¢ scenarios.

5.1.2 Read Operation

The read operation implemented in this research involves traversing a graph structure
to extract relevant subgraphs based on speci ed parameters speci cally for neighbor-
hoods of order two and three. The process begins by identifying the relevant nodes
that have connections within the graph. In the relational databases PostgreSQL
and MySQL, this involves executing multiple SQL queries to join the nodes and
edges and creating temporary tables to store the results of each order of neighbor-
hood traversal. Each iteration retrieves connected nodes, progressively building the
subgraph based on the speci ed order of neighborhood. This iterative approach
systematically navigates through connections to gather new nodes linked to those
already identi ed. The traversal continues until the desired order of neighborhood is
achieved, either 2 or 3, ensuring comprehensive coverage of each node's neighborhood.
In Neodj, the read operation uses graph traversal through Cypher queries to retrieve
a subgraph by directly accessing connected nodes and relationships, continuing this
process until the desired order of neighborhood (2 or 3) is reached. During the read
operation, the execution time for each database query is recorded, and the average
time is calculated over ten iterations for all datasets.

Assessing Read Operation: Neighborhood of Order Two

The read execution times for all datasets at neighborhood of order two are consolidated
in the table 5.3 and gures 5.5 and 5.6 illustrate the time taken to perform the read
operation on small, medium, and large datasets, o ering a comparative overview of
database performance for this operation.

Table 5.3: Average Read Time in seconds (sYor all datasets Across PostgreSQL,
Neo4j, and MySQL for order of neighborhood 2N: Number of Nodes E: Number

of Edges An asterisk (*) indicates that for the "1,000,000N 5E" dataset in MySQL,
the create operation could not be completed within 7 days and was excluded from
the table. This points to a signi cant limitation of MySQL in handling very large
datasets, likely due to excessive overhead from transaction management and disk
I/0. Bold values in the table represent the smallest space usage for each dataset.

Dataset Type Dataset MySQL | PostgreSQL | Neo4j
Small Synthetic 1000N 5E 9.06 0.563 1.34

Small Synthetic 1000N 10E 11.68 0.837 2.29

Small Synthetic 1000N 20E 14.87 1.156 4.26

Medium Synthetic 10000N 5E 185.67 4.04 10.89
Medium Synthetic 10000N 10E | 194.64 9.15 20.24
Medium Synthetic 10000N 20E | 197.50 120.22 39.44
Large Synthetic 100000N 5E | 1256.72 142.43 37.68
Large Synthetic 100000N 10E| 1489.40 189.18 64.78
Large Synthetic 100000N 20E| 1774.91 235.19 85.59
Large Synthetic 1000000N 5E * 348.19 329.30
Real-World Dataset | PPI 785.25 3611.24 165.44
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Figure 5.5: Average Time Taken for the Read Operation on Small and Medium
Datasets across Databases: (AYhis gure compares the performance of MySQL,
Neo4j, and PostgreSQL in executing read operations on small datasets (1,000 nodes).
B This gure shows the time required for read operation on medium datasets (10,000
nodes) with incoming edges of 5, 10, or 20. Each operation queries subgraphs up
to a speci ed neighborhood order of two, e ciently extracting nodes and edges for
subsequent Graph Neural Network (GNN) computations. The X-axis represents the
dataset con gurations, and the Y-axis indicates the average time taken (in seconds)
for the create operation.N: Number of Nodesin the dataset, E: Number of Edges

in the dataset.

Figure 5.6: Average Time Taken for the Read Operation on Large Datasets across
Databases: These charts compare the performance of MySQL, Neo4j, and Post-
greSQL in executing read operations on large datasets (100,000 nodes) with incoming
edges of 5, 10, or 20, an additional dataset of 1,000,000 nodes with 5 incoming
edges and the real-world PPI dataset. Each operation queries subgraphs up to a
neighborhood order of two, e ciently extracting nodes and edges for Graph Neural
Network (GNN) computations.
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Analysis and Discussion

In the small synthetic datasets PostgreSQL outperforms both MySQL and Neo4,.
For 1,000 nodes with varying edge counts, PostgreSQL achieves read times between
0.56 and 1.15 seconds. Neo4j requires approximately 1.35 to 4.26 seconds, while
MySQL exhibits the longest times, ranging from 9.06 to 14.87 seconds. The results
indicate that PostgreSQL's query optimization and indexing strategies allow it to
handle small, interconnected datasets more e ectively than MySQL and Neo4j in
this context. MySQL's relational structure may not e ciently manage the graph's
connectivity, reading to higher read times. In contrast, Neo4j's graph traversal
mechanisms may introduce unnecessary overhead for smaller datasets, where simpler
relational queries might su ce.

As the dataset size and complexity increase, MySQL's read execution times rise
exponentially in medium datasets indicating signi cant performance degradation.
Neo4j lags behind for medium datasets with low edge complexity (5 and 10 edges)
with execution times ranging from 10.89 to 39.44 seconds. However, when the edge
complexity increase further, with the dataset with 10,00 nodes with 20 edges the
read execution time for PostgreSQL rows exponentially.

As the size and complexity of the datasets increase, MySQL experiences a dramatic
exponential rise in read execution times for medium datasets, indicating substantial
performance degradation. In contrast, Neo4j exhibits slower performance for medium
datasets with lower edge complexities (5 and 10 edges), with execution times ranging
from 10.89 to 39.44 seconds. However, as edge complexity escalates, particularly in
the dataset with 10,000 nodes and 20 edges, the read execution time for PostgreSQL
also increases signi cantly, highlighting the impact of edge density on database
performance.

The performance degradation of relational databases can be attributed to limitations
that relational databases face with complex joins. In contrast, Neo4j, optimized for
graph traversal, may perform better in certain scenarios despite its slower performance
with lower edge complexities.

For large datasets Neo4j outperforms both MySQL and PostgreSQL. MySQL cannot
complete the read operation for 1,000,000 nodes, highlighting scalability issues.
PostgreSQL achieves a read time of 348.20 seconds, while Neo4j performs slightly
better at 329.30 seconds for datasets with 1000,000 nodes. In the case of the real-
world PPI dataset, MySQL and PostgreSQL show substantial read times of 785.25
and 3,611.24 seconds, respectively, whereas Neo4j completes the read operation in
just 165.44 seconds. The signi cant di erence in performance underscores MySQL's
challenges in handling large, interconnected datasets. These results illustrate Neo4j's
e ectiveness in managing real-world graph data, particularly in dense protein-protein
interaction scenarios. PostgreSQL's performance for small and medium datasets with
lower edge counts, while better than MySQL's, still lags signi cantly, behind Neo4j,
emphasizing the Neo4j's architectural advantages in handling complex relationships.

For large datasets Neo4j outshines both MySQL and PostgreSQL in terms of
performance. MySQL struggles to complete the read operation for 1,000,000 nodes,
underscoring its scalability limitations. In contrast, PostgreSQL records a read
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time of 348.20 seconds, while Neo4j performs slightly better at 329.30 seconds
for datasets of the same size. When examining the real-world PPI dataset, both
MySQL and PostgreSQL exhibit substantial read times of 785.25 seconds and 3,611.24
seconds, respectively, whereas Neo4j manages to execute the read operation in just
165.44 seconds. This stark di erence in performance highlights MySQL's di culties

in managing large, interconnected datasets. These results demonstrate Neo4j's
e ectiveness in handling real-world graph data, especially in dense protein-protein
interactions. Although PostgreSQL performs better than MySQL for small and
medium datasets with lower edge counts, it still signi cantly lags behind Neo4j for
large and PPI datasets, emphasizing Neo4j's architectural advantages in navigating
complex relationships.

Analyzing read operations at a neighborhood order of 2 highlights PostgreSQL's
strengths with small and medium datasets with lower edge counts, making it suitable
for applications prioritizing performance on less complex graphs. However, as dataset
sizes and complexities grow, Neo4j emerges as the superior option for e ciently
managing graph structures. MySQL's performance declines signi cantly, underscoring
the importance of careful database selection based on dataset characteristics and
operational requirements.

Assessing Read Operation: Neighborhood of Order Three

The read execution times for all datasets at neighborhood of order three are consoli-
dated in the table 5.4 and gures 5.7 and 5.8 illustrate the time taken to perform
the read operation on small, medium, and large datasets, o ering a comparative
overview of database performance for this operation.

Table 5.4: Average Read Time in seconds (sYor all datasets Across PostgreSQL,
Neo4j, and MySQL for order of neighborhood 3N: Number of Nodes E: Number

of Edges An asterisk (*) indicates that for the "1,000,000N 5E" dataset in MySQL,
the create operation could not be completed within 7 days and was excluded from
the table. This points to a signi cant limitation of MySQL in handling very large
datasets, likely due to excessive overhead from transaction management and disk
I/0. Bold values in the table represent the smallest space usage for each dataset.

Dataset Type Dataset (N, E) | MySQL (MB) | PostgreSQL (MB) | Neo4j (MB)
Small Synthetic 1000N 5E 3.26 0.97 3.43
Small Synthetic 1000N 10E 4.20 3.62 4.35
Small Synthetic 1000N 20E 5.55 11.02 6.77

Medium Synthetic 10000N 5E 221.43 14.34 28.88
Medium Synthetic 10000N 10E 354.64 38.05 48.07
Medium Synthetic 10000N 20E 1462.40 224.20 53.21
Large Synthetic 100000N 5E 1589.78 306.98 348.07
Large Synthetic 100000N 10E 1866.05 1614.73 508.97
Large Synthetic 100000N 20E 4549.40 3234.87 726.31
Large Synthetic 1000000N 5E * 3137.61 1246.37
Real-world Dataset PPI 7850.29 3268.47 2501.23
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Figure 5.7: Average Time Taken for the Read Operation on Small and Medium
Datasets across Databases: (AYhis gure compares the performance of MySQL,
Neo4j, and PostgreSQL in executing read operations on small datasets (1,000 nodes).
B This gure shows the time required for read operation on medium datasets (10,000
nodes) with incoming edges of 5, 10, or 20. Each operation queries subgraphs up to a
speci ed neighborhood order of order three, e ciently extracting nodes and edges for
subsequent Graph Neural Network (GNN) computations. The X-axis represents the
dataset con gurations, and the Y-axis indicates the average time taken (in seconds)
for the create operation.N: Number of Nodesin the dataset, E: Number of Edges

in the dataset.

Figure 5.8: Average Time Taken for the Read Operation on Large Datasets across
Databases: These charts compare the performance of MySQL, Neo4j, and Post-
greSQL in executing read operations on large datasets (100,000 nodes) with incoming
edges of 5, 10, or 20, an additional dataset of 1,000,000 nodes with 5 incoming edges
and the real-world PPI dataset. Each operation queries subgraphs up to a specied
neighborhood order, e ciently extracting nodes and edges for Graph Neural Network

(GNN) computations.
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Analysis and Discussion

The read operation (for an order of neighborhood three) performance of MySQL,
PostgreSQL, and Neo4j exhibits varied behaviors depending on the dataset size and
edge density. Forsmall synthetic datasets (1000 nodes), PostgreSQL consistently
performs better, especially when edge counts are low. For instance, at 5 edges,
PostgreSQL completes the read operation in 0.97 seconds, faster than MySQL (3.26
seconds) and Neo4j (3.43 seconds). However, as the number of edges increases to
20, PostgreSQL slows down signi cantly, taking 11.02 seconds, whereas MySQL (
5.55 seconds) and Neo4j (6.77 seconds) are faster. This decline in PostgreSQL's
performance for denser graphs likely stems from the overhead of handling more
complex joins in relational models, especially with higher connectivity.

For medium synthetic datasets (10,000 nodes), PostgreSQL maintains an edge,
especially in smaller edge counts, but the gap begins to close. For instance, with

5 edges, PostgreSQL completes the read operation in 14.34 seconds, compared
to MySQL (221.43 seconds) and Neo4j (28.88 seconds). As edge count increases,
MySQL's performance worsens, taking 1462.40 seconds for 20 edges, while PostgreSQL
manages at 224.20 seconds, and Neo4j shows increasing e ciency, completing in just
53.21 seconds. Neo4j's strength in graph traversal becomes evident in this context,
as it is designed to manage highly interconnected data e ciently.

The performance gap between the databases widens further farge synthetic
datasets (100,000 nodes and above). With 5 edges, PostgreSQL reads the data in
306.98 seconds, outperforming MySQL (1589.78 seconds) and Neo4j (348.07 seconds).
However, as edge count increases, Neo4j becomes signi cantly more e cient. For
instance, with 20 edges, Neo4j completes the read operation in 726.31 seconds, while
PostgreSQL (3234.87 seconds) and MySQL (4549.40 seconds) struggle. Neo4j's
graph-native architecture excels as the data becomes more connected, highlighting
its strength in traversing large and complex networks. When testing the largest
synthetic dataset (1,000,000 nodes), MySQL's performance deteriorated sharply to
the point where it could not complete the read operation, prompting the process to be
halted. Hence, the result could not be recorded. PostgreSQL takes 3137.61 seconds,
while Neo4j, once again, demonstrates superior e ciency with 1246.37 seconds.

For the real-world PPI dataset, which is highly connected, Neo4j outperforms both
relational databases, completing the read operation in 2501.23 seconds, compared to
PostgreSQL (3268.47 seconds) and MySQL (7850.29 seconds). Neo4j's optimized
graph traversal proves e ective in handling real-world, relationship-dense data.

The performance of MySQL, PostgreSQL, and Neo4j varies signi cantly across
dataset sizes, revealing their inherent strengths and weaknesses. PostgreSQL excels
with small synthetic datasets but struggles as edge density increases due to overhead
from complex joins. Its B-tree indexing enhances performance in simpler scenarios
but becomes less e ective in denser graphs.

Neo4j, on the other hand, bene ts from composite indexing for relationship traversals,
signi cantly improving performance in complex networks. This graph-native archi-
tecture makes Neod4j particularly suited for highly interconnected data. In contrast,
MySQL's performance deteriorates with increasing complexity, as its indexing and
optimization strategies are less e ective for graph-based queries.
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Future work should explore advanced indexing strategies and hybrid approaches that
utilize the strengths of di erent database systems to improve performance for diverse
applications. Ultimately, the choice of database should align with the application's
speci ¢ needs, emphasizing the importance of e ective indexing for e cient data
retrieval.

5.1.3 Update Operation

In this research, the Update operation involves modifying node features and edge
weights within synthetic datasets of varying sizes, such as small, medium, and large
synthetic datasets, as well as a real-world PPI dataset. Speci cally, node features
were updated with random values ranging from 0 to 100, representing dynamic
attribute changes. Additionally, edge weights were assigned to 5% of the total edges
within each dataset, with weights randomly generated from 0 to 1. The results for
the update operations on nodes and edges are consolidated in the tables 5.5 and 5.6
while the gures 5.9 and 5.10 visualize the results.

Table 5.5: Average Node Update Time in seconds (s) for Di erent Datasets Across
PostgreSQL, Neo4j, and MySQLN: Number of Nodes E: Number of Edges An
asterisk (*) indicates that for the "1,000,000N 5E" dataset in MySQL, the create
operation could not be completed within 7 days and was excluded from the table.
This points to a signi cant limitation of MySQL in handling very large datasets,
likely due to excessive overhead from transaction management and disk 1/0. Bold
values in the table represent the smallest space usage for each dataset.

Dataset Type Dataset MySQL (s) | PostgreSQL (s) | Neo4j (s)
Small Synthetic 1000N 5E 0.18 1.30 0.0004
Small Synthetic 1000N 10E 0.09 0.74 0.0004
Small Synthetic 1000N 20E 0.10 0.67 0.0001
Medium Synthetic 10000N 5E 2.44 5.31 0.0003
Medium Synthetic | 10000N 10E 1.88 10.24 0.0005
Medium Synthetic | 10000N 20E 5.05 5.23 0.0002
Large Synthetic 100000N 5E 13.02 129.59 0.0042
Large Synthetic 100000N 10E 18.27 125.74 0.0060
Large Synthetic 100000N 20E 5.17 128.09 0.0030
Large Synthetic 1000000N 5E * 1052.02 0.036

Real-World Dataset | PPI 3.80 53.99 0.145
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Table 5.6: Average Edge Update Timein seconds (s) for Di erent Datasets Across
PostgreSQL, Neo4j, and MySQL. Bold values in the table indicate the fastest
execution timeAstrick (*) indicates that for the dataset "1,000,000N 5E" in MySQL,
the create operation was not completed within a reasonable time frame (7 days),
leading to its exclusion from the table.

Dataset Type Dataset MySQL (s) | PostgreSQL (s) | Neo4j (s)
Small Synthetic 1000N 5E 0.68 0.10 0.46
Small Synthetic 1000N 10E 0.53 0.22 0.73
Small Synthetic 1000N 20E 1.27 0.35 1.27
Medium Synthetic | 10000N 5E 4.92 0.90 3.05
Medium Synthetic | 10000N 10E 11.99 2.37 10.79
Medium Synthetic | 10000N 20E 29.73 3.70 22.38
Large Synthetic 100000N 5E 203.77 28.59 0.04
Large Synthetic 100000N 10E 902.20 98.56 0.04
Large Synthetic 100000N 20E| 458.61 286.69 0.04
Large Synthetic 1000000N 5E * 1155.52 0.06
Real-World Dataset | PPI 469.00 71.38 0.02

Figure 5.9: Average Time Taken to Update Node Features for all datasets across
databases: This gure illustrates the time required for each database to perform
updates on node features with random values ranging from 0 to 100, as well as the
addition of edge weights between 0 and 1 to 5% of the total edges.
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