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Abstract

Next to plan search exploration, and cost models, cardinality estimation is a core part
of query optimizers. Recent research shows that new approaches, able to produce more
accurate cardinality estimates (e.g. those using machine learning) are able to bring im-
portant improvements to the query performance. In this work we propose a new learned
method, based on using the graph neural network (GNN) model for CE. As, this method
relies on gradient descent optimization, it can be extended with adjusted loss functions,
which additionally help the GNN to learn faster or generalize better in the estimation
task.

In order to evaluate our overall proposal, we design a prototype of a GNN with adjusted
loss functions for the CE task. Using our prototype we are able to evaluate the role of
changing configurations, and several loss functions, some standard and some specially
suited for the CE task. Lastly, we can experimentally compare the results of the GNN
with state-of-the-art baselines , such as MSCN, DeepDB, the predictions of PostgreSQL
and the true cardinalities.

Our results show that GNNs have a lower error, than regression-based alternatives such as
MSCN, achieving a similar error range to DeepDB. While the training time of the GNN
is lower, than that of both methods.

Regarding the loss functions, the result is that both loss functions tailored for the CE
task, Q-Error and Flow Loss, have worse results than standard loss functions, like nor-
malized mean absolute error or unnormalized mean squared error. We found out that the
normalized mean absolute error is the best loss function for the standard multi-table CE
task, while the unnormalized mean squared error is the best loss function for that CE
task, where the cardinalities should be injected into PostgreSQL to get the runtime and
for that the cardinalities of all subplans have to be estimated. For that task, with the
unnormalized mean squared error, the runtime and cost of the predictions of the GNN
are lower than that of the PostgreSQL estimates.

We also found out that simple directed encodings, the usage of samples, 4 prediction
layers, the softplus activation function at the end of the net, 8 hidden layers, no positional
encodings, a batch size of 256, 400 hidden neurons and in a static environment, a large
train set, are the best configurations of the components among the evaluated configuration
space.
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1 Introduction

1.1 Motivation

Databases are general purpose tools that help companies and teams of developers to
efficiently manage their data without having to implement complex internal programs for
this task. Databases offer a standard query interface, consistency, portability, and failure-
tolerance, among other feature relevant for everyday use.

To offer efficient performance, relational databases are in charge of finding the optimal
physical plan of a query, given the high-level abstract logical query request that a user
sends to the database. This process is an optimization process, where databases use cost
models and estimations of cardinalities (i.e., the number of tuples that return from an op-
eration, query or sub-query) to compare alternative generated plans.

Cardinality estimates are often far off from the real estimates, which results in ineffi-
cient physical plan selection, and unnecessary high query runtimes. Cardinality Esti-
mation (CE) has in fact been shown to be the part of query optimizers, which has the
most improvement potential [LGM+15]. Traditional methods, that are used by current
Database Management System (DBMS), like histograms or simple statistics, tend to make
assumptions that are inaccurate, or on the other hand methods based on sampling might
not rely on representative samples and also make inaccurate estimations[WQW+21].
Next to traditional methods of CE, new approaches try to use machine learning to esti-
mate cardinalities. These learned methods can be divided into regression-based methods,
joint-distribution-based methods and search-based methods. These new learned methods
have shown that they are more accurate than traditional methods. This comes at the cost
of higher model build time, but in a static or a low update environment, learned methods
are generally better than traditional methods [WQW+21].
For our work we take as a hypothesis, that a new regression-based approach to learned
cardinality estimation approach could be made with Graph Neural Networks. These are
a special form of neural networks, which take in a graph with feature vectors at the nodes
and edges and then they calculate, at each layer, new feature vectors in consideration
of the structure of the graph. They have already shown that they have good results at
tasks like classifying molecule graphs or classifying images which are converted to graphs
[DJL+20]. SQL queries could be transformed without too much difficulties into a graph
form, which retains many contextual and relational properties of the query, like relations
between tables and predicates or between joined tables, as compared to current regression-
based methods.
A CE approach with a GNN, which is a regression-based method, could also be extended
with a search-based method. These are loss functions tailored for the CE task, which guide
the models learning algorithm into a direction of CE, that has a lower runtime. Since
GNNs use a loss function for the training of their model, they can be combined with these
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loss functions. Examples of such methods are Flow Loss [NMK+21] or Q-Error [MNS09].
Standard loss functions, like Mean Absolute Error (MAE) or Mean Squared Error (MSE)
could also result in a low error, so they are also worth investigating. Furthermore in this
context, it would be interesting to understand how the normalization and aggregation at
the loss calculation is going to influence the accuracy of the cardinality estimates.
In sum, in this Thesis we tackle a research gap in the application of novel GNN methods
to the CE task. To this end we are going to design a prototype, which divides the GNN
at the CE task, with different loss functions, into several changeable components. We
then going to implement the prototype and try some changes at the components to get a
high accuracy and a shorter training time. We are then going to extend the GNN with
different loss functions to further increase the accuracy. At last, we are going to measure
the accuracy of the adjusted GNN with different metrics and are going to compare it with
several baselines.

1.2 Main Contributions

To guide our work we started with a broad outline of the topics of interest.

1.2.1 Main Topics of Interest

We had three main topics of interests at the start of this work, they were:

1. How does a GNN cope with the CE task compared to state-of-the-art baselines?

2. How could it be improved?

3. Could loss functions, especially the ones which are tailored for the CE task, improve
the results?

1.2.2 Main Contributions

Based on the broad topics of interest, we then established the following specific contribu-
tions as the core of our work.

1. We evaluated the use of a GNN for the CE task and measured the results.

2. We developed different graph encodings and evaluated their contribution to the task.

3. We tuned the GNN, by testing and evaluating the usage of samples, different pre-
diction layer configurations, different parameters and different training set sizes.

4. We tested and evaluated the standard loss functions MAE, MSE and the CE task
tailored loss functions Q-Error and Flow Loss, combined with a GNN. We also
investigated the influence of the normalization and aggregation, at the loss compu-
tation.

5. We compared the GNN’s CE error and training time, after all adjustments, with
the state-of-the-art models MSCN and DeepDB.
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6. We measured the PostgreSQL Plan Cost (PPC) and runtime of the estimated car-
dinalities and compared them with the true cardinalities, the PostgreSQL estimates
and the estimates of MSCN.

For the first topic of interest, the first and fifth main contribution were made. For the
second topic of interest, the second and third main contribution were made. For the third
topic of interest, the fourth and sixth main contribution were made.

1.3 Thesis Structure

The rest of this thesis is structured in the following way:

• Chapter 2 explains the necessary background knowledge for our work, spanning CE,
learned CE methods and GNNs.

• In Chapter 3 we define the research questions and the design of our prototype. We
also establish our encodings and our method to adopt the Flow Loss.

• Chapter 4 describes the implementation of the components, of the prototype and
the details about the setup of the experiments.

• Chapter 5 contains the experiments at the components, their results and their evalu-
ation. It also shows the results of the loss functions experiments and the comparison
with the baselines. The section tries to answer the research questions.

• Chapter 6 concludes this thesis and shows directions for possible subsequent re-
search.

11





2 Background

This chapter provides the precise background knowledge, which is necessary for the fol-
lowing chapters. The structure of this chapter is:

• In Section 2.1 we first explain the CE task. Then we review several recent papers,
that establish the following:

1. That the CE task is currently the most important task in improving query
optimizers (Subsection 2.1.1).

2. How learned CE approaches work, which are either regression-, joint-distribution-
or search-based. We also review in detail some example models, such as MSCN,
DeepDB, and the search-based approach using Flow Loss. (Subsection 2.1.2,
2.1.3, 2.1.4)

3. What is known regarding how learned CE approaches compare to traditional
approaches, in terms of their performance. (Subsection 2.1.5)

• In Section 2.2 we first explain basic knowledge for the novel approach we pursue
or work: neural networks, loss functions and graphs (Subsection 2.2.1). Next we
explain graph neural networks in general (Subsection 2.2.2). Then we show differ-
ent implementations and how these perform (Subsection 2.2.3). We also mention,
why graph neural networks could be a good approach to CE, especially extended
with search-based methods (Subsection 2.2.4). Thus we establish all the precise
background knowledge to understand our novel approach.

• In Section 2.3, we summarize this chapter.

2.1 Cardinality Estimation

A DBMS, which gets an SQL query uses an optimizer before executing the query, to
reduce the runtime of the query execution. The first optimization step is logical, the
second physical. At the logical optimization the order of the relational algebra operations
is changed, (e.g. selections are placed before joins). At the physical optimization, the
actual algorithms for the operations (e.g. selecting between a hash-based or a sort-based
join) and the join order are selected.

The physical optimization step uses several components, such as: a plan space enumera-
tion algorithm, which finds equivalent execution plans, a cardinality estimator, which tries
to assign the number of rows obtained from a table, after operations, like selections or
joins, and finally, a cost model, which uses the cardinality estimates, to assign a cost to
a plan enabling an overall optimizer to decide between alternative plans proposed by the
enumeration algorithm. The DBMS then executes the best plan identified, which would
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be, from all enumerated plans, the plan with the lowest cost.
For cardinality estimation DBMSes are using simple statistics, assumptions and his-
tograms. Other traditional methods for estimating cardinalities are: Multi Dimensional
Histogram (MHIST) [PI97], Sampling, QuickSel [PZM20] with a query-driven multi-
dimensional synopsis approach, Bayes [CL68] with a probabilistic graphical model ap-
proach and KDE-FB [HKM15] with kernel density models and query feedback.

2.1.1 Cardinality Estimation as the Main Challenge in Join Order
Optimization

The main challenge in current join order optimization is CE, as Leis et al. [LGM+15]
show in their study. The key ideas of their paper are the development of a new workload,
the JOB workload, which is based on the IMDB dataset and experiments on the three
main parts of query optimizers: CE, cost models and plan space enumeration algorithms.
This workload is designed to be more challenging than traditional workloads, specifically
including complex cross-table correlations that present challenges for modelling at the
query optimizer.
The first three experiments reported in this paper are concerned with CE. The first CE
experiment reported studies how systems obtain the cardinality estimates of queries on
base tables from different DBMSes and then calculate the Q-Errors (see Section 2.1.4.1)
with them and compare to the true cardinalites. Table 2.1 shows, that even though the

median 90th 95th max
PostgreSQL 1.00 2.08 6.10 207
DBMS A 1.01 1.33 1.98 43.4
DBMS B 1.00 6.03 30.2 104000
DBMS C 1.06 1677 5367 20471
HyPer 1.02 4.47 8.00 2084

Table 2.1: Q-Errors for Selections on Base Tables [LGM+15]

median Q-Error is nearly one for all systems, the Q-Error is already high towards the
higher percentiles. This indicates that beyond the mean low error, there is a group of
queries at the tail of the error distribution that are challenging for the systems and likely
to result in poor query performance. The authors suggest that DBMS A and HyPer are
not so bad, comparatively, because they use samples, which can better detect correlations
between attributes than per-attribute histograms, which the other systems are using.
In the second CE experiment the authors fetched the cardinality estimates for 100,000
intermediate results, of queries with joins and calculated the absolute error with them,
and the true cardinalities. Figure 2.1 shows the result of that experiment. All systems
are shown to largely underestimate the cardinalities and all systems see their performance
deteriorate with an increasing number of joins. The authors suppose the reason of the bad
estimates is, that all system are based on the independence assumption between attributes
of different tables (e.g. that the year of a movie is unrelated to its box office earnings),
which is violated in the real world dataset JOB (e.g. due to economic growth, movies
from more recent years are likely to earn more), which does have many join-crossing cor-
relations.
In the third CE experiment, the authors used the estimated cardinalities of the different
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Figure 2.1: Error Distribution of all Subexpressions with a Particular Join Size
[LGM+15]

systems to inject them into PostgreSQL, to get comparable runtimes. Table 2.2 shows

<0.9 [0.9,1.1) [1.1,2) [2,10) [10,100) >100
PostgreSQL 1.8% 38% 25% 25% 5.3% 5.3%
DBMS A 2.7% 54% 21% 14% 0.9% 7.1%
DBMS B 0.9% 35% 18% 15% 7.1% 25%
DBMS C 1.8% 38% 35% 13% 7.1% 5.3%
HyPer 2.7% 37% 27% 19% 8.0% 6.2%

Table 2.2: Distribution of the Runtimes with the Estimated Cardinalities relative to the
Runtimes with the True Cardinalities [LGM+15]

that, from this experiment, for a few queries the estimated cardinalities have a faster
runtime than the true cardinalities, but for the majority of queries, the runtime is slower
with the estimated cardinalities compared to when they use the true ones.
The next experiment switches between the cardinality estimates, to the cost model. The
authors used a main memory database and proposed a tuned cost model, which bridges
the gap between Central Processing Unit (CPU) and Input/Output (I/O) cost by mul-
tiplying the CPU cost parameter with the factor 50. They also proposed a simple cost
model, which only counts the number of tuples which are passed through each operator
during the query execution. For the JOB queries, they calculated the costs with the three
cost models and measured the runtimes of the queries, to find out how correlated they
are. The results of that experiment are in Figure 2.2. The correlations between the costs
and the runtimes are low for all three cost models with the cardinality estimates of Post-
greSQL, but are high for all three cost models with the true cardinalities. The runtimes
with the true cardinalities and the tuned cost model are additionally faster by 41% and
with the simple cost models they are faster by 34%, than the runtimes with the cost model
of PostgreSQL. But both are small improvements, compared to the improvement, which
is gained, by using the real cardinalities. In sum, authors conclude that for reasonable
cost models and wrong cardinalities, switching cost models would not play as large of a
role in the query optimization, as would the improvement in cardinality estimates.
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Figure 2.2: Correlation of Cost and Runtime for Different Cost Models and Cardinalities
[LGM+15]

The next experiment was regarding plan space enumeration algorithms. The authors
compared Dynamic Programming with Quickpick-1000 [WP00] and Greedy Operator Or-
dering [Feg98], all with PK indexes and with Primary Key (PK) and Foreign Key (FK)
indexes and also with cardinality estimates of PostgreSQL and with the true cardinalities.
For this, they calculated for all plan space enumeration algorithms, the best plan of that
algorithm and then calculated, with the true cardinalities, the true cost of that plan.
Then they calculated the factor, by which the cost of that plan was worse, than the cost
of the true best plan. The results of that experiment are in Table 2.3 and they show, that
dynamic programming finds better results, than the other two plan space enumeration
algorithms, with and without FK indexes. But the error which comes from using esti-
mated cardinalities is much bigger than the error which comes from using the heuristic
plan space enumeration algorithms. In this way the authors show that switching enumer-
ation algorithms does not play as large of a role, in improving the overall performance,
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PK indexes PK + FK indexes
PostgreSQL estimates true cardinalities PostgreSQL estimates true cardinalities
median 95% max median 95% max median 95% max median 95% max

Dynamic Programming 1.03 1.85 4.79 1.00 1.00 1.00 1.66 169 186367 1.00 1.00 1.00
Quickpick-1000 1.05 2.19 7.29 1.00 1.07 1.14 2.52 365 186367 1.02 4.72 32.3
Greedy Operator Ordering 1.19 2.29 2.36 1.19 1.64 1.97 2.35 169 186367 1.20 5.77 21.0

Table 2.3: Comparison of Plan Enumeration Algorithms [LGM+15]

compared to improving cardinality estimation.
The authors then conclude, that the most important component that needs to be im-
proved in query optimizers, to reach better performance, is the cardinality estimation
mechanism. Authors then call CE the Achilles’ Heel of query optimization.

2.1.2 Regression-Based Approaches

One recently proposed approach to improve cardinality estimations is to use regression
(see Subsection 2.2.1) based models to learn to estimated cardinalities of queries by using
some collecte training data. One popular regression model for cardinality estimation is
the MSCN from Kipf et al. [KKR+18]. But there are also other approaches e.g. from Dutt
et al. [DWN+19] with the Lightweight-Neural Network (LW-NN) and the Lightweight-
XGBoost (LW-XGB).
Regression based approaches have a training and an interference stage. Figure 2.3

Figure 2.3: Regression -Based Cardinality Estimation Approach [WQW+21]

shows the key steps of the 2 phases. In the training stage, a query is featurized and the
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featurization differs among different regression models. To the featurization, statistics can
be added, e.g. the min and max of a column, or data from samples. For each query then
true cardinality is fetched and is added as the target label that the model should try to
predict. With the featurized query and the cardinality label, the regression model then
gets trained. In the inference stage, a newly incoming query gets featurized in the same
way as in the training stage, except for the cardinality which is not fetched and added.
Instead the trained model then infers the cardinality, and according to the generalization
powers of the trained model, the expectation is that this estimation could be good.
In the following subsection we review in detail one such regression based model, the MSCN
model[KKR+18].

2.1.2.1 Multi Set Convolutional Network

Kipf et al. presented in 2018 the MSCN model[KKR+18]. Their key ideas were to use a
set based neural network to capture the set-based semantics of a query (i.e., that inter-
pretation of predicates is order invariant), a new encoding that could be used for machine
learning methods, to use sample bitmaps to enhance the query featurization, and finally,
two new query datasets based on the IMDB schema.
Figure 2.4 shows the architecture proposed by the authors, which consist of three input

Figure 2.4: Architecture of the MSCN [KKR+18]

Neural Network (NN) with each of two layers, for the table, join and predicate set, then
an average pooling for each NN, then a concatenation and then a two layered output NN,
to get the cardinality prediction. The authors reason, that using 3 distinct input NNs for
the tables, joins and predicates makes it unnecessary for the network to use its capacity
to learn the boundaries between these parts of the query structure.
Figure 2.5 shows how a query is partitioned and encoded as sets. The encoded sets can
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Figure 2.5: Query featurization of the MSCN [KKR+18]

be fed to the three input NNs, with the average of the produced vectors from each input
component being then forwarded to the concatenation. The tables are one hot encoded
with a one for that table id and zeros for all other table ids. This one hot encoding is
concatenated with a bitmap of samples of that base table. The authors use 1000 materi-
alized base-table samples. The bitmaps have a one for all qualifying samples and a zero
for the other samples. The joins are encoded with a one hot encoding, with a one for that
join id and a zero for the join ids of all possible other joins. The predicates are encoded
as a concatenation of a one hot encoding of the column id and a one hot encoding of the
operator id and the normalized value. The value is normalized with the min and the max
value of that column: value−minvalue

maxvalue−minvalue
. For all cardinality labels the natural logarithm of

them is calculated and then they are normalized with the min and max of that prepared
cardinalities, this is to facilitate the regression task.
The authors also propose two new workloads or query datasets, which they generate with
the same query generator. They both consist of queries on the IMDB dataset. They
have zero to two joins and have equality and open range predicates. The bigger synthetic
workload contains 100,000 queries and is used as a train set, the smaller synthetic work-
load contains 5,000 queries and is used as a test set. The authors also used the JOB-light
workload as a test set. It contains 70 queries from the JOB workload. They have one to
four joins and equality, open and closed range predicates.
The first experiment was to train with the bigger synthetic workload and then to get the
Q-Error of the estimations on the queries from the smaller synthetic workload. Table 2.4

median 90th 95th 99th max mean
PostgreSQL 1.69 9.57 23.9 465 373901 154
Random Samp. 1.89 19.2 53.4 587 272501 125
IB Join Samp. 1.09 9.93 33.2 295 272514 118
MSCN 1.18 3.32 6.84 30.51 1322 2.89

Table 2.4: Q-Error on the small synthetic workload [KKR+18]

shows that the Q-Errors for MSCN are always smaller, than the baselines, except for in
the median.
Another experiment was regarding 0-tuple situations. Table 2.5 shows, that MSCN per-

median 90th 95th 99th max mean
PostgreSQL 4.78 62.8 107 1141 21522 133
Random Samp. 9.13 80.1 173 993 19009 147
MSCN 2.94 13.6 28.4 56.9 119 6.89

Table 2.5: Q-Error on 0-tuble base tables of the small synthetic workload [KKR+18]

forms better than PostgreSQL and Random Sampling in 0-tuple situation. The authors
conclude, that MSCN has a better fallback, with the learned model only considering the
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query, than PostgreSQL and Random Sampling.
The authors also made an experiment, to see if the trained model can generalize to more
joins and closed range predicates. For that they trained the model with the bigger syn-
thetic dataset and then let the model predict cardinalities for the JOB-light workload.
The results are in Table 2.6 and show, that MSCN can be better than the baselines, ex-

median 90th 95th 99th max mean
PostgreSQL 7.93 164 1104 2912 3477 174
Random Samp. 11.5 198 4073 22748 23992 1046
IB Join Samp. 1.59 150 3198 14309 15775 590
MSCN 3.82 78.4 362 927 1110 57.9

Table 2.6: Q-Error on the JOB-light workload [KKR+18]

cept for the median. It can predict the cardinalities of the job-light queries and therefore
is shown as able to generalize to more joins and closed range predicates.
The authors also measured the size of the serialized model, which is 1.6 MiB without
bitmaps and 2.6 MiB with bitmaps.

2.1.3 Joint-Distribution-Based Approaches

Another learned approach to improve cardinality estimates uses so-called joint-distribution-
based methods. Unlike regression-based methods, they don’t learn to assign a cardinality
label to an encoded query: P(y|x), but they learn the data of the database, including the
number of rows of different attribute values and the correlations between attributes, to
find a compact model of the join distribution P(x,y). This model can then be queried
by providing the predicates and their specific values, and it should return the estimated
cardinality.
Figure 2.6 shows the training phase and the inference phase for this kind of approaches.

Figure 2.6: Joint-Distribution-Based Cardinality Estimation Approach [WQW+21]

At the training phase the joint distribution model is built with the data. At the inference
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phase point queries are directly answered by the model and range queries are answered
by sampling points from the range. One joint-distribution-based method is Neural Re-
lation Understanding (Naru) [YLK+19], which uses autoregressive models and DeepDB
[HSK+19], which uses sum-product networks. In the following sub-section we provide a
short review about DeepDB.

2.1.3.1 DeepDB

Hilprecht et al. [HSK+19] propose DeepDB. DeepDB uses a Sum Product Network (SPN),
which they expand to the Relational Sum Product Network (RSPN), which can be used
to estimate cardinalities or for approximate query processing. A SPN is a tree, with
distributions of random variables as the leaves, sum nodes and product nodes as inner
nodes and weights on the edges. The sum product nodes split columns, while the sum
nodes split clusters and the weights show the shares of the splitted clusters. An example
can be seen in Figure 2.7. A SPN stores a joint probability distribution of n random

Figure 2.7: A Sum Product Network [HSK+19]

variables in a compact form that can be learned and has an efficient inference algorithm.
The RSPN additionally is updatable, stores NULL values as an own random variable,
tries to generalize less and instead represent more accurately and stores only independent
attributes, while storing the dependency in an additional dictionary. The authors also
show a way of learning dependent tables together and to infer the cardinality estimate for
a given query.
The first experiment of the authors was with the JOB-light workload, to compare the CE
results of DeepDB against baselines.
Table 2.7 shows that DeepDB has a lower Q-Error than MSCN and than traditional

methods. The authors also studied how their model performs with many joins compared
to MSCN. MSCN is trained with zero to two joins and DeepDB also has SPN ensembles
from only few tables. Figure 2.8 shows, that DeepDB is also better with many joins, than
MSCN and can therefore better generalize than MSCN.
The authors conclude, that data driven approaches and in particular DeepDB are a good
solution to CE.
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median 90th 95th max
DeepDB 1.27 2.50 3.16 39.66
MCSN 3.22 65 143 717
Postgres 6.84 162 817 717
IBJS 1.67 72 333 6949
Random Sampling 5.05 72 10371 49187

Table 2.7: Q-Error on the JOB-light workload [HSK+19]

Figure 2.8: Q-Error with Different Number of Joins and Predicates [HSK+19]

2.1.4 Search-Based Approaches

Another approach to improve cardinality estimates is to guide the search for an optimal
cardinality estimator with a loss function (see Subsection 2.2.1), which is suited for the
cardinality estimation task. This approach is taken by the Q-Error [MNS09] and the
Flow Loss [NMK+21]. Search based approaches can be combined with regression-based
approaches, by using the search-based approach as the loss function of the regression
training. In this case the approach follows the exact workflow of the regression based
method.

In the following we discuss about two search-based approaches.

2.1.4.1 Q-Error

Moerkotte et al. present in their paper [MNS09] the error function Q-Error. They show,
that this Q-Error is suitable for the cardinality estimation task, by deducing it from the
Join Order Optimization (JOO) task and by showing, that it can guarantee some cost
boundaries. The authors define the Q-Error as:

Q-Error(ŷ, y) :=

max(y
ŷ
, ŷ

y
) y

ŷ
≥ 0

∞ else,
(2.1)

where ŷ are the estimated cardinalities and y are the true cardinalities. The authors
argue, that the cardinality estimation errors of base tables are propagated multiplicatively
through joins and therefore the factor by which the estimations are off is what is relevant.
They also show 4 cases, in which, if the Q-Error of the cardinality estimates is below a
certain boundary, the cost of the plan found with that cardinalities, will be the same as
the cost of the best plan. The authors also show, that the q-error can be used to find
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a limiting factor, by which the cost of the plan found with the estimated cardinalities is
maximally worse than the cost of the best plan:

C(P̂ ) ≤ q4C(P ), (2.2)

with P̂ being the plan found with the estimated cardinalities, P being the best plan, C a
predefined cost model, q = max

x⊆X
Q-Error(ŷx, yx), X being the set of relations to be joined.

The authors conclude that because of this properties, Q-Error is suitable for the cardinality
estimation task.
The Q-Error is widely used, to train models for the cardinality estimation task and to
compare the accuracy of the cardinality estimates.

2.1.4.2 Flow Loss

Negi et al. [NMK+21] bring the idea to guide the search for an optimal cardinality esti-
mator with a novel loss function, called the Flow Loss. Their idea is to not find estimates
which are maximally close to the true cardinalities, but to find estimates which have a
very small plan cost. For that, they propose a cost model C (Equation 2.3) which approx-
imates the PPC cost model. And they propose a loss function, which takes the cardinality
estimates of all base tables and left-deep joined Tables (all subplans) and returns a cal-
culated loss.

C(e, ŷ) = C((u, v), ŷ) := min(|u|+ λ|b|, |u| · |b|), (2.3)

where b is a base table such that u ./ b = v, |u| and |b| are the cardinalities of u and b,
given by ŷ and λ = 0.001. The multiplicative term models nested loop joins without an
index and the additive term models nested loop joins with an index.
For their loss function, the authors define a plan graph (Figure 2.9), where the nodes

are the subplans (i.e. base tables and left-deep joined tables) and the edges are the joins.
The authors show, that when all nodes get a cardinality assigned, all edges can get a
cost assigned from the cost model and then the cheapest path is the best plan w.r.t. the
given cardinalities (Equation 2.4). The true cost of that plan, is the cost of that path,
calculated with the cost model and the real cardinalities of the subplans (Equation 2.5).

P -Opt(ŷ) := arg min
P

∑
e∈P

C(e, ŷ) (2.4)

P -Cost(ŷ, y) :=
∑

e∈P -Opt(ŷ)
C(e, y) (2.5)

The problem with P-Cost is that it has for the most CEs (ŷ) the gradient 0, and can
therefore not be minimized with gradient-based methods. The gradient is for most ŷ
zero, because small changes of ŷ will not change the selected cheapest plan. To over-
come this problem, the authors propose a soft version of P-Cost, which has a non-
zero gradient at all points, with the help of a flow factor, which is transferred from
the energy minimization problem of electrical theory. The energy minimization problem
is:

F -Opt(ŷ) := arg min
F

∑
e∈E

C(e, ŷ) · F 2
e (2.6)
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Figure 2.9: Plan Graph with all Subplans and the Costs as Edge Color and the Flows
as Edge Thickness [NMK+21]

s.t.
∑

e∈Out(S)
Fe =

∑
e∈In(D)

Fe = 1 (2.7)

∑
e∈In(V )

Fe =
∑

e∈Out(V )
Fe (2.8)

F-Opt has a solution, which can be calculated from ŷ and C. The authors then define the
loss function Flow-Loss as:

Flow-Loss(ŷ, y) :=
∑
e∈E

C(e, y) · F -Opt(e, ŷ)2 (2.9)

The authors made experiments to compare the PPCs and the runtimes of models trained
with the Flow-Loss, with models trained with the Q-Error. They used for the training
the IMDB dataset and a workload they proposed, the CEB. For the first experiment they
tested on seen and unseen templates of the CEB workload, for the second experiment
they tested on the JOB workload. They used for the training, the models MSCN and
Fully Connected Neural Network (FCNN), which is the LW-NN.
The results of the first experiment are in Figure 2.10. It shows, that on seen templates,
both Flow-Loss and Q-Error have similar results, which are lower than the results of the
PostgreSQL estimates. On unseen templates Flow-Loss has better results than Q-Error
and PostgreSQL estimates. The runtimes on unseen templates are only a little bit better
for models trained with Flow-Loss and are worse for models trained with Q-Error, than
with the PostgreSQL estimates.
The results of the second experiments are in Figure 2.11. They show similar PPC and

Runtime for models trained with Flow Loss to the PPC and Runtime with the Post-
greSQL cardinality estimates. The Figure also shows, that the results of models trained
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Figure 2.10: Comparison of Models trained with Flow-Loss and Q-Error on the CEB
workload [NMK+21]

Figure 2.11: Comparison of Models trained with Flow-Loss and Q-Error on the JOB
workload [NMK+21]

with Q-Error are worse.
The authors conclude, that Flow-Loss is better than Q-Error at guiding the model to
utilize its learning capacities for the CE task.

Thus far we have established the importance of CE, following the work of Leis et al.[LGM+15],
we then listed traditional methods and introduced in detail the three core learned ap-
proaches: regression based, joint probability distribution based and finally, search-space
based, where the latter can be considered as an extension of regression based methods.
In the following section we consider what is known regarding comparing these approaches
holistically.

2.1.5 Comparative Evaluations and Takeaways

To see if learned cardinality estimators are ready for deployment in production, Wang et
al. [WQW+21] benchmarked traditional and learned cardinality estimation methods in a
static and in a dynamic environment. The authors compared the single-table cardinality
estimations, which are cardinality estimations without cross-table joins.
The authors used 4 different datasets. They used as traditional methods: Postgres,
MySQL and DBMS-A as real DBMSes, Sample-A and Sample-B with sampling meth-
ods, MHIST [PI97], QuickSel [PZM20], Bayes [CL68] and KDE-FB [HKM15]. As learned
methods the authors used the regression-based methods MSCN, LW-NN, LW-XGB and
as joint-distribution-based models DeepDB and Naru.
The first experiment was regarding a static environment, in which the methods can build
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their models for the CE task and don’t need to update it. The authors fetched the car-
dinality estimations of the different methods and the true cardinalities and compared the
Q-Error. The results are in Figure 2.12 and show that learned methods are better in all

Figure 2.12: Q-Error of the Different Methods in a Static Environment [WQW+21]

cases, except for one, in which they are just slightly worse. The best results are from the
joint-distribution-based method Naru. The authors also looked for the cost of this high
accuracy and measured for that the training time, inference time and hyper parameter
tuning time. LW-XGB had the shortest training time which was as short as the histogram
build time of the DBMS, DeepDB was second fastest and took a few minutes, the NNs
took around 30 minutes on all datasets and Naru took on a small dataset 1 minute and
on a bigger one, about 4 hours. The authors also stated, that there is a tradeoff between
training time and model accuracy and that some models can archive similar or slightly
worse performance with much fewer training iterations. The inference times of regression-
based approaches were as short as the inference times of the DBMSes, with one to two
milliseconds, DeepDB needs 5ms to 25ms and Naru takes 5ms to 15ms. The authors
also found a ratio of up to 105 between largest and smallest max Q-Error of different
hyperparameters and reason, that every tested configuration needs the full training time,
which makes the training time longer by the factor of the tested configurations.
For the experiment in the dynamic environment, the authors set an update time T, after
which updates on the data are made. All models need some time tu to update their
model. With n equally distributed queries in the time range [0,T], the models will give,
for the first n · tu

T
queries, cardinality estimates with the stale model and for the remaining

n ·(1− tu

T
) queries cardinality estimates with the updated model. Thus the time to update

tu and the accuracy after the update are relevant to get the accuracy of the cardinality
estimation of the n queries.
Figure 2.13 shows the results of setting T to different values and taking the error of

the n estimations. The different T values are representing high, medium and low update
frequencies If a model can’t update in T, the authors put an X in the figure. The results
show, that DeepDB even though it can update fast, doesn’t have high accuracy after
updating. All other updated learned models can get a slightly worse accuracy compared
to the static environment. Of them only LW-XGB has a short update time. The DBMSes

26



Figure 2.13: Q-Error of the Different Methods in a Dynamic Environment [WQW+21]

are having a very short update time but have a worse accuracy than the updated learned
methods, if the learned methods are able to update in time.
The authors also perform an experiment regarding the tradeoff between updating time

Figure 2.14: Tradeoff between updating time and accuracy. "Dynamic" means the error
after the epoch, "Updated" means the error for all n queries after the epoch
[WQW+21]

and accuracy. Figure 2.14 shows, that even though a long updated model has a low error
after the updating, the error of the n queries between two updates is higher with a longer
updating time.
The authors conclude, that learned methods are a good approach in improving cardinal-
ity estimations. And that in static environments and environments with a low update
frequency, learned methods are already better than traditional methods. But in environ-
ments with a high update frequency, learned methods are not yet ready for the deployment
in production.

The takeways from the cardinality estimation section are:

• Cardinality estimation is the part of query optimizers with the most improving
potential.

• One approach to find better cardinality estimates are learned methods, which can
be regression-, joint-distribution- or search-based.

• In a static or low update frequency environment, these learned methods outperform
traditional methods. But in high update frequency environment they don’t.

• Regression and search-based methods can be combined.
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• For a learned cardinality estimation method, the estimation accuracy and the train-
ing duration is important.

In the following section we introduce the second core topic of our background, graph
neural networks. This pertains to the model underlying the regression-based appraoch
that we aim to study.

2.2 Graph Neural Networks

2.2.1 Basics

Machine learning can be defined in many ways. Burkov proposes that it is the process
of solving a practical problem, by gathering a dataset and algorithmically building a
statistical model based on that dataset[Bur19]. This statistical model should not only
learn the training data, but also generalize, otherwise the model overfits. There are
several kinds of problems studied in machine learning. These are generally divided into
supervised, unsupervised or reinforcement learning. Unsupervised methods, like DeepDB,
learn a model that explains the data distribution without requirements for labels. In
contrast, supervised methods, like MSCN, require labels to be able to train a model
that can predict them. One practical supervised learning task is regression, which is the
problem of predicting a real-valued label for an example of the dataset. [Bur19] One
example of an algorithmic statistical model that can be used for this task is a neural
network, as illustrated for MSCN. Another specific kind of neural network that can be
used are graph neural networks.

2.2.1.1 Neural Networks

An (artificial) neural network consists of multiple (artificial) neurons. A neuron (Figure
2.15) consists of an input function and an activation function. The input function is a func-
tion f : Rn×Rn+1 → R of n input values x1, x2, ..., xn and n+1 weight values w0, w1, ..., wn,
which returns v, the sum of the products plus w0:

v = f(x,w) = w0 +
n∑

i=1
xiwi (2.10)

w0 is called the bias and is sometimes denoted as b. The activation function is a function
φ : R → R, which takes the output of the input function v and returns the output of
the artificial neuron y: y = φ(v). A simple activation function is the threshold func-
tion:

y = φ(v) =

1 if v ≥ 0
0 else

(2.11)

Another activation functions is the sigmoid function:

y = φ(v) = 1
1 + exp(−v) (2.12)

28



Figure 2.15: An (Artificial) Neuron [Hay09]

The softplus function is also an activation function:

y = φ(v) = log(1 + exp(v)) (2.13)

To learn to correctly assign an output number to an input example, the error of the neu-
ron can be measured with an error function, also called loss function and then the weights
can be changed in order to minimize the error. The error is most commonly improved
while training, by using gradient descent based procedures. They calculate the error of
an output and then calculate the gradient of that error, with respect to the weights. The
weights then get changed with the negative gradient, which points to the biggest descent
of the error at the current point. For a single neuron this is done with the delta rule.
The errors and updates of the weights can be calculated after each input example, which
is called online training or they can be calculated after a set number of inputs, which is
called batch training, where the set number is the batch size. Typical loss functions for
batches of outputs and labels are mean absolute error (Equation 2.14) and mean squared
error (Equation 2.15). They both use the mean as an aggregation, but the median or
a percentile would also be possibly used, and it would weight the errors of the distribu-
tion differently. The MSE weights outliers more than the MAE. For the loss calculation
normalizations can also be used. For example, taking the logarithm of all estimates and
labels or normalizing them between zero and one. Both help further with achieving a
more equal weighting of all errors of a batch.

Mean-Absolute-Error(ŷ, y) =
n∑

i=1
|ŷi − yi| (2.14)

Mean-Squared-Error(ŷ, y) =
n∑

i=1
(ŷi − yi)2 (2.15)
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Since one neuron is very limited in its learning power, neural networks with several neurons
are used. The neurons are ordered in layers. A neural network has at least one input
layer and one output layer, in between it can have an arbitrary number of hidden layers.
A neural network with just one hidden layer is shown in Figure 2.16. The outputs of the
neurons of layer n are the inputs of the neurons of layer n+1. The input of the input layer
is the example, encoded in a form that the neural network can take in, which is in the
standard case, a vector of real valued numbers of the size of the number of input neurons.
The output layer is for the regression task, just one neuron which outputs a real valued
number. This number is the output of the net. Neural networks also learn with a gradient
descent based procedure, called backpropagation. Backpropagation uses the error of the
output and calculates, beginning at the last layer, the gradient of the weights of one layer
and uses it, to adapt the weights of that layer and to calculate the gradient of the weights
of the layer before, until reaching the input layer. [Hay09]

Figure 2.16: A Fully Connected (Artificial) Neural Network [Hay09]

In this sub-section we introduced the key concepts of nerual networks pertinent for our
work. In the following sub-section we provide a quick introduction to graph models, such
that combining both areas we can better explain graph neural networks.
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2.2.1.2 Graphs

A Graph is a pair of sets G = (V,E). V is a finite, nonempty set of vertices, which are
also called nodes. E is a finite edge set, whose elements are two-element subsets of the
vertex set, if the graph is undirected and ordered pairs of vertices E ⊆ V ×V , if the graph
is directed. [Bol02] Edges of directed graphs point from the first vertex of the ordered
pair to the second. Edges of undirected graphs don’t point from one vertex to the other.
Figure 2.17 shows an example of an undirected graph.
The neighbourhood in an undirected graph, of a vertex i are all vertices, which have

Figure 2.17: An Undirected Graph [Bol02]

an edge with i. Directed graphs have an in-neighbourhood, which consists of all vertices,
that have an edge pointing to i and an out-neighbourhood, which consists of all vertices,
that have an edge pointing from i. The degree of a node i is the number of nodes in the
neighbourhood of i. In an directed graph the in-degree of a node is the number of nodes in
the in-neighbourhood and the out-degree the number of nodes in the out-neighbourhood.
The vertices and edges of a graph can also get a weight or a attribute assigned to them.
A weight function is defined as f : V → N in the case of vertex weights or f : E → N
in the case of edge weights. Similarly, attributes can be assigned to the nodes and edges,
creating what is called an attributed graph. Nodes and edges can also have types, which
enables graphs to represent multiple actor or relationship types.

2.2.2 Graph Neural Networks

A new kind of neural network are GNNs. They take as input graphs, with node and edge
attributes in the form of feature vectors. A GNN can then perform different tasks like
node, edge or graph classification, or regression. In the classification case, the net returns
the probability of all possible classes for, depending on the task, each node, edge or the
complete graph. In the regression case it returns a real valued number for, depending on
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the task, each node, edge or the complete graph. There are two classes of GNNs, message
passing GCN models and Weisfeiler-Lehman Graph Neural Network (WL-GNN) models,
which are using the Weisfeiler-Lehman test[LW68].

Dwivedi et al. [DJL+20] show that GCNs have a lower error, a lower space and time
complexity and diverge more rarely, which is why we are only considering GCN models
for our work.

Figure 2.18: Standard Pipeline for GCNs [DJL+20]

Figure 2.18 shows the parts of the pipeline of GCNs, which consists of an input layer,
an arbitrary number of GNN layers and a prediction layer. The GNN operates on the
attributes of the nodes and the edges, the feature vectors. The feature vectors are a vector
of real valued numbers. The feature vector of all nodes has the same length n and the
feature vector of all edges has the same length m. The GNN calculates individually for
each node and edge, in each layer, a new feature vector. Each layer has one set of weights,
which all nodes and all edges share in their update process.
The input layer embeds the nodes and edge features. It consists of two standard neural
networks, one for the nodes and one for the edges, with each of just one layer. The layer
of the node NN has n neurons and the layer of the edge NN has m neurons. They both
take in each node or edge and output for each a d-dimensional feature vector, which is
the new feature vector of that node or edge.
The number of neurons of all hidden layers is the same. The hidden layers are the GNN
layers, whose update process can be seen in Figure 2.19. The features hl+1

i of the node i
in the layer l + 1 are updated with a function f , which considers the features hl

i of that
node of the last layer and the features {hl

j : j → i} of the last layer of the nodes with an
edge pointing to the node i:

hl+1
i = f(hl

i, {hl
j : j → i}) (2.16)

This process is called message passing. The different implementations of this generic func-
tion f , is what differentiates the different GCN types. Some GCNs can consider the edge
features and update them too in the same manner. After layer 1, a node has updated
its features with the features of all neighbours, which are one edge away, the messages
have passed the distant one. In every next layer the updated features are used to update
the features of all neighbours again, which results in passing the processed message one
node further. After n layers a message can reach nodes which are n edges away, but the
messages influence to the update process also reduces with every passed edge. This GNN
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Figure 2.19: Generic Message Passing Function of a GNN [DJL+20]

type is called Graph Convolutional Network, because it uses shared weights to convolute
all features of the in-neighbourhood and the node, to a new feature, which causes similar
receptive fields as Convolutional Neural Network (CNN)s have. The receptive fields also
get larger, by every layer, in the same way as in CNNs.
After the features are updated with all GNN layers, the prediction layer is used to get
a task based output. The prediction layer differs for the graph, edge or node part of
the task and for the regression or classification part of the task. If the task is a node
task, the features of each node are passed into a neural network, which returns for each
node either a real valued number, if the task is regression or if the task is classification,
a vector of n real valued numbers, which can be inserted into the softmax function to get
the probabilities of the n classes. If the task is an edge task, the features of the two nodes
of each edge are concatenated, in the order of the ordered pair, and then they are given to
a neural network, in the same way as for the nodes, to either get a number (regression) or
a vector of numbers (classification) for each edge. If the task is a graph task, the features
of all nodes are read out and combined either with the sum, min, mean or max. This
combined feature vector is then passed into a NN, to get either a number (regression) or
a vector of numbers (classification), for the graph. [DJL+20]

2.2.3 Different Graph Neural Networks

The different GCN models are categorized into isotropic and anisotropic models. In the
update process of isotropic models, all neighbours are equally important. In the update
process of anisotropic models, the neighbours have a different importance. Examples for
isotropic models are vanilla GCN and GraphSage [HYL18]. Examples for anisotropic
models are MoNet [MBM+16], Gated GCN [BL18] and GAT [VCC+18]. The difference
in importance for anisotropic models is achieved through concepts like attention [BCB16]
and gating [MT17].
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Figure 2.20:
Vanilla GCN Layer [DJL+20]

Figure 2.21:
Gated GCN Layer [DJL+20]

Figure 2.20 shows the simple isotropic vanilla GCN model. The features of all neighbour-
ing nodes are considered with equal importance, by calculating the mean of them. This
mean is multiplied by a learnable weight matrix and then the activation function Rectified
Linear Unit (ReLu) is used (ReLu(x) = max(0, x)). This simple model doesn’t consider
the nodes own features or edge features. The update equation is:

hl+1
i = ReLU(U l 1

degi

∑
j∈Ni

hl
j), (2.17)

where U l ∈ Rd×d is the weight matrix, Ni is the in-neighbourhood of node i and degi is
the in-degree of node i.
Figure 2.21 shows the anisotropic Gated GCN model. It uses the own features, the
features of the neighbours and the features of the edges from the neighbours to update
the features of a node and the features of the edges from the neighbours. The update
equation is:

hl+1
i = ReLU(U lhl

i +
∑

j∈Ni

σ(el+1
ij )∑

j′∈Ni
σ(el+1

ij′ ) + ε
� V lhl

j), (2.18)

el+1
ij = ReLu(Alhl

i +Blhl
j + C lel

ij), (2.19)

where U l, V l, Al, Bl, C l ∈ Rd×d are the learnable weight matrices of the layer, Ni is the in-
neighbourhood of node i, σ is the sigmoid activation function, ε is a small fixed constant
for numerical stability and � is the element-wise product. The difference in importance
of the in-neighbourhood nodes is achieved with the fraction part of the equation, which
is the edge gate.
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The calculation of the new features in a layer can be extended with techniques such as
batch normalization, residual connections and positional encodings. Batch normalization
is a technique used to balance out the variations of inputs, which come from changing the
weights, with the mean and standard derivation of the batch [IS15]. Residual connections
are a technique, in which after performing all calculations of the new features, the buffered
original features are added to the new features: hl+1

i = hl
i + gGCN(hl

i, {hl
j : j → i}, {el

ij :
j → i}) [HZRS15]. Positional encodings are used to differentiate between isomorphic
nodes and are implemented with Laplacian eigenvectors [DJL+20].
Dwivedi et al. [DJL+20] benchmarked different GNN models for a graph regression

Figure 2.22: Graph Regression Benchmark with the Zinc Dataset [DJL+20]

task with the dataset ZINC, which consists of graphs of molecules. They used for all
models batch normalization and residual connections. Figure 2.22 shows the result of
that benchmark. The models from GIN to 3WL-GNN-E are Weisfeld-Lehmann based
GNNs. They have a very high runtime, diverge sometimes and have worse results, than
the GCNs, which are in the upper part of the figure. From the GCNs the Gated GCN with
edge features (E), positional encodings (PE) and 16 layers (L) performs the best. Because
of this results, we also use this Gated GCN-E-PE model with residual connections and
batch normalization as our GNN model.

2.2.4 Graph Neural Networks for Cardinality Estimation

Graph Neural Networks, have not yet been tried as a method for cardinality estimation.
They can be used as a regression-based learned method. Queries already have a graph
form as can be seen in Figure 2.23. The types of connections between tables, predicates,
joins etc. can be encoded in the form of a graph. This gives the NN some additional
information, which should make it easier for the network to learn to assign cardinalities
to queries.

35



Figure 2.23: A Query as a Graph

GNNs also are using loss functions for their training process and can therefore be com-
bined with search-based methods Q-Error and Flow Loss.

2.3 Summary

In this chapter we showed, that cardinality estimation is the most important part to
improve in query otpimizers. We showed how regression-, joint-distribution- and search-
based learned methods work and how they perform compared to traditional methods. We
also explained what graphs are, how neural networks work and how graph neural networks
work and showed some example graph neural networks. We then concluded, that graph
neural networks could be a good approach to improve cardinality estimations and that
this approach could be extended with the search-based methods Q-Error and Flow Loss.
In the next section we are going to present our research questions and describe in detail
the concept of our novel approach.
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3 Concept

In this chapter we describe the design of our cardinality estimation approach and of the
experiments we are going to make to extend and refine that approach. This chapter is
structured in the following form:

• We begin by defining our research questions (Section 3.1).

• Then we show the design of the prototype we use to answer these questions and we
explain its components and their experimental changes (Section 3.2).

• Next we show the encodings we propose (Section 3.3).

• We then explain how we are going to use Flow Loss (Section 3.4).

• At last we provide a summary of this design section (Section 3.5).

3.1 Research Questions

Our research tries to evaluate the accuracy and runtime of GNNs at the CE task. The
research is divided into two parts. The first part is focused on finding out how GNNs,
as a regression-based method, perform on the CE task and what factors can extend the
accuracy. The second part is focused on extending GNNs with search-based approaches.
Our research questions are:

1. What is the accuracy and runtime of GNNs at the CE task compared to the baselines
MSCN and DeepDB? What is the influence of encodings, samples, the setup of the
prediction layer, parameters and the size of the train set?

2. Training with which loss function leads to the lowest Q-Error, PostgreSQL plan cost
and query runtime?

3.2 Prototype Design

To answer these research questions we are going to build a GNN and encode train and test
sets to perform the CE task. We are going to compare the results of the GNN with base-
lines with evaluation metrics. Then we are going to change the encodings, the samples,
the setup of the prediction layer, the parameters and the size of the train set and measure
and compare the CE results after these changes. We are also going to add subplans to
use Flow Loss and change the loss function and measure and compare the results of both
changes.
Figure 3.1 shows the prototype design, it consists of the components and the workflow
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Figure 3.1: Prototype Design

between them. From the datasets the samples and subplans are generated, these three
components then come together to the encodings. Our encodings are used for our GNN
model and the encodings of the datasets, samples and subplans of the baselines are used
for their models. Our GNN gets experimentally changed at the parameters, prediction
layer and the losses which influences the GNN model. The results of our model and of
the baselines are used to do the CE task and are compared using evaluation metrics.
The experiments for the first research question are regarding the encodings, samples, pre-
diction layer, parameters and datasets. The experiments for the second research question
are regarding the subplans and losses.

In the next parts of this chapter we describe the components in detail.

3.2.0.1 Task

The task is cardinality estimation. Our approaches to that task is a regression-based
learned method and a regression-based learned method combined with a search-based
learned method. We do multi-table cardinality estimation, where we only estimate the
cardinalities for the resulting table of the complete query. We also do cardinality estima-
tion for all subplans.

3.2.0.2 Baselines

The baselines that we use for the first research question are two state of the art models.
They are the regression-based MSCN model and the joint-distribution-based Deep-DB
model. For the second research question we use as the baselines MSCN trained with Flow
Loss, PostgreSQL cardinality estimates and the true cardinalities.
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3.2.0.3 Evaluation Metrics

For the first research question our evaluation metrics are the MAE and Q-Error of the
cardinality estimates on the JOB-light test set and the runtime of the training. From
the Q-Errors of the JOB-light test set, we take the mean, median, 90th quantile, 95th
quantile, 99th quantile and the maximum Q-Error. For the second research question
we also look at the PPC and the runtime of the queries, which we get by injecting the
estimated cardinalities into PostgreSQL.

3.2.0.4 GNN Model

The GNNmodel that we use is the Gated GCNmodel with edge features, positional encod-
ings and after each layer a batch normalization and a residual connection.

3.2.0.5 Prediction Layer

The prediction Layer of the GNN can be changed in the number of layers and in the
activation function which is applied to the output of the prediction layer. We change the
layer size between 2 and 4 layers and the activation function between softplus, sigmoid and
no activation function and measure and compare the results.

3.2.0.6 Parameters

The changed parameters are the batch size (32, 64, 128, 256) and three parameters of
the hidden GNN layers. The three changed hidden GNN parameters are the number
of hidden GNN neurons (100, 200, 300, 400), the number of hidden GNN layers (4, 8,
16, 32) and the usage of positional encodings. We do a grid search with these parame-
ters.

3.2.0.7 Datasets

The train sets that we use are the same as MSCN uses. They are the small and the big
synthetic workload of MSCN (2.1.2.1). By using the same train sets as MSCN our results
are comparable to theirs. We measure and compare the results of changing the dataset
size. The test set that we use is same test set, which MSCN and Deep-DB uses, the
JOB-light dataset. We are going to compare our results, with the results of the baselines
on that JOB-light test set.

3.2.0.8 Encodings

The featurization that we use is similar to that of MSCN, but adapted to a graph, the
details are in Section 4.2. With that featurization we are proposing five encodings. A
logical, physical, fine- grained, compact and query-plan oriented encoding. The encodings
are described in the Section 3.3. We measure and compare the results of the five different
encodings.
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3.2.0.9 Samples

The samples that we add are the materialized base table samples of MSCN. They are
added to the tables of the two synthetic datasets and of the job-light dataset. We measure
and compare the results of adding the samples.

3.2.0.10 Subplans

To use Flow Loss, we need to add the encoded subplans (base tables with filter predicates
and left-deep joined tables of those base tables) and their cardinalities to the dataset. We
measure and compare the addition of the subplans.

3.2.0.11 Losses

The loss functions that we use are MAE, MSE, Q-Error and Flow Loss. MAE and MSE
are loss functions which are not adapted for the CE task, but are standard loss functions
of GNNs for a regression task. Q-Error and Flow Loss are search-based CE approaches.
Before adding Flow Loss and looking at the PPC and query runtime, we perform a
grid search with the loss functions MAE, MSE, Q-Error and different aggregations and
normalizations.
The aggregations are the way of calculating a single loss from a batch of losses, which
we get by training with a batch of graphs. The aggregations that we use are the "mean",
"median", "90th percentile", "95th percentile", "99th percentile" and "maximum". To be
correct, the MAE and MSE then become the absolute and the squared error, with not in
all cases the mean.
The normalization is a function that is applied to all cardinality labels. First from all
labels the natural logarithm is taken and then labels get normalized with the min and the
max label after that logarithm: nc = c−min

max−min
. The GNN then predicts normalized values,

but the before the loss calculation, the normalization can be undone for the predictions
and labels, to have a differently weighted loss calculation. We use the normalizations
"normalized", "unnormalized" (nc × (max − min) − min, which is the loss calculation
with only the logarithms), "unnormalized and exponential function" (which is the loss
calculation with the original cardinalities) and "unnormalized and exponential function
and logarithm" (which is the loss calculation with the original cardinalities and the natural
logarithm of that loss).

3.3 Graph Encodings

The encoding is important, because it gives the GNN some a-priori information about
the query and it defines the flow of information at the training process. We try five dif-
ferent encodings, some with undirected edges, which are implemented with two directed
edges and some with directed edges. The node and edge types also differ, as well as the
structure of them.
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Figure 3.2: Logical Encoding

Figure 3.3: Fine-Grained Encoding
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Figure 3.4: Compact Encoding

Figure 3.5: Query-Plan-Oriented Encoding
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3.3.0.1 Logical

Our first encoding is the logical encoding, it can be seen in Figure 3.2. It is a directed
encoding. It has only three node types and three edge types. For all columns from a
predicate, a column node is created and it is connected with a has edge to table node,
which encodes the table of that column. The columns are are either from join or filter
predicates. If the column is from a join predicate it is connected with a join edge to the
other column of the join. If the column is from a filter predicate, the column node gets a
filter by edge to a operator and value node, which encodes the operator and value of the
predicate.

3.3.0.2 Fine-Grained

Our second encoding is the fine-grained encoding, it can be seen in Figure 3.3. It is
undirected and has 7 nodes and 7 edge types. It has table nodes and then it distinguishes
between columns of joins and columns of filter predicates. The columns of joins get
connected with a join edge and both are then connected to the output node. The columns
of filter predicates have an edge with an operator node, which also has an edge with a
value node. All operator nodes then go to an and node, which gets connected to an output
node.

3.3.0.3 Compact

Our third encoding is the compact encoding, it can be seen in Figure 3.4. It is undirected
and has 6 node and 6 edge types. The difference to the fine-grained encoding is, that the
operator and value are together in one node. Other than that, the compact encoding is
the same as the fine-grained encoding.

3.3.0.4 Query-Plan-Oriented

Our fourth encoding is the Query-Plan-Oriented encoding, it can be seen in Figure 3.5.
It is directed and has 6 node and 4 edge types. The table nodes have an edge to the
corresponding column nodes. The columns than have either edges to join or to predicate
nodes, depending on the occurrence of the column in the query. The materialize node
always takes in the last column node and the last join or filter node. As long as joins
or filters are left, the materialize node has an edge to the next predicate node or join
node. If all predicates and joins are applied, the last materialize node goes to the output
node.

3.3.0.5 Physical

The physical encoding is created with a physical plan of PostgreSQL, by substituting the
nodes and edges of the physical query graph with encoded graph nodes and edges. The
possible node types are: Seq Scan, Hash, Nested Loop, Merge Join, Gather Merge, Hash
Join, Materialize, Aggregate, Sort, Gather, ExtraFilterNode. The possible edge types are
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inner, outer and extra. The structure is the same as in the physical plan of PostgreSQL
and can therefore vary very much from plan to plan.

3.4 Adaption of Flow Loss

To use Flow Loss we need to add all subplans of the queries of our datasets. With them
we create the query graphs, which can be used to calculate the Flow Loss (see Subsection
2.1.4.2). To do that, we take for each query the base tables and their filter predicates,
these are the subplans consisting of one table. Then we add to them another base table,
if they have a join with that base table, to get all subplans with two base tables. We
repeat that until we have all tables joined. In the process, it often occurs, that several
n-table subplan nodes have the same next n+1-table subplan, we then add this n+1-table
subplan node just once to the query graph and create an edge from all n-table subplan
nodes to that n+ 1-table subplan node.
We then combine, for each query graph node, the tables, their filters and their joins to a
SQL query. We use this SQL query to get the cardinality of the node and add it to the
node as an attribute.
With the query graph, which contains all cardinality labels we are able to calculate the
Flow Loss. For the implementation we still need to make some changes on the loader, to
get the correct loading order, this is described in Section 4.5.

3.5 Summary

In this chapter, we presented our design of a GNN cardinality estimator. We defined the
research questions and showed the prototype design, its components and the experiments
we want to do with the components, to answer the research questions. We showed the
encodings we are going to use and explained how we extend our dataset, to use it with
Flow Loss.
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4 Implementation

This chapter describes the implementation of the prototype and the experimental setups.
With it the reproduction of the results should be possible. The structure is:

• Section 4.1 describes the implementation of the GNN and the found parameters. It
also describes how to change the prediction layer.

• Section 4.2 describes how queries are encoded as graphs, such that they can be used
by GNNs. It also describes how samples are added to the encoding.

• Section 4.3 describes the datasets and how the graph datasets are put together from
the encoded graphs.

• Section 4.4 describes how the loss functions MAE, MSE and Q-Error are imple-
mented and how the grid search with them is carried out in our study.

• Section 4.5 describes how Flow Loss is changed, to be usable with a GNN.

• Section 4.6 describes the implementation of the evaluation metrics and the baselines.

• Section 4.7 describes the experimental environments used for the experiments.

4.1 GNN and Parmeters

To implement our model we used the Python library Deep Graph Library (DGL). The
DGL provides means to implement graphs, graph data sets, GNN building blocks and
GNNs. DGL needs for its training and for some building blocks a standard NN library,
we used PyTorch for that. We also used a repository1 which has implemented GNNs and
corresponding training routines. We used the main_molecules_graph_regression.ipynb
file as the starting point and used the GatedGCN network in it. The embedding of the
input layer was implemented for ints, but we needed one for floats, so we changed the
embedding from torch.nn.Embedding to torch.nn.Linear. We also changed the embedding
input dimension to the number of node and edge features. For the experimental changes
of the prediction layer, we changed the mlp_readout_layer.py file. There we changed the
layer number L and added activation functions, which we applied right before returning
the result. For the loss function changes, we implemented the loss functions in a different
file and imported it in the gated_gcn_net.py file. We then set our loss function in the
GatedGCN class as the method to calculate the loss. We also added some functions for
saving the predictions and errors of the JOB-light set and to reload a trained net for
further analysis. Some parameters we have gathered from heuristically testing and others
from the grid search described in Subsection 5.1.4. The parameters we have found in
the end are in Table 4.1. The first parameter is the number of layers. The hidden_

1https://github.com/graphdeeplearning/benchmarking-gnns [DJL+20]

45

https://github.com/graphdeeplearning/benchmarking-gnns


Parameter Value
L 8
hidden_dim 400
out_dim 0.003
init_lr 0.5
lr_reduce_factor 1e-5
lr_schedule_patience 10
min_lr 1e-5
epochs 1000
edge_feat true
batch_size 256
pos_enc false
pos_enc_dim 2
batch_norm true
residual true
readout sum
in_feat_dropout 0.0
dropout 0.0
weight_decay 0.0
max_time 12
use_gpu true
seed 41
print_epoch_interval 5

Table 4.1: Parameters and Their Values

dim and out_dim are the number of neurons (and thus the size of the feature vector) at
the hidden and output layer. The next 4 parameters are regarding the learning rate and
its reduction. We use the optimizer torch.optim.Adam with the learning rate scheduler
torch.optim.lr_scheduler.ReduceLROnPlateau, that reduces the learning rate by the lr_
reduce_factor, if the loss doesn’t sink for lr_schedule_patience epochs. The training will
take maximally the epochs parameter amount of epochs, but will nearly always end before,
when the scheduler reduced the learning rate below the min_lr parameter. The number
of epochs ranged in most trainings between 100 and 300. The edge_feat parameter is
for training with and without considering the feature vector of the edges at the update
process. The batch size, positional encoding, batch norm and residual connections were
already explained in the Subsection 2.2.3. The readout is the way, how the feature vectors
of all nodes of a graph are combined to one feature vector. We use the sum. The dropout
is a normalization method to relinquish some connections in the net to not overfit. We
didn’t use it, because the results with it, were worse on both, the train and the test set.
The weight decay is a normalization method we also didn’t use. The max time is the
maximum number of hours, after which the training is aborted, which in our training
never happened. We also used a Graphics Processing Unit (GPU), the seed 41 and an
epoch printing interval of 5.
To do the grid search with the parameters, we wrote configuration files. These can be
given to the main_molecules_graph_regression.py file, after applying the same adaptions,
as to the main_molecules_graph_regression.ipynb file described before. We then wrote
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a shell script which serially executed the main_molecules_graph_regression.py file with
the configurations.
The size of the serialized model is 26,7 MB.

4.2 Encoding of Queries as Graphs

To encode a query as a graph, we first parsed the query and stored all tables, predicates
and joins in lists. We then used a table dictionary, column dictionary and an operation
dictionary to get id numbers from the strings. The dictionaries have as keys the n al-
phabetically ordered strings and as values the ordered numbers between 0 and n − 1,
where n is the number of columns or tables of that database or the number of used op-
erators. We then stored for each query the table ids and the column ids of the joins. For
each filter predicate, the operator id, column id and the value of that predicate, which
before was normalized with the max and the min value of that column. The normaliza-
tion selected was MinMax, as opposed to scaled normalization, and it was done with the
formula:

value−min_value
max_value−min_value. (4.1)

For the usage of the sample bitmaps, we first downloaded them from the MSCN repos-
itory2. That repository also contains the queries and cardinalities of the three datasets.
We then loaded the samples and added them to the corresponding tables of the queries.
With this data of all queries we could encode the queries as graphs. We iterated over all
queries and created with the data the nodes and edges of the encodings. The nodes are
implemented with identifying numbers from 0 to n−1, where n is number of query nodes.
The edges are implemented as ordered pairs of these node numbers.
Each node and edge gets a feature vector. Figure 4.1 shows the structure of the node

and the edge feature vectors and example feature vectors. The feature vectors of the
edges have the length i, where i is the number of different edge types. For the different
edge types we also used a dictionary, which has the edge type strings as keys and the
numbers between 0 and i − 1 as values. The feature vector of the edges is then a list of
length i, where all items are zero, except for the index which is the value of the edge type
dictionary with the edge type as the key.
The feature vectors of the nodes are a concatenation of one-hot encoded vectors. The
structure of that concatenation can be seen in Figure 4.1. First, the node id vector which
encodes a node type from used encoding. We used a node dictionary, similar to the edge
dictionary for that. Then a table vector, which if the node is a table, has a one at the
position of the table id. Then a column vector, which if the node is a column has a one
at the position of the column id. Then a operator vector, which has a one at the position
of the operator id, if the node is an operator node. Then a value vector, which has the
normalized predicate value, if the node is some kind of value node. Otherwise this vector
consists of a zero. The value vector is the only vector containing a number between 0 or
1, of type float. The complete feature vector has to have the same type, so the feature
vector has floats. If samples are used and the node is a table node we also concatenate
the bitmap of the samples to the feature vector. That bitmap vector is the only vector of
the feature vector, which is not one-hot encoded.

2https://github.com/andreaskipf/learnedcardinalities [KKR+18]
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Figure 4.1: Node and Edge Feature Vector with Examples

The resulting DGL graph, which encodes one query, then consists of nodes, connected
by edges and the related feature vectors of the nodes and edges. We lastly serialized the
graphs in all five encodings of the three datasets. The generation of the graphs can, as
the generation of the complete datasets, be done right before each training. This lowers
the used space since the graphs don’t need to be saved, but it raises the loading time
before the training.

4.3 Datasets

Our datasets consists of queries to the database IMDB. It consists of 3 workloads, the
small synthetic, the large synthetic and the JOB-light workload. The synthetic workloads
are our train sets and the JOB-light workload is our test set.
The IMDB dataset is a real world dataset, which contains many join-crossing-correlations.
Figure 4.2 shows the number of rows of each of the 22 tables of the IMDB dataset. The

Figure 4.2: Number of Rows of Each IMDB table (Log Scaled)

tables have between 4 and 36.244.344 rows. From the two largest tables cast_info and
movie_info, the cardinality of each attribute can be seen at Figure 4.3 and 4.4. This
cardinality is calculated with the equation #distinct-attribute-values

#table-rows
. Both tables have an id
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Figure 4.3: Cardinalities of Movie Info Figure 4.4: Cardinalities of Cast Info

attribute, whose values are completely distinct and some attributes, whose cardinality is
between 0.05 and 0.25 and some, whose cardinality is smaller than 0.01. The other tables
of the database also have an id attribute with distinct values, many attributes with cardi-
nalities between 0.05 and 0.25 and few attributes with a cardinality higher or lower than
that. The join crossing correlations are e.g. between companies and actors or companies
and movie keywords.
The synthetic and JOB-light workloads have simple query structures, which consist only
of table selections, joins and numerical comparison predicates, which are combined with
AND statements. A typically query of this workload looks like this:
SELECT COUNT(∗ )
FROM

t i t l e t ,
movie_info mi ,
movie_info_idx mi_idx ,
movie_companies mc

WHERE
t . id=mi . movie_id
AND t . id=mi_idx . movie_id
AND t . id=mc . movie_id
AND mi_idx . info_type_id=101
AND mi . info_type_id=3
AND t . production_year >2000
AND t . production_year <2010
AND mc. company_type_id=2;

The synthetic workloads have zero to two joins and have equality and open range predi-
cates. The small synthetic workload consists of 5000 queries, the large synthetic workload
consists of 100,000 queries. The cardinalities of the resulting tables of the queries varies
between 1 and 433,559,077. Both synthetic workloads were created from the same gener-
ator of Kipf et al. [KKR+18]. We measured the correlation between the number of joins
and the cardinalities of the small synthetic workload, which is 0.1676. We also measured
the correlations between different columns and the cardinalities, which ranges between
0.02 and 0.25.
The JOB-light workload has zero to four joins and equality, open and closed range pred-
icates. It consists of 70 queries and is a widely used subset of the JOB workload. The
cardinalities, of the resulting tables of the queries, ranges between 9 and 9,537,310,863.
The correlation between the number of joins and the cardinality is 0.25 and the correlation
between the columns and the cardinalities is between 0.04 and 0.26. With the additional
closed range predicates, more joins and larger cardinalities, the workload is a test set for
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the generalization capabilities of our model. By also using the same train sets as MSCN,
our results are very comparable.
We loaded the datasets with the queries encoded as graphs into the framework as a new
dataset. For that we created new dataset classes for all encodings. They load at their
constructors the pickles of the encoded DGL graphs (described in Section 4.2) and the
according normalized cardinality labels and save them in two lists. The classes also have
a __getitem__(idx) method, which returns the graph and cardinality at the index from
the lists. These classes are used to load the train, validation and test sets. The complete
datasets can be saved as pickles, which reduces the loading time but increases the used
memory.
If the datasets are saved as pickles, the loading time of the small synthetic dataset takes
1.9 seconds without samples and 2.2 seconds with samples. The size of the saved dataset
is 34.1 MB without samples and 204 MB with samples. For the saved large dataset, the
loading time is 38.3 seconds without samples and 165.922 with. The used space is 670 MB
without samples and 3.9GB with. In a static environment the dataset don’t need to be
saved. In a dynamic environment they could either be saved or they could be recreated
for each update. The time to create the small dataset without samples is 40.9 seconds
and 69.8 seconds with samples. The time to create the large dataset is 23,48 minutes
without samples and 31,98 with samples.

4.4 Loss Functions Grid Search

To measure and compare the mean and quantile Q-Errors of the different loss functions
MAE, MSE and Q-Error and the different normalizations and aggregations, we wrote a
function, which takes a loss function string, a normalization string and an aggregation
string and the estimated and true cardinalities. The loss function string can be mae, mse
or q_error. The normalization string can be either normalized, unnormalized, unnor-
malized_with_exp or unnormalized_with_exp_and_log. The aggregation string can be
either mean, median, 90_percentile, 95_percentile, 99_percentile or max. The function
firstly calculates the unnormalization, then it calculates the error with the loss function
and if the normalization is unnormalized_with_exp_and_log, it takes the log afterwards
again. At last the aggregation is calculated:
Aggregation(Normalization(Loss(Normalization(Predictions), Normalization(Labels))))
We set this loss function as the loss of the GNN. We also extended the main_molecules_
graph_regression.ipynb file with variables of the three strings, which are read out be-
fore the training and the main_molecules_graph_regression.py file to pass the three
strings from a configuration file. We then created a script, which trains the net with
all combinations of loss functions, normalizations and aggregations and writes down the
results.
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4.5 Adaption of Flow Loss

For the experiments with Flow Loss we used a repository3 from Negi et al., the authors of
the Flow Loss paper[NMK+21]. First we had to get the subplans, their cardinalities and
from them the query graphs of our datasets, which we already described in Section 3.4. We
then used the simple_flow_loss.py file from the repository’s example branch as a starting
point and added to that our datasets and our model. Since the Flow Loss computation
uses some precalculated data to speed up the calculation, we also needed these data for
the Flow Loss computation. The loader loaded the query graphs in a predefined order
with that data, so we had to load the DGL graphs of the queries in the same order to
use it. We did this by reading out the current query from the query graph loader and
then loaded the DGL graphs of that query. To use batch training, we combined the DGL
graphs of all queries of that batch to a DGL batch. With this loader, the GNN model
and the datasets with query graphs, we could train with Flow Loss.
We also added the possibility to use other loss functions, to see how the adding of the
subplans changes their errors and how they help with estimating cardinalities, which can
be injected. We lastly added some functions to save the estimated cardinalities and errors
of the test set.
The Flow Loss repository also contains an implementation of the MSCN model. We used
this implementation with Flow Loss as a baseline.

4.6 Evaluation Metrics and Baselines

The MAE, mean and quantile q-errors can be calculated, with the cardinality estimations
and the true cardinalities of the JOB-light test set. This is the multi-table cardinality
estimation task, in which we only estimate one cardinality, for the resulting table of the
query and where the query can have joins between multiple tables. For the baselines
MSCN and DeepDB we took the errors of the JOB-light test set reported in their papers
[KKR+18] [HSK+19]. To get the missing percentiles, we took their estimations of the
JOB-light set from their repositories and calculated them.
For the PPC and the runtime we used the PostgreSQL module pg_hint_plan, which al-
lows us to add the cardinalities of the subplans to a query, which then the optimizer uses
to find a query plan. We also used another repository4 from Negi et al., the Flow Loss
paper authors. The repository uses pg_hint_plan and expects query graphs with added
estimated cardinalities, to inject them with pg_hint_plan to get the query plan, its PPC
and runtime.
The repository annotates, to get the PPC, the query with the estimated cardinalities and
the keywords explain analyze. It then sends it to PostgreSQL where pg_hint_plan is
loaded. The response of PostgreSQL is a query plan, which contains the cost of the com-
plete query. The Query plan then gets executed and the time is measured as the runtime.
The losses.py file of that repository is used for the first task and the get_runtimes.py file
of it, for the second.
The baselines for the PPC and runtime were the true cardinalities, the PostgreSQL esti-
mates and MSCN with Flow Loss. We gathered the PostgreSQL estimates, with explain

3https://github.com/parimarjan/learned-cardinalities [NMK+21]
4https://github.com/Cardinality-Estimation-Benchmark/ceb [NMK+21]
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analyze queries of all subplans. Since all baselines estimated cardinalities also for the
subplans, we could then calculate the PPC and runtime of that baselines, in the same
way, as previously described.

4.7 Experimental Environment

We use three different environments for our experiments. They are described in the
following.

4.7.0.1 Environment 1

Machine Configuration

• Operating System: Windows 10 1909

• Processor: Intel(R) Core(TM) i7-7700 @ 3.360 GHz

• Memory: 16 GB RAM

• Graphics: Nvidia GeForce GTX 1070

Programming Framework

• Programming Languages: Python (Version 3.8.5)

• Programming Tools: PyCharm professional edition (Version 2021.2)

• Libraries: numpy (1.20.2), pandas (1.2.1), matplotlib (3.4.2), torch (1.8.1+cu102),
dgl-cu110 (0.5.3), networkx (2.5.1), ogb (1.2.3), tensorboardx (2.1), tqdm (4.59.0)

4.7.0.2 Environment 2

Machine Configuration

• Operating System: Ubuntu 21.04

• Processor: Intel(R) Core(TM) i7-7700 @ 3.360 GHz

• Memory: 16 GB RAM

• Graphics: Nvidia GeForce GTX 1070

Programming Framework

• Programming Languages: Python (Version 3.8)

• Programming Tools: PyCharm Professional Edition (Version 2021.2)
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• Libraries: numpy, numpy (1.20.2), pandas (1.2.1), matplotlib (3.4.2), torch (1.8.1-
+cu102), dgl-cu110 (0.5.3), networkx (2.5.1), ogb (1.2.3), tensorboardx (2.1), tqdm
(4.59.0), moz-sql-parser (4.40.21126), sqlparse (0.4.1), klepto (0.2.1), psycopg2-
binary (2.9.1), torchvision (0.10.0), tensorflow (2.6.0), seaborn (0.11.2), sklearn
(0.0), toml (0.10.2), pyzmq (22.2.1), psutil (5.8.0), wget (3.2), xgboost (1.4.2),
sqlalchemy (1.4.23), pytest (6.2.4), progressbar2 (2.5), nltk (3.6.2), pygtrie (2.4.2),
jax (0.2.19), jaxlib (0.1.70), nltk (3.6.2), pygtrie (2.4.2), cvxpy (1.1.15), pomegranate
(0.14.5)

4.7.0.3 Environment 3

Machine Configuration

• Operating System: Ubuntu 18.04.3 LTS

• Processor: Intel(R) Xeon(R) Gold 6130 CPU @ 2.1GHz

• Memory: 754 GB RAM

• Graphics: Tesla V100 SXM2 32GB

Programming Framework:

• Programming Languages: Python (Version 3.8)

• Libraries: numpy (1.20.2), pandas (1.2.1), matplotlib (3.4.2), torch (1.8.1+cu102),
dgl-cu110 (0.5.3), networkx (2.5.1), ogb (1.2.3), tensorboardx (2.1), tqdm (4.59.0)

4.8 Summary

In this chapter we described the implementations of the components of the prototype. We
also described the setups, implementations and environments of the experiments. With
this, all experiments were possible and should be reproducible.
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5 Evaluation and Results

This chapter contains the experimental results of our work. This chapter answers to the
research questions from Section 3.1. It is divided into two parts, one for the first and one
for the second research question.

5.1 Research Question 1

This section addresses the first research question from Section 3.1. The first research
question is again:
What is the accuracy and runtime of GNNs at the CE task compared to the baselines
MSCN and DeepDB? What is the influence of encodings, samples, the setup of the pre-
diction layer, parameters and the size of the train set?

1. Subsection 5.1.1 examines the influence of encodings with an experiment.

2. Subsection 5.1.2 examines the influence of samples with an experiment.

3. Subsection 5.1.3 examines the influence of the prediction layer with an experiment.

4. Subsection 5.1.4 examines the influence of the parameters with an experiment.

5. Subsection 5.1.5 examines the influence of the size of the train set with an experi-
ment.

6. Subsection 5.1.6 compares the CE accuracy and runtime of our GNN, with the setup
from the prior sections, against the baselines MSCN and DeepDB.

7. Subsection 5.1.7 summarizes this section.

5.1.1 Encodings

In this section, we present and evaluate the results of the different query encodings.
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5.1.1.1 Experiment Setup

This experiment regards the encoding component of the prototype, described in Subsub-
section 3.2.0.8 and in Section 3.3. The implementation of the encodings was described in
Section 4.2. We encoded the queries in the 5 encodings, trained the network with them
and measured the errors. We used the experimental environment one.
We are going to look at the other components in the further experiment and will change
some. Until that we are going to use: 16 hidden layers, 300 hidden neurons, no positional
encodings, a batch size of 128, 2 output layers without an activation function, no samples,
the small synthetic train set, the normalized MAE loss function and no subplans in our
dataset.

5.1.1.2 Expected Results

We expect that the logical encoding will be too simple to have good results. That the fine
grained or compact encoding will have the best results, because of its undirected edges
and its finer structure, which gives the GNN more information. And that the query plan
oriented encoding and the physical encodings are too complex and will therefore not have
good results.

5.1.1.3 Results

The results of this experiment are in Table 5.1.

MAE Mean Q Median
Q 90th Q 95th Q 99th Q Max Q

Training
Time
(min)

Logical 181698368 18.92 2.34 11.11 40.38 327.42 883.50 11.2
Physical 190497664 1614.83 2.76 198.72 1883.50 46058.86 53598.14 14.4
QPO 187000816 20.66 2.30 23.41 48.29 489.92 1090.28 9.5
Fine
Grained 187597168 9018.19 3.60 27121.29 79572.10 120078.55 123543.08 10.8

Compact 183076624 25.90 2.35 16.06 27.26 564.02 1195.24 11.2

Table 5.1: Errors of the Encodings on the JOB-light Testset

5.1.1.4 Analysis

The logical encoding has overall the best results, the compact and the query plan oriented
encoding are a bit worse. The physical and the fine grained encoding have big errors in
the higher percentiles.
The big error differences between the similar compact and fine grained encoding is sur-
prising. It seems to be a bad idea to put the value of the predicate into a distinct node.
Also it seems to be the case that simpler encodings are better for the CE task than more
complex ones. The undirected edges are not better than the directed edges. Maybe that
is because the GNN can’t distinguish between the two directed edges, which encode the
undirected edge and the data flow therefore gets worse.
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5.1.1.5 Takeaways

A simpler encoding is better than a more complex one and directed edges are bet-
ter than undirected edges. The logical encoding which is the simplest and has di-
rected edges has the best results and we are going to use it for the further experi-
ments.

5.1.2 Samples

In this subsection, we present and evaluate the results from adding samples to the query
graphs.

5.1.2.1 Experiment Setup

This experiment looks at the samples component of the prototype, described in Subsection
3.2.0.9. The adding of the samples is described in the Section 4.2. We used experimental
environment one for this experiment. We create one DGL dataset with samples and
one without. Both from the small synthetic dataset and compare the Q-Error on the
JOB-light test set.

5.1.2.2 Expected Results

We expect that the adding of the samples will increase the accuracy of the cardinality
estimations. We use the same samples as MSCN did, and they reported an increased
accuracy after adding the samples [KKR+18], so we expect the same for our model. It is
unclear if the model will be able to embed the the 1138 instead of 138 node features, to
the 300 hidden neurons, after adding the 1000 samples.

5.1.2.3 Results

The results of this experiment can be seen in Table 5.2.

MAE Mean Q Median
Q 90 Q 95 Q 99 Q Max Q

Training
Time
(min)

Without
Samples 181698368 18.928 2.340 11.115 40.382 327.421 883.506 11.2

With
Samples 177533104 5.211 1.989 7.845 26.701 51.309 67.434 9.6

Table 5.2: Errors on the JOB-light testset
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5.1.2.4 Analysis

The results are very clear and show that the samples help the GNN with the cardinality
estimation task. The Q-Error decreased at all percentiles and also the mean and the MAE
decreased, while the training time is relatively the same, but also slightly better. The error
reduction of the 99th percentile and max is especially remarkable, with a reduction factor
of 6,4 and 13.1. Our hypothesis that the samples will increase the accuracy is validated.
The concern that the model could not correctly embed the 1138 node features to 300 node
features and therefore will have a higher error is falsified.

5.1.2.5 Takeaways

The usage of samples in the form of bitmaps helps the GNN with the cardinality esti-
mation task, the error decreases with them. We will use the samples in the following
experiments.

5.1.3 Prediction Layer

In this sub-section we present and evaluate the results of varying the prediction Layer.

5.1.3.1 Experiment Setup

This experiment is regarding the prediction layer component of the prototype, described
in 3.2.0.5. The implementation of the changes we made is described in Section 4.1. We
use experimental environment one for this experiment.
The prediction layer takes as input one feature vector which is the aggregated feature vec-
tors of all feature vectors of one graph. The aggregation is done with an readout method,
we use the sum as the readout method. This input feature vector is then converted into
one real-valued output number, with a n-layer neural network and possibly an activation
function behind it.
The starting point we had was 2 output layers and no activation function. We are going
to change the number of layers between 2 and 4 and the activation function between no
function, softplus and sigmoid. The definitions of the softplus and the sigmoid functions
are:

Softplus(x) := log(1 + exp(x)) (5.1)

Sigmoid(x) := 1
1 + exp(−x) (5.2)

5.1.3.2 Expected Results

We expect that an activation function will help the GNN to correctly predict the cardi-
nalities, because the normalized cardinalities are between zero and one and an activation
function reduces the domain nearer to that range. We also expect, that more output
layers will help the GNN with the CE task.
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5.1.3.3 Results

The results of this experiment are in Table 5.3.

MAE Mean
Q

Median
Q 90 Q 95 Q 99 Q Max Q

Training
Time
(min)

No output
function
2 Layers

177533104 5.211 1.989 7.845 26.702 51.309 67.434 9.6

No output
function
4 Layers

167614224 11.638 1.815 9.497 32.295 263.439 268.760 12.08

Sigmoid
2 Layers 175555392 7.303 1.702 9.938 20.368 136.186 152.497 12.23

Sigmoid
4 Layers 177184000 8.712 1.798 15.303 25.614 136.714 163.451 12.6

Softplus
2 Layers 203576640 3847

050
162015
328

503741
463

54999
995

3890
004960

9537
310863 9.4

Softplus
4 Layers 165493024 3.172 2.060 5.376 10,779 14.185 17.118 15.34

Table 5.3: Errors of the Different Combinations of Layers and Output Functions on the
JOB-light Testset

5.1.3.4 Analysis

The configuration with the lowest error is with the softplus activation function and 4
layers. It has a notably lower error in all metrics, except for in the median. Strikingly
is also the result of softplus with 2 layers. The results indicate, that the GNN diverged.
The 2 layers were too few to learn the activation function, but with 4 layers the activation
function is learnable and has better results.
Figure 5.1 shows the softplus function and Figure 5.2 shows the sigmoid activation func-
tion. Both functions have the property, that they asymptotically approach zero, when x
is going to −∞. Since the smallest normalized cardinality is zero, this is helpful. Sigmoid
also asymptotically approaches one, when x is going to ∞. That should also be helpful,
since no normalized cardinality is bigger than one. Softplus has the y values between
zero and one between the x values of -3 and 0.5. While everything smaller than -3 is also
greater or equal to zero, from -3 the noticeable change begins. This change is for the
sigmoid function between -5 and 5.
The results show that the GNN is rather able to learn the softplus function, than the

sigmoid function, when it has enough layers. It is surprising, that the limit on one side
helps but not on two sides. The results of no output function are getting worse with more
layers and they are a little bit better than the results of the sigmoid function. The results
of the sigmoid function are also getting a little bit worse with four layers. Our hypothesis,
that more layers are necessarily better is not correct, even when they can help the softplus
function with the learning task. The hypothesis, that activation functions will help the
GNN with the learning task, because they shrink the codomain is only partly correct,
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Figure 5.1: Softplus Activation Function Figure 5.2: Sigmoid Activation Function

since it is true for the half side shrinking of softplus, but not the both side shrinking of
sigmoid. The reason of this result, lies probably in the interval of change, which is easier
to learn.

5.1.3.5 Takeaways

More layers and an activation function do not necessarily help the GNN with the CE task,
but they do help in the combination of the softplus activation function and 4 layers. We are
going to use this output layer configuration for the further experiments.

5.1.4 Parameter Grid Search

In this subsection, we perform and evaluate a parameter grid search with the param-
eters positional encodings, hidden dimension, batch size and number of hidden lay-
ers.

5.1.4.1 Experiment Setup

We used the experimental environment 3 for this experiment. The experiment is part of
the parameters component, described in Subsubsection 3.2.0.6. Again the tested param-
eters are 2, 64, 128 or 256 as the batch size; 100, 200, 300 or 400 as the number of hidden
neurons; 4, 8, 16 or 32 as the number of hidden layers and using or not using positional
encodings. The parameters and the implementation of the experiment were described in
Subsection 4.1.

5.1.4.2 Expected Results

We expect that more hidden layers and hidden neurons will help the model with learning
the train set, but too many will lead to overfitting. We expect that a lower batch size
will lead to more updates and therefore to a smaller error. We expect that positional
encodings will help with the learning task.
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5.1.4.3 Results

We found 5 configurations, which have the lowest error in at least one of the percentiles.
Configuration 2 and 5 have the lowest error in two percentiles. The configurations are in
Table 5.4. The Q-Errors of the different percentiles from the 5 found configurations are
listed in Table 5.5.

Hidden Layers Hidden Neurons Batch Size Positional Encodings
Configuration 1 16 200 32 False
Configuration 2 8 400 256 False
Configuration 3 32 100 64 True
Configuration 4 8 200 128 False
Configuration 5 8 200 64 False

Table 5.4: The 5 Found Configurations

MAE Mean Q Median
Q 90 Q 95 Q 99 Q Max Q

Training
Time
(min)

Conf 1 148390992 7.318 2.098 8.419 18.553 116.251 185.710 24.3
Conf 2 171423264 3.087 1.786 6.225 11.490 16.318 17.873 4.89
Conf 3 154276112 4.051 1.581 8.106 12.306 28.292 51.222 27.1
Conf 4 167032992 4.420 1.877 7.084 10.085 50.276 67.930 6.31
Conf 5 164611360 3.296 1.947 7.191 11.614 12.803 13.173 8.982

Table 5.5: Errors of the 5 Found Configurations on the JOB-light Testset

5.1.4.4 Analysis

The second configuration has the lowest error in the mean and in the 90th percentile
and the second lowest in the median. That configuration seems to predict most of the
queries with a high accuracy, even though it is not that accurate in the high percentiles.
Configuration 3 is similar with a low median and relatively low mean. Configuration 5
has the highest accuracy at the higher percentiles. Configuration 4 is only peculiar good
at the 90th percentile. Configuration 1, which has the lowest MAE has a relatively high
Q-Error.
Configuration 2 has, as well as configuration 5, a hidden layer size of 8. Figure 5.3 shows
the mean of all mean Q-Errors of one layer size. It shows, that 8 layers seems to be the
best layer size. Higher layer sizes may have a lower error on the train set, but overfit and
have therefor a higher test set error.
The number of hidden neurons differs between configuration 2 and 5. The 200 hidden
neurons of configuration 5 are more frequent in the 5 found configurations, but Figure 5.4
shows, that 200 hidden neurons have in the mean a high error, while 100 hidden neurons
have the lowest. Here the combination of the parameters seems to be important. 100
hidden neurons could have its low error, because it, combined with the higher number of
hidden layers, has few overfitting.
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The batch size varies a lot between the configurations. Figure 5.5 shows the mean of all
mean Q-Errors of a batch size. It is the lowest at 128. Here also the combination seems
to be important. A lot of updates, doesn’t make the error necessary lower.
The result for the positional encodings is unambiguous, configuration 2 and 5, as well as 1
and 4 don’t use positional encodings. The means in Figure 5.6 also show, that positional
encodings are not helpful. This result is against our hypothesis.

Figure 5.3: Hidden Layer Sizes Mean
Q-Error

Figure 5.4: Hidden Dimension Sizes Mean
Q-Error

Figure 5.5: Batch Sizes Mean Q-Error Figure 5.6: Positional Encodings Mean
Q-Error

5.1.4.5 Takeaways

We found 2 good configurations, one which performs good for most of the queries and
one, which is better in the higher errors. We will use the first of them, configuration
number 2, for the following experiments. We also found out, that 8 layers and not using
positional encodings are good parameters, while the number of hidden neurons and batch
size has to be empirically adjusted to them.
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5.1.5 Larger Training Set

In this subsection we are going to evaluate the results of changing the size of the training
set.

5.1.5.1 Experiment Setup

This experiment is part of the dataset component described in Subsubsection 3.2.0.7.
The datasets and their implementation is described in Section 4.3. We are going to use as
the baseline the results from the parameter grid search of Subsection 5.1.4, as the small
training set with samples. We are going to use experimental environment one and test
the large synthetic training set with and without samples.

5.1.5.2 Expected Results

We expect that the large training set will help the model by the learning of the training
data. But it is not clear if the model will overfit to the large training set or if it will be able
to generalize from it. We also expect, that the training time will be longer than training
time with the smaller training set, but we don’t know how much.

5.1.5.3 Results

The results of this experiment are in Table 5.6.

MAE Mean Q Median
Q 90 Q 95 Q 99 Q Max Q

Training
Time
(min)

Small
Training
Set with
Samples

171423264 3.087 1.786 6.225 11.490 16.318 17.873 4.89

Large
Training
Set with
Samples

97215320 3.951 1.624 7.170 10.815 34.101 63.265 140.22

Large
Training
Set
without
Samples

59662824 2.379 1.445 4.097 6.096 13.765 14.454 189.4

Table 5.6: Errors of the Training Set Sizes and Samples on the JOB-light Testset
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5.1.5.4 Analysis

The error of the large training set without samples is lower than that of the two other
training sets. The error of the large training set with samples is lower at the MAE and
median Q-Error, but else higher. For the large training set with samples, the increased
size of the training set does not help and it leads to a little bit of overfitting. At the large
training set without samples, the increased size does help and there is no overfitting. The
higher number of queries seems to help, but if there are also samples, the model overfits
to the samples, resulting in a slightly higher error. Our hypothesis, that more queries
help with the learning of the training data seems to be true. But with samples the model
overfits and without it doesn’t.
The training time for both large training sets is far higher than the training time of
the small training set. This validates our hypothesis. In a static environment a large
training set without samples could be the right choice, while in a dynamic environment
a small training set with samples, which already learns pretty good, could be the right
choice.

5.1.5.5 Takeaways

More training queries seem to help. But with samples the model overfits, resulting in
a slightly higher error on the test set. Without samples the error is lower than that of
the small training set with samples. The training time is higher with the larger training
set. A large training set without samples could be the right choice in a static environ-
ment, while a small training set with samples could be the right choice in a dynamic
environment.

5.1.6 Comparison with Baselines

After the adjustments of the encodings, samples, prediction layer, parameters and train
set size, we can already compare the accuracy and runtime of the GNN with MSCN and
DeepDB. In Table 5.7 we can see the accuracies and runtimes. The GNN is far better

MAE Mean Q Median Q 90 Q 95 Q 99 Q Max Q
Training
Time
(min)

Small Training
Set with
Samples

171423264 3.087 1.786 6.225 11.490 16.318 17.873 4.89

Large Training
Set without
Samples

59662824 2.379 1.445 4.097 6.096 13.765 14.454 189.4

MSCN 201290688 57.9 3.82 78.4 362 927 1110 39
DeepDB 21402744 2.52 1.27 2.5 3.16 35.06 39.66 48

Table 5.7: Comparison of the GNN and Baselines on the JOB-light Testset

than the also regression-based method MSCN and similar to the joint-distribution-based
method DeepDB. DeepDB has a lower MAE and a lower median, 90th and 99th percentile
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Q-Error, but the GNN has a lower mean, 99th and max Q-Error. The training time with
the large trainset is a lot higher, but the training time with the small trainset is a lot
lower. The accuracy of the small trainset is still far higher than that of MSCN. It is a
little bit worse than DeepDB in the MAE and mean, median, 90th and 95th percentile
Q-Error and a little bit better in the 99th and max Q-Error. In a dynamic environment,
where DeepDB already has difficulties with updating the model, a GNN with its short
training time should still be better than DeepDB. In a static environment, both could be
expected to provide similar results for this task. It should be noted that DeepDB also
offers opportunities for other tasks and confidence bounds for its predictions, so in the
static environment these extra features might provide it an edge. Further applications of
our approach (e.g. in approximate query processing) and the provisioning of confidence
bounds could be worthwhile of study.

Figure 5.7: Cardinality Estimation Errors per Join and Predicate Size

We also looked at the cardinality estimation error per join and predicate size, which can
be seen in Figure 5.7 and 5.8. Figure 5.7 shows, that MSCN has a lot of problems with
more joins. It is trained with the same dataset as the GNN, with 0-2 joins, but is not
so capable of generalizing to more joins. Figure 5.8 shows, that the GNN with the large
train set, has a high error with 5 tables and 4 predicates, with 2 tables and 2 predicates
and with 3 tables and 4 predicates, in the other cases it has a low error. The GNN with
a small train set has a high error for 4 tables and 2 predicates, 5 tables and 3 predicates
and 5 tables and 4 predicates, in the other cases it has an error which is a little bit higher
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Figure 5.8: Cardinality Estimation Errors per Join and Predicate Size without MSCN

than the lowest of the three. This GNN has still some difficulties with the generalization
to 5 joins but not so much as MSCN. Both GNNs are mostly able to generalize. DeepDB
has a high error for 3 tables and 2 predicates, and in the other cases it has a low error.

5.1.7 Summary

We showed the influence of the encodings, samples, prediction layer, parameters and the
size of the train set. We also found good configurations for all of these factors. In the end
we showed that the GNN is better, than the also regression-based method MSCN and sim-
ilar good as the joint-distribution-based method DeepDB.

5.2 Research Question 2

This section reports on the experiments performed to address to the second research
question from Section 3.1. The second research question is again:
Training with which loss function leads to the lowest Q-Error, PostgreSQL plan cost and
query runtime?

1. Subsection 5.2.1 regards the Q-Error of training with MAE, MSE and Q-Error.
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2. Subsection 5.2.2 regards the Q-Error of training with subplans and Flow Loss, MAE,
MSE and Q-Error.

3. Subsection 5.2.3 regards the PostgreSQL plan cost and query runtime of training
with subplans and Flow Loss, MAE, MSE and Q-Error.

4. Subsection 5.2.4 compares the results of this section with the baselines.

5. Subsection 5.2.5 summarizes this section.

5.2.1 Loss Functions Grid Search

In this subsection we are going to evaluate the results from the Loss Functions Grid
Search.

5.2.1.1 Experiment Setup

This experiment is part of the loss function component of the prototype, described in
Subsubsection 3.2.0.11. The implementation of the loss functions and the experiment
is described in Section 4.4. The loss functions of this experiments are MAE, MSE and
Q-Error. The Normalizations are: Normalized, Unnormalized, Unnormalized with Expo-
nential, Unnormalized with Exponential and Logarithm. The Aggregations are: Mean,
Median, 90th Percentile, 95th Percentile, 99th Percentile and Max. We are going to use
experimental environment three.

5.2.1.2 Expected Results

We expect that the training with the Q-Error will lead to the lowest Q-Error on the testset.
The MAE and MSE will both be a little bit worse. We expect for the aggregation, that
the mean and the median will have better results than the percentiles, because they better
represent the whole set and not so much the outliers. We expect for the normalization,
that the "Normalized" will be better than the "Unnormalized" and the "Unnormalized
with Exponential and Logarithm", and that they will be better than the "Unnormalized
with Exponential". We think that, because both the logarithm and the normalization
should help the GNN with not learning the outliers with big errors, but all cardinalities
with rather equal importance.

5.2.1.3 Results

We report for each loss function the two configurations with the lowest error. This configu-
rations are listed in Table 5.8. The error results are listed in Table 5.9.
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Normalization Aggregation
MAE 1 Normalized Mean
MAE 2 Unnormalized Mean
MSE 1 Normalized Mean
MSE 2 Unnormalized Mean
Q-Error 1 Normalized 95th Percentile
Q-Error 2 Unnormalized Exponential and Logarithm Mean

Table 5.8: Loss Function Combinations

MAE Mean Q Median
Q 90th Q 95th Q 99th Q Max Q

Training
Time
(min)

MAE 1 171423264 3.087 1.786 6.225 11.490 16.318 17.873 4.33
MAE 2 166784000 4.352 1.933 7.950 21.840 32.118 36.881 4.24
MSE 1 179357872 5.542 2.518 9.919 17.910 46.716 95.297 4.59
MSE 2 181852928 4.272 2.248 8.406 19.316 25.748 28.637 3.804
Q-Error 1 146427824 11.448 2.501 34.351 43.064 121.857 202.376 4.86
Q-Error 2 173930640 3.960 2.024 8.480 11.727 27.435 29.285 5.034

Table 5.9: Errors of the Combination on the JOB-light Testset

5.2.1.4 Analysis

The results of training with the Q-Error and MSE are worse than the results of training
with the MAE. Figure 5.9 shows the means of the mean Q-Errors of all training combi-
nations with one loss function. The error of training with the Q-Error is far higher than
that of training with the other two loss functions. This is surprising, since training with
one loss function should lead to better results tested with that loss function. Maybe the
multiplicative error is more difficult to learn than the other losses.
The tables show that for all three loss functions, there is at least one combination with
the normalization "Normalized". At the MAE this normalization had the lowest error.
At the MSE the "Unnormalized" had the lowest error, which had also a low error at the
MAE. At the Q-Error the "Unnormalized with Exponential and Logarithm" had the low-
est error. Figure 5.11 shows that the normalization "Normalized" had a higher error than
the unnormalized, which had a higher error than the "Unnormalized with Exponential",
and that had a higher error than the "Unnormalized with Exponential and Logarithm".
But this result only contains the converged combinations. We also listed the number
of diverged combinations with each normalization in Figure 5.14. It also shows at all,
how many combinations of each normalization there were. There are only 3 combinations
which converged with the normalization "Unnormalized with Exponential and Logarithm".
There are 4 with the normalization "Unnormalized with Exponential". But 12 converged
for the unnormalized and 13 for the normalized. That means that Figure 5.11 could
be explainable from the fact, that even though the normalized and unnormalized have
a higher error, they converged with combinations where the other two normalizations
couldn’t. These had probably a high error, but that is still better than diverging. We
can conclude, that the normalizations "Normalized" and "Unnormalized" are pretty good.
That when the "Unnormalized with Exponential and Logarithm" converges it is also good,
but it doesn’t do it so often. The pertains for training with the "Unnormalized with Ex-
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ponential" normalization.
The result of the aggregation is clear, the mean is the best aggregation to train with,
while the 95th percentile is also good. A similar result can be seen in Figure 5.10. The
bad result of the median is unexpected, as well as the good result of the 95th percentile.
The results of the 90th and 99th percentile are worse than that of the 95th percentile.
Maybe the 95th percentile is the break point between the main part of the distribution
and its outliers.

Figure 5.9: Loss Function’s Mean Q-Error Figure 5.10: Aggregation’s Mean Q-Error

Figure 5.11: Normalization’s Mean Q-Error

Figure 5.12, 5.13, 5.14 show the numbers of combinations with each loss function, aggre-
gation and normalization and the number of diverged combinations of each loss function,
aggregation and normalization. There are a lot of combinations that did diverge. The
main reason for the divergence is a too high error, resulting in a Not a Number (NaN).
Another main reason is the incapability of the GNN to find a gradient at the beginning,
and it then can’t train the net. Most divergences are from the higher percentiles, since
they have a high error and from the normalization "Unnormalized Exponential", which
also has a very high error. Some are from the normalization "Unnormalized with Expo-
nential and Logarithm", which also has a high error, before taking the logarithm. But if
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the high error is NaN, the logarithm will also be NaN. The combinations of this high error
factors lead to most divergences. This shows that the high percentiles and the normaliza-
tions containing an exponential, and therefore the unchanged cardinalities, are not fitted
for the loss calculation. Even though that many loss function combinations diverged, the
loss functions of Table 5.8 never diverged.

Figure 5.12: Diverged Loss Functions Figure 5.13: Diverged Aggregations

Figure 5.14: Diverged Normalizations

5.2.1.5 Takeaways

The takeaways of this subsection are:

• MAE is better fitted as the loss function, than the MSE and the Q-Error.

• The normalized or unnormalized normalization is better than the original cardinal-
ities, which are obtained with an exponential calculation.

• The mean and the 95th percentile are good as aggregations.

• The best loss function combination we found was the MAE, normalized with the
mean.
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5.2.2 Training with Subplans

In this subsection we are going to evaluate the results from training with subplans.

5.2.2.1 Experiment Setup

This experiment is part of the subplans and loss functions component of the prototype,
described in Subsubsection 3.2.0.10 and 3.2.0.11. The concept and implementation of
this experiment is described in Section 3.4 and 4.5. We are going to use experimental
environment two. We are going to train the network with all subplans in the train dataset
with all loss functions. The networks will then estimate the cardinalities of the test
set. We are going to look at the cardinalities of the complete queries and are going
to compare them with results of training without subplans. We are going to look if
enhancing the dataset with the subplans will reduce the error, how Flow Loss, which
needs the subplans for its training, will perform on the multi-table CE task and measure
with a comparable error metric the training results, to better explain the results of the
next subsection.

5.2.2.2 Expected Results

We expect, that training with the subplans will have better results, since there are more
queries in the training set. We also expect, that Flow Loss will have worse Q-Error results
than the other metrics, because it’s not built to get a low Q-Error, but to get a low PPC
and runtime. We also expect, that Flow Loss with a GNN will have a lower error, than
Flow Loss with MSCN.

5.2.2.3 Results

The results of this experiment are in Table 5.10.

5.2.2.4 Analysis

The results show, that training with subplans leads to worse results for all previously used
loss functions. The MAE and Q-Error have especially bad results, while the results of
the MSE are relatively good, but still worse than training without subplans. This goes
against our hypothesis.
The results also show, that Flow Loss with a GNN has better results than Flow Loss with
MSCN. Both have a high Q-Error, so these two hypothesis are validated.

5.2.2.5 Takeaways

Training with subplans, which is necessary for Flow Loss, has a higher Q-Error on the
complete query. Flow Loss has also a high Q-Error with subplans, but combined with a
GNN a lower Q-Error, than combined with MSCN.
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MAE Mean Q Median
Q 90th Q 95th Q 99th Q Max Q

Training
Time
(min)

MAE
without
Subplans

171423264 3.08 1.78 6.22 11.49 16.31 17.87 4.33

MAE
with
Subplans

203081616 4574.63 14.87 1133.62 22877.75 98852.62 141597.38 7.92

MSE
without
Subplans

181852928 4.272 2.24 8.40 19.31 25.74 28.63 3.80

MSE
with
Subplans

198562256 47.73 4.62 90.92 192.08 674.96 943.89 13.91

Q-Error
without
Subplans

173930640 3.96 2.02 8.48 11.72 27.43 29.28 5.03

Q-Error
with
Subplans

203054000 4013.72 92.65 2772.92 3170.63 83468.82 199289.52 12.46

GNN
Flow Loss
with
Subplans

201419200 819.70 28.40 1124.99 3765.28 11700.45 24677.36 22.95

MSCN
Flow Loss
with
Subplans

378392320 26244.88 36.28 2182.27 8318.72 751514.71 936947.81 8.99

Table 5.10: Errors of Training With and Without Subplans on the JOB-light Testset

5.2.3 PostgreSQL Plan Cost and Runtime

In this subsection we are going to evaluate the results of injecting the estimated cardinal-
ities, from training on the subplan space, into PostgreSQL and measuring the PPCs and
runtimes.

5.2.3.1 Experiment Setup

This experiment is part of the loss functions and evaluation metrics components of the
prototype, described in Subsubsection 3.2.0.10 and 3.2.0.11. The implementation of this
experiment is described in Section 4.6. We are going to use experimental environment
two. We are going to inject the estimated cardinalities of all subplans of the test set,.
The cardinalities were gather with training with the different loss functions. We will then
compare the PPCs and runtimes.

5.2.3.2 Expected Results

We expect, that the PPC and runtime of the true cardinalities will be the lowest. We
also expect, that the PPC and runtime of the learned cardinalities will be lower than that
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of the PostgreSQL estimates. We expect that the PPC and runtime of Flow Loss will be
low. We also expect, that both metrics will be lower with the GNN and Flow Loss, than
with MSCN and Flow Loss. We also expect, that the PPC and runtime of training with
the MSE will be lower than that of training with MAE and Q-Error. This we expect,
because of the results from the last subsection.

5.2.3.3 Results

In Table 5.11 are the PPC results and in Table 5.12 are the runtimes results.

Mean PPC Median PPC 90th PPC 95th PPC 99th PPC Max PPC
True
Cardinalities 1246312 586394 1948981 2942256 12518168 28623225

Postgres
Estimates 2001999 773554 2350292 5772152 23956511 56192474

MAE 2130782 937947 3182816 4871822 25129385 35326563
MSE 1325045 628546 1994003 2995176 13006294 29455787
Q-Error 2054717 951973 2743764 4127382 22417935 35493574
Flow Loss
GNN 2087284 743163 2823907 3016934 22918567 34891437

Flow Loss
MSCN 2265801 1126500 3017670 3333135 24760090 48863397

Table 5.11: PostgreSQL Plan Cost of the Training with Different Loss Functions on the
JOB-light Testset

Mean
Runtime

Median
Runtime

90th
Runtime

95th
Runtime

99th
Runtime

Max
Runtime

True
Cardinalities 20.184 3.957 16.469 41.738 294.728 711.493

Postgres
Estimates 22.532 5.433 31.084 44.516 344.040 855.252

MAE 314.337 6.537 34.054 87.803 6796.285 20254.4179
MSE 19.766 4.548 19.473 44.451 309.403 736.867
Q-Error 230.495 6.376 35.869 85.372 5827.391 7345.836
Flow Loss
GNN 25.843 5.427 40.345 57.648 380.293 823.675

Flow Loss
MSCN 28.436 6.253 50.544 61.968 452.335 812.760

Table 5.12: Runtimes in Seconds From Training With Different Loss Functions on the
JOB-light Testset

5.2.3.4 Analysis

The true cardinalities have the lowest PPC and runtime. The MSE, which was already
lower in the last subsection, has also a lower PPC and runtime, than the MAE and Q-
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Error. Flow Loss has a relatively high PPC and runtime. The GNN’s is still lower than
MSCN’s, but they both are a little bit worse than the PostgreSQL estimates. The results
show, that when the GNN is able to learn the dataset, like in the MSE case, it can beat
the PostgreSQL estimates at the PPC and runtime. The reason for inability of the MAE
and Q-Error to learn the dataset with subplans accurately, is not clear. They wander for
some reason into a local minimum. The unnormalized MSE seems to be the right loss
function for training with subplans. The results of Flow Loss are also unclear. In the
original work of Negi et al. [NMK+21], the PPC and runtime was a little bit lower at
unseen templates, than that of the PostgreSQL estimates. But it was a little bit higher
at unseen JOB templates. We here have the same results of it being a little bit worse.
Maybe their approximate cost model is too simple.

5.2.3.5 Takeaways

The PPC and runtime of Flow Loss are a little bit worse than that of the PostgreSQL
estimates. But the GNN with Flow Loss has better results than MSCN with Flow Loss.
The results from training with the unnormalized MSE show, that a GNN can not only
have a low Q-Error at the multi-table cardinality estimation task, but also a low PPC and
runtime. With the unnormalized MSE the results are better than with the PostgreSQL
estimates. For some reason, the MAE and Q-Error had worse results than the PostgreSQL
estimates, they shouldn’t be used for training with subplans, but instead the unnormalized
MSE.

5.2.4 Comparison with Baselines

Since the search for a loss function, didn’t lead to a lower multi-table CE Q-Error, the
comparison of the last section is still up-to-date. The subsections 5.2.2 and 5.2.3 have
shown, that the GNN with Flow Loss has lower Q-Errors, PPCs and runtimes that MSCN
with Flow Loss. And that the GNN with the unnormalized MSE has a lower PPC and
runtime than the PostgreSQL estimates have, but still a higher than the true cardinalities
have.

5.2.5 Summary

We showed the Q-Errors, PPC and runtime of training with different loss functions. Nei-
ther training with the search-based method Q-Error, nor with Flow Loss lead to lower
results, than training with a standard Loss Function. We also showed, that the PPC and
runtime of a well trained GNN is lower than that of PostgreSQL estimates. The normal-
ized MAE is the right loss function for the multi-table CE task, while the unnormalized
MSE is the right loss function, for training with subplans.
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6 Conclusion and Future Work

This chapter collects the conclusions of this thesis. It also shows possible future research
directions. The structure is as follows:

• Section 6.1 describes the main conclusions of this thesis.

• Section 6.2 describes possible future research directions, which can extend the work
from this thesis.

6.1 Conclusion

In Query Optimizers cardinality estimation is the most important part to improve. A new
approach, next to traditional methods, are learned methods, which are regression-, joint-
distribution- or search-based. One regression-based approach that wasn’t used before, is a
Graph Neural Network which can be extended with the search-based methods Q-Error or
Flow Loss. In thiw work we designed a GNN cardinality estimator with different possible
loss functions and many adjustable components. To get the query into a graph form, we
developed 5 possible encodings. We also added subplans to our datasets to train with
Flow Loss and to inject the estimated cardinalities, to get the PPC and runtime. As the
baselines we set the regression-based method MSCN, the joint-distribution-based method
DeepDB, the PostgreSQL estimates and the true cardinalities. Our goal was to answer
what are the GNNs accuracy and runtimes, how the hyperparamter components influence
it, how different loss functions influence it and how it is compared to the baselines. We
then implemented the design.
The results for the Hyperparameters are:

• An encoding which is simpler is better than a more complex encoding and directed
edges are better than undirected edges. Of the five encodings, the logical encoding
which is the simplest and has directed edges has the best results.

• The usage of samples in the form of bitmaps helps the GNN with the cardinality
estimation task, the error decreases with them.

• Many output layers and an output activation function do not necessarily help the
GCN with the CE task, but they do help in the combination of the softplus activation
function and 4 output layers.

• 8 layers and not using positional encodings are good parameters, while the number
of hidden neurons and batch size has to be empirically adjusted to them. We found
that 400 hidden neurons and a batch size of 256 is a good adjustment.
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• More training queries seem to help, but with samples the model overfits, resulting
in a slightly worse result. Without samples the accuracy of the larger training set
is better. The training time is way higher than with the small training set with
samples. A large training set without samples could be the right choice in a static
environment and a small training set with samples could be the right choice in a
dynamic environment.

After this tuning, the GNN has a lower error than MSCN and a similar error compared
to DeepDB at the multi-table CE task. The training time of the GNN is lower than the
training time of the other two learned methods.
The mean normalized MAE is the loss function with the lowest error at the multi table
CE task. Training with the search-based Q-Error leads to worse Q-Error results on the
test set. Training with normalized or unnormalized estimates is better than training with
the original cardinalities. The mean and the 95th percentile are good as aggregations.
Training with subplans, which is necessary for Flow Loss and injections, has a higher
Q-Error on the complete query. Flow Loss also has a high Q-Error, when trained with
subplans, but in combination with a GNN a lower Q-Error than in combination with
MSCN.
The PPC and runtime of Flow Loss is a little bit worse, than that of the PostgreSQL
estimates. But the GNN with Flow Loss has better results than MSCN with Flow Loss.
The results from training with the unnormalized MSE shows, that a GNN not only can
have lower Q-Errors at the multi-table cardinality estimation task, but also a lower PPC
and runtime than the PostgreSQL estimates. The MAE and Q-Error had worse results,
than the PostgreSQL estimates, they shouldn’t be used for training with subplans, but
instead the unnormalized MSE.
Neither training with the search-based method Q-Error, nor with Flow Loss lead to lower
results than training with a standard Loss Function. The normalized MAE is the right loss
function for the multi-table CE task and the unnormalized MSE is the right loss function,
when the cardinalities should be injected into PostgreSQL and therefore training with
subplans is needed.

6.2 Future Work

• Other Datasets to compare GNNs with other Methods: One research di-
rection could be a broader comparison with other learned methods, by using other
datasets. The four datasets of the paper of Wang et al. [WQW+21] could be used
to compare thr GNN also with LW-NN, LW-XGB and Naru.

• Dynamic Loss Function Selection: For taking the loss function research fur-
ther, a method could be developed, which trains the network on small parts of the
dataset with different loss functions and then dynamically select that loss function
for the complete training, which has the lowest error. Alternative loss functions for
regression could also be studied, such as Huber loss, Log-Cosh, XTanh, XSigmoid
and others.

• Dynamic Environment and Updating: The GNN could be extended with a
update algorithm, which should be designed to have a high accuracy on a updated
database. The already low training time could be even further reduced, by training
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with a smaller dataset consisting of queries on the updated tables. The runtime and
accuracy, should then be compared to existing learned and traditional CE methods
at dynamic environments.
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