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Abstract

In the field of feature-oriented software development it is common practice to make
use of feature models in FODA-notation. They provide a high-level view of features
and their interactions in a hierarchical arrangement and can be employed for feature
model analysis by different tools. Kconfig is a configuration language designed for
the Linux kernel, but also adopted in other projects. Kconfig also describes a set
of features and their interactions, but in a more detailed, low-level manner. In this
thesis we aim to extract a hierarchy from a Kconfig-based system and represent
it in a feature model in FODA-notation, thus making it available for analyses by
prominent tools of feature model analysis. To achieve this, we employ the syntactical
structure of the Kconfig files and to some extent the dependencies defined between
features. We provide a tool for automating this process. To evaluate the results we
inspect metrics like depth and width of the resulting feature tree and the number of
added parent-child-relationships.
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1. Introduction

In the field of software engineering, feature-oriented software development (FOSD)
[Apel and Kistner, 2009] addresses the complexity of large, configurable software
systems by identifying and managing features systematically. A feature is a unit of
functionality of a software system that satisfies a requirement, represents a design
decision, and provides a potential configuration option [Apel and Késtner, 2009].
Features can be combined in different ways to adjust the system to different needs and
environments. The concept of a feature is useful for the description of commonalities
and variabilities in the analysis, design, and implementation of software systems [Apel
and Késtner, 2009]. Variability modeling deals with the representation of possible
configurations of a system by describing available features and their dependencies in
feature models. Feature models have first been described by Kang et al. [1990] in the
context of feature-oriented domain analysis (FODA). Feature models are typically
displayed in a hierarchical tree-like diagram, together with a set of propositional
logic formulas defining so called cross-tree constraints. These cross-tree constraints
are necessary to define dependencies between features, which cannot be displayed in
the diagram in an appropriate way. A feature model in FODA-notation provides a
complete, high-level view of the feature model in a single place of reference. software
product line engineering (SPLE) is a paradigm enabling mass customization of
software [Kniippel et al., 2017; Pohl et al., 2005]. It utilizes FOSD and feature
models to develop reusable artifacts for a specific domain [Kniippel et al., 2017]. The
composition of multiple software artifacts results in a software product. A software
product line is a family of similar software products sharing common artifacts.

The Linux kernel is a highly configurable software system. Although it has not been
developed with SPLE in mind, there are often drawn parallels between the Linux
kernel and software product lines (SPLs). That is because it accomplishes many
goals of SPL guidelines, like automatic product generation, high configurability, code
re-use, flexible architecture or no overhead for unrequested features [Sincero et al.,
2007]. Kconfig [Cao, 2018; kernel development community] is a variability modeling
language originally designed for configuring the Linux kernel. The variability of the
Linux kernel is managed across multiple Kconfig files. They define configuration
symbols that are later translated to preprocessor variables. These variables decide
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if certain code will be compiled or not and can be considered as features of the
system. Each configuration symbol can define dependencies on other configuration
symbols. The serialized and scattered definition of configuration symbols makes it
hard to analyze and reason about the variability of the feature model defined by
Kconfig. Analyzing Kconfig’s variability helps for example with finding configuration
specification bugs [Oh et al., 2021; Tartler et al., 2011] and increasing patch coverage
for testing [Yildiran et al.,; 2024]. There have been several works on formalizing and
analyzing Kconfig and the underlying feature model of the Linux kernel [Fernandez-
Amoros et al., 2019; Oh et al., 2021; She and Berger, 2010; Tartler et al., 2011].
These works mostly translate configuration symbols and their dependencies into
Boolean logic formulas and reason over them with SAT or #SAT solvers. However,
the hierarchy of features is lost in this transformation.

Extracting the feature hierarchy and providing a visual representation in a feature
diagram provides several benefits to stakeholders of a complex software system.
Hierarchical feature diagrams offer a visual structure that is easy to comprehend,
even for stakeholders with limited technical expertise [Kang et al., 1990]. By grouping
features logically, it makes it intuitive to understand how features relate to each
other and to the system as a whole. Hierarchies enable modular decomposition,
where features are grouped into logical units or subtrees. This supports scalability
by breaking down complex systems into manageable pieces. Hierarchies also provide
a clearer understanding of dependencies, as they are visually reflected in parent-child
relationships. Tools supporting feature diagrams often leverage their hierarchical
nature for automated reasoning, e.g. checking consistency, detecting conflicts, and
generating valid configurations. A recent work by Yaman et al. [2024] develops a
direct transformation from Kconfig into a feature model in FODA-notation to make
it available to the FeatureIDE [Meinicke et al., 2017; Thiim et al., 2014] framework.
The goal of this work is similar, but the approach different. Yaman et al. [2024] invent
a new logical transformation and evaluate their tool over a small set of synthetical
Kconfig files, which calls into question the accuracy of Kfeature, especially regarding
corner cases of Kconfig present in real system as identified by El-Sharkawy et al.
[2015]. Instead of a direct transformation from Kconfig, we choose to build and
extend on the formulas extracted by previous reliable tools, like Kclause [Oh et al.,
2021]. By leveraging the results of Kclause, we hope to ensure the accuracy of
the resulting feature model by maintaining semantic equivalence between implied
constraints by the hierarchy and constraints implied by Kclause formulas.

Goal of this Thesis

In this thesis we aim to close the gap between Kconfig models, their representation
in Boolean formulas and feature diagrams in FODA-like notation. We build a tool to
extract hierarchies from Kconfig, leveraging the results of Kclause by applying the
hierarchy and representing it in a feature model in the universal variability language
(UVL) format. We evaluate our tool in terms of applicability, scalability, accuracy,
and readability of resulting feature models. To summarize, we make the following
contributions:

e A tool to extract feature hierarchies from Kconfig,



e an evaluation of our tool and its extracted results regarding applicability, scala-
bility, accuracy, and readability,

e feature models from different versions of the Linux Kernel extracted by our tool.

Structure of this Thesis

In Chapter 2 we will introduce the necessary knowledge about feature models, Kconfig,
Linux kernel configuration, Kclause, and UVL. Chapter 3 and Chapter 4 will explain
the concepts and implementation details of the extracting the feature hierarchy from
Kconfig and how we apply combine it with the feature model extracted by Kclause.
We aim to answer research questions in Chapter 5. Chapter 6 will discuss related
work. And finally we will conclude with Chapter 7.






2. Background

In this chapter we introduce some of the topics that are relevant and provide
background details that help in understanding this thesis.

2.1 Software Product Lines and Feature Models

A SPL is a family of software products that share a common code base but differ
in their expression of features, where a feature is a user-visible characteristic of a
product. Feature models represent these features and the relationships between
them. Kang et al. [1990] first introduced feature models in the context of domain
analysis. Since then feature models have also been used in the development of SPLs.
A certain choice of features defines one possible configuration and corresponds to a
product of the SPL. Features can be optional or mandatory and can be grouped as
choices of one (alternative-group) or multiple (or-group) features. Feature models
can introduce abstract features that have no concrete implementation in the product
and are rather used for structuring features in the modeling space. Figure 2.1
shows a typical representation of a feature model as a feature diagram in FODA
notation. The edges imply dependencies of the child on the parent feature. For
dependencies between features that are not in a parent-child-relationship in the
diagram and for more complex dependencies, additional constraints can be defined in
the form of propositonal logic formulas below the diagram. They are called cross-tree
constraints. A common format for specifying feature models is UVL [Sundermann
et al., 2021]. UVL textually specifies variability models and uses indentation to
represent their hierarchical structure. Listing 2.1 shows an example UVL file that
corresponds to the feature diagram in Figure 2.1. We choose the UVL format because
it promotes a common way of serializing feature models independently of concrete
tools [Romero-Organvidez et al., 2024].

2.2 Kconfig

Kconfig is the configuration language of the Linux kernel. In Kconfig, configuration
symbols, indicated by the config keyword, can be defined, which can be selected
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Legend:

[ ] Abstract Feature
Cheese [l Concrete Feature
® Mandatory

O Optional
A Or Group
A Alternative Group

‘ Ketchup ‘ ‘ Mustard ‘ ‘ Cheddar ‘ ‘ Gouda ‘

Ketchup = Cheese

Figure 2.1: feature diagram example

features
Sandwich {abstract}
mandatory
Bread
optional
Sauce {abstract}
or
Ketchup
Mustard
Cheese {abstract}
alternative
Cheddar
Gouda

5 constraints

Ketchup => Cheese

Listing 2.1: UVL example

by the user in the configuration process. A selected configuration symbol defines
a C preprocessor variable, which handles the inclusion of source code fragments or
whole source code files. The Kconfig files describe the feature model of the Linux
kernel, where each configuration symbol corresponds to a feature. Each configuration
symbol has a type of either bool, tristate, string, hex or int. Bool features can
be either selected or deselected and tristate features have the additional option
to be dynamically loaded as a module. Int, string and hex features can take
the values of the respective data type. The choice keyword in Kconfig starts a
block with alternative configuration symbols of which one can be chosen in the
configurator. Kconfig also defines dependencies on features with the depends on and
select keywords or in enclosing if-blocks. The source keyword is used to include
other Kconfig files. Kconfig uses menu entries to group configuration options in the
configurator. Lastly Menuconfig defines a configuration symbol that also opens a
submenu if selected.

Listing 2.2 shows an example Kconfig file. The string next to the type definition of
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a symbol is called prompt. Only configuration symbols with a prompt are visible
to the user in the configurator. Configuration symbols without a prompt can be
selected by assigning a default value or by selecting another configuration symbol
that selects it with the select keyword. Besides the prompt, the help text provides
a more detailed description for the user.

2.3 Kclause

The effort to translate Kconfig semantics into Boolean formulas led to the development
of several tools to automate this process. This effort was motivated by the need
for scalable, automated analysis of Linux kernel configurations. SAT solvers can be
used on these Boolean formulas for consistency checking, detecting dead features and
unsatisfiable constraints, or generating minimal configurations that satisfy specific
constraints [Oh et al., 2021; Tartler et al., 2011; Yildiran et al., 2024]. Kclause,
as a part of the kmax tool suite [Gazillo, 2024; Gazzillo, 2017] is one of the more
recent tools, which translates the Kconfig syntax into Boolean logic while preserving
semantics. This means "Feature A depends on Feature B” translates to ”A implies
B” or equivalently "not A or B”. Kclause can also handle composite and transitive
dependencies and choices. The translation for composite or transitive is not trivial [Oh
et al., 2019]. There are other tools, for example KconfigReader [Késtner, 2016], that
can do the same. Oh et al. [2019] have compared Kclause to KconfigReader, which
according to them was the best tool for converting a Kconfig model to a propositional
formula prior to Kclause. They evaluated that Kclause, unlike KconfigReader,
produces equivalent formulas to Kconfig models with 95% confidence and 3% margin
of error and that Kclause formulas have 63% fewer clauses on average than other
tools. This is why we choose to use the Kclause tool instead of other tools.
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1 menu "General setup"

2)

; config BROKEN

26

bool

config BROKEN_ON_SMP

bool
depends on BROKEN || !SMP
default y

config INIT_ENV_ARG_LIMIT

int
default 32 if !UML
default 128 if UML
help
Maximum of each of the number of arguments and
environment
variables passed to init from the kermnel command 1line.

config COMPILE_TEST

bool "Compile also drivers which will not load"
depends on HAS_IOMEM
help
Some drivers can be compiled on a different platform than
they are
intended to be run on. Despite they cannot be loaded
there (or even
when they load they cannot be used due to missing HW
support),
developers still, opposing to distributors, might want to
build such
drivers to compile-test them.

If you are a developer and want to build everything
available, say Y

here. If you are a user/distributor, say N here to
exclude useless

drivers to be distributed.

Listing 2.2: Kconfig snippet from the Linux kernel
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Instead of building a new tool for the translation of Kconfig, we combine the results
of Kclause with the hierarchy represented in Kconfig. Kclause is known to correctly
capture the semantics of Kconfig in a boolean formula [Oh et al., 2019]. In this
chapter we explain what concepts of Kconfig we capture in the hierarchy and how we
build the hierarchy. We also talk about why we choose this relatively easy approach
and what alternative approaches could be.

3.1 Kconfig as a Feature Model

The Kconfig files of the Linux kernel describe the kernel’s feature model. The Kconfig
modeling approach is different from the traditional feature models described by Kang
et al. [1990]. Not all concepts of the Kconfig language can be easily translated into
a concept of traditional feature models. For example tristate features can take
three values in Kconfig: y, m, and n. That is, the feature is either compiled into the
kernel binary, loaded as an external module, or not included at all. In traditional
feature models, there is only a distinction between the presence or absence of features.
To model tristate features introduced by modules, the introduction of additional
features would be required, which strongly increases the size of the model and impairs
the readability of the feature diagram. That is why we choose not to consider module
support for the transformation in this work.

Another problem is the accurate translation of string, int, and hex features into
propositional logic formulas and their representation in a traditional feature diagram.
In our resulting feature models these features are marked with a comment stating
their type. Some more concepts of Kconfig that go beyond traditional feature models
are:

prompt Prompts can follow the definition of the type and are displayed to the user in
the configurator. They ask the user to take an action or give a short description
of the feature.

help text The help text provides a more detailed description of the feature.
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default If a user doesn’t make a choice on a configuration option a default value can
be defined in a Kconfig.

option modules This option turns some bool configuration symbols into tristate
configuration symbols if activated and the respective configuration symbol has
module support.

This information is lost during the transformation. The consequence is that original
Kconfig can not be reverse engineered from the transformation result.

3.2 Extracting the Hierarchy

To extract the hierarchy of features we make use of three concepts of Kconfig. These
are:

1. the structuring of menu entries
2. the dependencies of configuration symbols on other configuration symbols

3. choices of multiple configuration symbols

To explain the hierarchy extraction in detail, we use Listing 3.1, which shows a simple
Kconfig example, and Figure 3.1, which shows the hierarchy extracted from that
example in a feature diagram without cross-tree constraints.
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1 menu "Example"

;s config A
1 bool

« config B
7 bool

o config C
10 bool
11 depends on B

13 config D
14 bool
15 depends on B

17 config E
18 bool
19 depends on A

21 choice

23 config F
24 bool

26 config G
27 bool

20 endchoice
30

31 endmenu

Listing 3.1: Simple Kconfig example

Legend:
[] Abstract Feature

[] Concrete Feature
® Mandatory

O Optional

h

/A Alternative Group
Oh O

D]

Figure 3.1: Example feature diagram

The Kconfig example first defines a menu. Menus are reflected in the hierarchy as
mandatory and abstract features. The content between menu and endmenu becomes
a subtree in the hierarchy with the menu as its root. We choose this behavior
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to capture the syntactical structure and grouping of features as intended by the
developer and thus to improve the readability of the feature diagram. Feature A and
B become direct children of the menu. Feature C depends on feature B and thus
becomes a child of feature B in the hierarchy. An important thing to note is that
feature C is defined right after feature B in the Kconfig. If we look at feature E, we
can see in the Kconfig that it depends on feature A, but in the hierarchy it is not
a child of feature A. That is because between feature A and E other features are
defined, which do not depend on feature A. Feature D depends on feature B and is a
child of B in the hierarchy, although feature C is defined between D and B. This is
because feature B also depends on feature A. Choices in Kconfig become optional
and abstract features in the hierarchy. Although they are usually mandatory, they
can have dependencies that make them obsolete if the dependency is not met. These
restrictions are captured in the cross-tree constraints. As choices in Kconfig have no
names, we simply name the features in the hierarchy choice with ongoing numbering.
This approach is very simple and comes with some advantages and disadvantages.
One advantage is that multiple dependencies are resolved automatically. If a symbol
depends on multiple other symbols, it will become the child of the symbol that is
defined prior to the dependent. Another advantage is that the syntactical structure
is preserved. Usually, symbols that belong together or even depend on each other
will be defined in close proximity to each other in the source code, so the intention
of the developer is accounted for in this approach. The disadvantage is that not
every dependency that could be reflected in the hierarchy will be captured. This
means that how much of the semantic is captured in the hierarchy depends on the
syntactical structuring of the Kconfig files. It usually is not possible to capture all
the semantics in the hierarchy anyways, hence there still are the cross-tree constraints
in feature models. We leave the complete and accurate capturing of the Kconfig
semantics to Kclause, whose Boolean logic formulas become the cross-tree constraints
of our feature models. We can simplify these cross-tree constraints by removing
redundant dependencies that are now captured by the hierarchy in the feature model.
This reduces the complexity of the cross-tree constraints.



4. Implementation

In this chapter we provide implementation details of our hierarchy extraction tool
and talk about some challenges faced during the implementation.

4.1 Extracting the Feature Hierarchy

Our tool is written in Python and based on the Python library Kconfiglib [Magnusson,
2020]. Using Kconfiglib over the original C implementation of Kconfig has pragmatic
reasons. It is easier to use than the C implementation, as all of Kconfig’s functionality
is bundled in a single script, which is well documented. It comes with a robust Kconfig
parser, so we do not need to implement a new parser. Kconfiglib also provides useful
example scripts, like the print_tree.py, which we utilize in our tool. It parses a
Kconfig file and prints the menus, configs, and choices with a hierarchy indicated by
indentation to the standard output. But first, to apply the script on the Linux kernel,
we clone its source tree [Torvalds, 2025] and apply Kconfiglib’s Makefile patch. Our
tool is also written in a single script that takes two arguments, the top level Kconfig
file of the Linux kernel and an UVL file, which contains the features of the Linux
kernel in a flat hierarchy, and their constraints in the cross-tree constraints. The
constraints are extracted from the kernel with Kclause and then parsed to identify
all unique features, which are then written in a UVL file. We use the output of
print_tree.py as a baseline for the hierarchy. From the UVL file we extract the
list of features and rearrange them according to this hierarchy and we addUVL
specific keywords to correctly classify feature types. For example we classify all menu
entries, that are used for structure and readability, as mandatory and abstract to
not change the possible configurations. Configuration options are optional as they
can be included or excluded and are only restricted by their dependencies. Choices
are mandatory alternatives in Kconfig, although they can also be restricted by
dependencies, meaning if the dependency of a choice is not met, the choice is not
included in the build.

As we rely on Kclause for semantic correctness, we include all and only features
extracted by Kclause in the final model. On one hand, some features identified with
Kconfiglib are not extracted by Kclause. We do not include them in the hierarchy, as



14 4. Implementation

to not alter the semantics defined by the Kclause formulas. On the other hand, some
features extracted by Kclause are not part of the hierarchy extracted by Kconfiglib.
These features remain in a flat hierarchy as children of the root of the tree. One
special group are features introduced by Kclause to model visibility restrictions of
Kconfig. They are all prefixed by __VISIBILITY__. We decide to group them under
a mandatory, abstract feature for better readability.

4.2 Automating the Extraction

We can now extract the hierarchy of the Linux kernel. Besides providing the right
arguments we also need to specify the target architecture ARCH and sometimes even
the source architecture SARCH. To automate the extraction of many different versions
we rely on a naming convention for the UVL files created from Kclause output. They
should contain the version number of the Linux kernel and the target architecture in
square brackets. We use a bash script that does the following for all UVL files in a
target directory:

extract the version and architecture information from the filename
git checkout the corresponding version
apply the Kconfiglib Makefile patch

make some adjustments to Kconfig files if needed (see next section)

A

call the Python script to extract the hierarchy providing the architecture and
the UVL file

6. reset the changes in git after the work is done

The Python script puts out a new UVL file in the target directory, which contains
the original files, by extending the base name of the original file with .hierarchy.

4.3 Challenges During Implementation

The script does not work ad hoc for all versions of the Linux kernel. For some
reason, the Kconfiglib parser can not parse the declaration for module support. Since
we do not consider module support anyway, we simply deleted the respective lines
from the Kconfig files. Some versions, especially from major versions 2 and 3, have
incorrect syntax or UTF8-encoding in some Kconfig files, which could not be parsed
by Kconfiglib. This resulted in a lot of manual adjustment we had to make to some
Kconfig files.

The UVL keywords mandatory and optional were also a challenge to keep track
of. Ideally, each keyword is used once for each level of the hierarchy, followed by
the features of the respective type. Since we processed the features in order of
their declaration in Kconfig, we sometimes switch between mandatory and optional
multiple times at the same level of the hierarchy. To keep track of the last used
keyword for each level, we used a Python dictionary.



5. Evaluation

The goal of this work is to extract a hierarchy of features from their definition in
Kconfig and enhance a feature model extracted with Kclause with that hierarchy,
thus improving the readability of the feature model while still preserving Kclause
semantics. We want this approach to be scalable and applicable to real-world systems.
We provide a tool, which automates the process of extracting a hierarchy and applying
it to a Kclause feature model given in the UVL format. To evaluate, how well our
tool meets our goals, we aim to answer the following research questions:

1. Applicability (RQ1)

e How many versions of the Linux kernel can our tool be applied to? For how
many versions did we have to make adjustments to apply it?

2. Scalability (RQ2)

e How long does it take our tool to execute for different versions and how
much memory space does it allocate? Does it scale with the increasing size
and complexity of real-world feature models?

3. Accuracy (RQ3)

e To what extent do the constraints implied by the extracted feature hierarchy
match the dependency rules captured by Kclause Boolean formulas?

4. Readability (RQ4)

e How does the introduction of structural hierarchies based on menu entries
improve the readability of the resulting feature diagrams for users?

e How do key metrics, such as tree width and depth, affect the perceived
readability of the feature models?

e How many cross-tree constraints can be removed, because the dependencies
they express are implied by the hierarchy?
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5.1 Methodology

For evaluation, we apply our tool to 144 release versions of the Linux kernel, with
version v2.5.45 being the oldest and version v6.11 being the latest version. Ideally,
we also would have liked to evaluate for other Kconfig configured systems, but due to
time constraints we limit the scope of the evaluation to the Linux kernel. We think
the Linux kernel is a good target for evaluation, as it is the largest and most complex
system Kconfig-based system and the system for which Kconfig has been originally
developed. We focus on release versions, as they are usually the most stable versions,
while release candidates potentially contain unfixed bugs, potentially hindering the
applicability of our tool. The versions up to v2.6.23 have been configured for the
1386 architecture and from v2.6.24 onward for the x86 architecture. It is required to
first decide on an architecture, because each architecture includes different Kconfig
files, creating architecture specific symbols and constraints. For evaluation, we use a
laptop computer with the following specifications:

Architecture: x86 64bit

CPU: AMD Ryzen 3 5300U

OS: Kubuntu 24.04

RAM: 7,1 GiB

Python Version: 3.12.3

Kconfiglib Version: 14.1.0

Shell: GNU bash, Version 5.21.1(1)-release

5.2 RQ1: Applicability

By answering this question, we want to evaluate whether our tool is applicable to
large, complex real-world systems. It needs be applicable to those systems to aid
with understanding and analyzing them.

5.2.1 Methodology

To answer RQ1 we will collect the number of kernel versions successfully processed
without modifications as described in Section 4.1, besides applying the standard
Makefile patch provided by Kconfiglib, and the number of versions requiring adjust-
ments and the type of modifications required. We make a qualitative assessment of
why modifications were necessary.

5.2.2 Results

Out of 144 versions, we can extract the hierarchy from 47 (32,6%) versions without
manual adjustments. After making some adjustments, we can extract the hierarchy
from 135 (93,75%) versions. For 9 (6,25%) versions we do not extract a hierarchy,
because Kconfiglib detects a cyclic dependency in the versions v2.6.17 to v2.6.25. We
do not try to resolve those cyclic dependencies, as it is unknown what the developers’
intentions were. The Kconfiglib parser is the main reason for needed adjustments
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together with syntactical errors in the Kconfig files. One construct that cannot
be parsed is the option modules attribute introduced in version v3.12 or simply
modules after the removal of the option keyword in version v5.13. This keyword
is used to declare the configuration symbol to be used as the "MODULES” symbol,
which means that selecting this symbol enables the third modular state for all config
symbols. We apply a quick fix to this issue by simply deleting the line containing the
modules attribute, which we do for 51 versions, including the most recent ones. This
is fine, as we do not consider modules in our hierarchy. Another construct we remove
because it cannot be parsed is the attribute requires INPUT=y, which appears
in 17 older versions. The requires keyword is a deprecated keyword to express
dependencies, so this is a backwards compatibility issue with the Kconfiglib parser.
Also concerning the 62 versions from major release 2, we make some adjustments to
Makefiles. In these versions there is no top level Kconfig file in the root directory of
the kernel source tree, so we have to specify the path to the top level Kconfig file to
use by Kconfiglib in a variable in the Makefile. We also have to rename the TOPDIR
environment variable in the Makefile to CURDIR in the 7 oldest versions to get the
script running. In Kconfig files, we handle malformed UTF-8 and various syntax
errors, which mostly appear in versions with a major version smaller than 4. For
the more recent versions, we only have to handle the modules attribute. Without
counting the changes due to the modules attribute, we make changes to the Makefiles
and Kconfig files of 72 versions, almost exclusively affecting versions from major
releases 2 and 3 and only one version each from major releases 4 and 5.

5.2.3 Discussion

The applicability of the tool is mainly limited by the parser. With targeted modifica-
tions to handle parser issues, we achieve a high success rate of 93,75%, demonstrating
that most issues can be resolved with relatively easy fixes. A lot of parsing problems
are related to older versions of the Linux kernel, suggesting kernel configuration files
have become more stable in recent versions. 6,25% of cases remain remain unresolved
due to cyclic dependencies.

5.3 RQ2: Scalability

In the face of the steadily increasing size and complexity of the Linux kernel, we need
tools that scale in terms of execution time and memory requirement. We evaluate
whether our tool scales by answering RQ2.

5.3.1 Methodology

We evaluate scalability by measuring execution time and memory requirements in
relation to the total lines of Kconfig code for different kernel versions. We choose
lines of code as a metric because it directly correlates to the number of features and
the parsing input. We measure execution time and memory usage with the time
command and lines of code of all Kconfig files with the wc command in bash. The
Kconfig files in architecture related subdirectories, which do not belong to the target
architecture we build the model for, are not included in the lines of code statistic, as
they are not processed by our tool.
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5.3.2 Results
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Figure 5.1: Execution Time in Relation to Kconfig Lines of Code
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Figure 5.2: Execution Time in Relation to Kconfig Lines of Code

We visualize the scaling of execution time and memory usage in relation to Kconfig
lines of code in Figure 5.1 and Figure 5.2. The lines of code in Kconfig files show
a steady increase across kernel versions, growing from 17852 in v2.5.45 to 175292
in v6.11. Execution time follows an increasing trend with some fluctuations. The
execution time increases from 0.27 seconds in v2.5.45 to 4.68 seconds in v6.11.
Initially, execution time remains relatively stable, but rises steadily after v2.6.26.
With later versions, the execution time grows slightly faster, suggesting accelerating
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growth for larger models. Memory usage increases consistently, rising from about
17 MB in v2.5.45 to about 74 MB in v6.11. It closely follows the growth of Kconfig
files, suggesting a linear correlation with lines of code in Kconfig files.

5.3.3 Discussion

The tool is likely not strictly linear in execution time complexity. While it scales
well early on, its performance suggests mild super-linear growth at larger scales.
The tool handles memory efficiently. Since execution time increases at a faster rate
than memory consumption, it could indicate increased algorithmic complexity or
inefficiencies with large input sizes. However, with an execution time of less than 5
seconds and memory usage of around 75 MB for the latest kernel version, we argue
that it scales well up to the most recent kernel versions.

5.4 RQ3: Accuracy

We take the formulas extracted by Kclause as a baseline for an accurate representation
of the semantics of the Kconfig feature model. It is important that the implied
dependencies introduced by our feature hierarchy do not contradict these formulas,
as to not change the semantics of the feature model. We evaluate how well our tool
preserves the semantics by answering RQ3.

5.4.1 Methodology

To evaluate the accuracy of our tool, we use the FeatureIDE framework to compare
the constraints implied by the extracted feature hierarchy, that is parent-child
relationships, against Kclause’s Boolean dependency rules. Since we identify parent-
child relationships based on dependencies declared in the Kconfig code, these should
be reflected in the Kclause Boolean formulas. However, there might be some corner
cases, where this is not the case, due to the complex nature of the Kconfig language.
We identify inconsistencies where hierarchy suggests relationships not supported
by Kclause constraints. We quantify the number of feature relationships correctly
captured by both the hierarchy and Kclause formulas, and the number of conflicts
where the hierarchy implies dependencies that are absent in Kclause formulas. Lastly,
we make a qualitative analysis of mismatches and their impact on the semantics.
Unfortunately, the increasing complexity of the Linux kernel pushes the automated
reasoning of FeatureIDE to its limit. We already run out of heap space when testing
version v3.0 and for version v2.6.4 we stopped testing after 45 minutes. Due to
these performance constraints, we evaluate accuracy only for the early versions up to
v2.6.3.
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5.4.2 Results
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Figure 5.3: Accuracy of Implications in the Hierarchy

The number of correctly implied constraints ranged from 1223 to 1526. The number
of incorrect implications remained relatively low, fluctuating between 9 and 23. The
success rate averaged at 98,58%, with a minimum of 98,38% and a maximum of
99,26%. We visualize these results in Figure 5.3. We look at Kconfig definitions of
features that produce false implications to understand the reasons for mismatches.
We take version v2.5.47 as a reference, with 1232 correct and 23 incorrect implications.
Listing 5.1 shows the configuration symbol FONT_8x8, which implies FBCON_FONTS
in our hierarchy. In the code snippet we can see that the prompt has a visibility
restriction on FBCON_FONTS, but the dependency is defined on FB. FB turned out to be
the correct parent candidate after positively checking for implication. Out of the 23
false cases, we identified 10 cases with the same pattern. There are 2 more false cases
with if-guards on the prompt but no additionally declared dependency. However,
there are a lot of cases where the if-guard correctly indicates an implication, so the
distinction is not trivial. Listing 5.2 shows the configuration symbol MTD_BLOCK_RO,
which implies MTD_BLOCK in our hierarchy. The Kconfig code instead specifies that
the symbol MTD_BLOCK has to be not selected. We identified 10 cases with that
pattern in the 23 false cases. The last remaining case can be seen in Listing 5.3. The
symbol X86_LOCAL_APIC implies X86_UP_APIC in our hierarchy, which seems to be
in accordance to the Kconfig declaration. However, the symbol has been declared
in a second location Kconfig code, see Listing 5.4, with a different declaration
of dependencies, where no dependency on textttX86_UP_APIC is defined. The
dependencies of both declaration are combined with an OR in Kconfig, that is only
one dependency needs to be fulfilled for X86_LOCAL_APIC to be selectable. This
means, that X86_LOCAL_APIC does not necessarily imply X86_UP_APIC.’
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1 config FONT_8x8

2 bool "VGA 8x8 font" if FBCON_FONTS

3 depends on FB

4 default y if !SPARC32 && !SPARC64 && !FBCON_FONTS

Listing 5.1: Example Case 1 of False Implication

1 config MTD_BLOCK_RO
2 tristate "Readonly block device access to MTD devices"
3 depends on MTD_BLOCK!=y && MTD

Listing 5.2: Example Case 2 of False Implication

1 config X86_LOCAL_APIC

2 bool
depends on !'SMP && X86_UP_APIC
default y

Listing 5.3: Example Case 3 of False Implication

1 config X86_LOCAL_APIC

2 bool
depends on !'VISWS && SMP || VISWS
default y

Listing 5.4: Second Declaration of X86_LOCAL_APIC

5.4.3 Discussion

The results suggest that the extracted feature hierarchy largely preserves the depen-
dency rules encoded in Boolean constraints, with only minor deviations. To fully
preserve the semantics, a more in-depth analysis of the complex dependencies is
required. The false implications resulting from symbols depending on another symbol
not being selected can possibly be fixed more easily, by making some minor adjust-
ments in the parsing process. An approach to obtain semantic equality with Kclause
formulas could be to remove the identified false implications from the hierarchy in a
post-processing step. For larger models, like that of the current Linux kernel version,
this would require a different method of implication testing with better scaling.

5.5 RQ4: Readability

The need for extracting a hierarchy is also motivated by readability improvements. A
Boolean formula can capture the semantics accurately and be employed for analysis
with logical solvers. However, just by looking at a set of formulas, one can hardly tell
how one feature interacts with another. In a hierarchical structured feature diagram,
one can identify feature dependencies just by looking at parent-child relationships.
Features that are logically related to another, are also often grouped together in
a well structured hierarchy. By answering RQ4, we evaluate how our extracted
hierarchy improves the readability of the feature model.
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5.5.1 Methodology

To evaluate the readability of the feature models enhanced by our hierarchy, we
collect key metrics like tree depth and width, and the total number of added concrete
parent-child relationships. We choose to collect concrete parent-child relationships,
that means excluding abstract features, as they reflect the dependencies implied in
the hierarchy. We analyze the evolution of these metrics over time for the Linux
kernel model. We also perform a qualitative analysis of the structuring based on
the structure of the configurator, that is menus and submenus, and the grouping of
features by those. We evaluate how many cross-tree constraints can be removed due
to the hierarchy on the model of version v2.5.47. We used FeatureIDE to identify
redundant cross-tree constraints, i.e. constraints that are implied by the hierarchy.
We discuss the implications of these metrics on the readability of the feature model,
especially compared to a model without a hierarchy.

5.5.2 Results

Parent-Child Relationships Over Kernel Versions
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Figure 5.4: Parent-Child Relationships Over Kernel Versions
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Figure 5.6: Max & Avg Depth Over Kernel Versions

The number of parent-child relationships [Figure 5.4] increases steadily over time,
from 1,239 to 10,976, reflecting a growing number of direct dependencies in the
hierarchy. Maximum and average depth [Figure 5.6] do not grow much across
versions, suggesting a balanced structure without extreme nesting. Maximum width,
starting from 575 and increasing to 5789, and average width, growing from 187 to
1470, show an increasing number of parallel choices and sibling features [Figure 5.5].
For version v2.5.47 we have counted 2278 cross-tree constraints. Accounting for the

constraints implied by the hierarchy, we have found 590, about 25,9%, redundant
constraints, which can be removed from the cross-tree constraints.
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5.5.3 Discussion

Our hierarchy increases the readability of the model compared to a flat listing of
features together with a long list of complex cross-tree constraints. Thousands of
dependencies can be directly derived from the parent-child relationships in the hier-
archy. Removing redundant constraints due to the added parent-child relationships
aids readability by reducing the number of cross-tree constraints. The depth of the
hierarchy remains manageable, averaging between 4 to 5 across the versions. The
increasing width might increase cognitive load, but this is even more the case with a
flat list. By utilizing the menu structure in our hierarchy, we reduce the complexity of
the model. This is because menues provide a context for features, clustering related
features according to the developers’ original intent, and making dependencies more
obvious. This makes navigation easier, as user can drill into specific sections instead
of scrolling endlessly.

5.6 Threats to Validity

In this section we identify threats to validity of our results by questioning whether
they are reliable and whether they apply in real world settings.

5.6.1 Internal Threads to Validity

The primary limitation in applying our tool is parsing failures. We achieve high
success rates only by applying some manual fixes to parsing problems. However,
we document the cases with valid syntax where the parser fails and manual fixes
are required. Direct modifications to the parser to make it more robust can further
validate our results. Evaluation of accuracy is limited to early kernel versions due
to memory constraints in FeatureIDE. Our accuracy result may not generalize to
larger, newer kernel versions. Further testing to validate the result for newer versions
is required, e.g. by exploring alternative reasoning engines, or different testing
methods.

5.6.2 External Threads to Validity

All evaluations were conducted on a single laptop. The results may not generalize to
other platforms. Our testing is also limited to the Linux kernel. Further testing on
different Kconfig configured systems is required to see if our results hold for them.
The evaluation of human readability is based on structural metrics only. A user
study could measure how real users perceive readability.

5.7 Summary

We applied our tool to a wide range of Linux kernel versions. For newer versions it can
be applied with minor adjustments, i.e. handling the modules keyword separately. For
older versions, more adjustments are required, revealing some backwards compatibility
issues. In terms of execution time and memory usage, our tool scales to the latest
version. While memory consumption shows linear growth throughout the versions,
execution time increases slightly faster for later versions. We evaluated accuracy on
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early versions and show that more than 98% of parent-child relationships are correctly
reflected in the Kclause Boolean formulas. Some edge cases, that produce false
implications in the hierarchy, require further refinements. Parent-child relationships
imply constraints on features, which do not need to be stated explicitly in the
cross-tree constraints. By identifying redundant constraints, the number of cross-tree
constraints can be reduced, thus increasing readability of the feature model.






6. Related Work

In this chapter, we cover some of the works that are thematically related to our work.

6.1 Formalizing the Kconfig Language

We make use of the formalization of Kconfig’s semantics as boolean logic formulas.
She and Berger [2010] provided an early formalization of the Kconfig language’s
semantics, detailing its abstract syntax and evaluation functions. This work laid the
foundation for subsequent tool development. The Undertaker [Tartler et al., 2011]
tool extracts all configurability-related information of the Linux kernel’s Kconfig code
(configuration space) and source code (implementation space) into a Boolean formula,
which is used to cross-check the variability exposed within and across both models
for inconsistencies. KConfigReader [Késtner, 2016, 2017] is a similar tool that reads
Kconfig files and translates them into a propositional formula for automated reasoning
with SAT solvers. El-Sharkawy et al. [2015] compare Undertaker, KConfigReader and
LVAT [She] in terms of correctness regarding the translation of Kconfig, especially
regarding corner cases they identified. Later, Oh et al. [2019] introduced Kclause
and have demonstrated that it is superior to prior tools in terms of correctness and
compactness of produced formulas. Franz et al. [2021] build on previous work to
provide ConfigFix, a tool for interactive conflict resolution for the Linux kernel. They
also translate the kernel’s variability model into propositional logic and employ a
SAT solver to identify necessary changes to achieve a desired configuration.

6.2 Extracting Feature Hierarchies from the Linux Ker-
nel

While the approach of She et al. [2011] is not tailored to the Linux kernel, it is
applicable for arbitrary systems. They provide a heuristic that assists a domain
expert in modeling a hierarchy in an interactive manner, and a tool that automates
finding feature groups and inserting implies and exclude edges to build a feature
diagram. As input, they require a set of dependencies, feature names, and descriptions.
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Czarnecki and Wasowski [2007] explore the relationships between feature models and
propositional logic. They present an automatic and efficient procedure to compute a
feature model from a given propositional logic formula. They state that, in particular
for reverse engineering feature models from formulas that were obtained from code,
ways to take additional structuring information such as preferred feature ordering
and grouping into account need to be investigated. She et al. [2010] extract a
feature model of the Linux kernel from its Kconfig specification. Their method of
extracting the hierarchy is very similar to ours. However, their goal was to provide a
singular reference feature model of a real-world system, analyze its characteristics
and compare it to models used in research. They do not provide a tool applicable for
further transformations and question the semantic preserving characteristic of their
transformation as there was no formal definition of the Kconfig language available.
Yaman [2023] contribute a tool, Kfeature, that renders Kconfig into a feature model.
Unfortunately, Kfeature is currently not applicable to real Kconfig systems like Linux
because it relies on an old parser.



7. Conclusion

In this thesis, our object was to provide a method to extracting feature hierarchies
from Kconfig-based systems, utilizing recent advancements in translating Kconfig
semantics into propositional logic formulas to ensure a semantically accurate rep-
resentation. We developed a tool that builds on existing approaches to automate
feature hierarchy extraction from Kconfig files and enhances a feature model, initially
represented as propositional logic formulas, with this hierarchy. Our evaluation
demonstrates that the tool is applicable and scalable for complex real-world systems,
using the Linux kernel as a case study.

Although our approach largely preserves the semantics of extracted formulas, there
are a few edge cases where additional constraints are implied by the hierarchy but
are not explicitly reflected in the formulas. However, correct implications can help
eliminate redundant constraints in the representation of propositional logic. The
extracted hierarchy provides additional structural insights by reflecting the menu
hierarchy and grouping features according to the developers’ intent. This improves
readability and helps to understanding complex feature models.

Future work can focus on applying our tool to a wider range of Kconfig-based
systems and evaluating its performance in diverse contexts. Possible refinements in
the parsing process could help identify certain false implications earlier. For cases
where false implications cannot be resolved during parsing, a more scalable approach
is needed to detect and remove them in very large models. In addition, an efficient
method for eliminating redundant constraints in propositional logic formulas should
be explored, since they are implied by the hierarchy. These enhancements could be
directly integrated into our tool.

In conclusion, this work contributes to improving feature model analysis and software
configuration management by making complex configuration systems more accessible.
By improving readability and providing a hierarchical structure while largely preserv-
ing semantic integrity, our approach provides valuable benefits for both researchers
and practitioners, supporting efficient model analysis, automated reasoning, and
long-term maintainability of configurable software systems.
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