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Abstract

Neodj is a graph database that provides functions for finding similarities and clusters
of points. However, currently it lacks methods for performing spectral clustering. To
solve this limitation, this thesis proposes a new tool called SimKit. SimKit, built in
Java, implements spectral clustering with various similarity and Laplacian techniques.
Additionally to SimKit, the thesis investigates a new Laplacian matrix, called here
the Adaptive Laplacian. The goal of its implementation is to improve the clustering
performance, particularly of large and sparse datasets, by capturing the average
degree of neighboring nodes. To compare the proposed Laplacian with existing
symmetric and random walk Laplacian, evaluation matrices, such as silhouette score
and adjusted rand index, were employed. Furthermore, SimKit was also assessed for
its reliability and scalability through experiments on various datasets, suitable for
feature- and graph-based clustering, fir varying sizes and complexities. Results show
that SimKit handles small to large datasets well, while it performs better on small
to medium datasets. However, it faces scalability challenges with larger datasets,
specifically on the time cost of Laplacian and eigendecomposition computation. This
thesis also identifies possible key improvements in spectral clustering techniques, as
well as in SimKit, which could contribute to the development of an improved version
of the plugin to handle diverse and challenging use cases such as medical image
analysis and Retrieval Augmented Generation (RAG).
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1. Introduction

1.1 Motivation

In the 1970s, E. F. Codd [Codd, 1970] introduced the relational model and ever
since relational databases have provided a solid foundation for storage, retrieval
and querying of various data types. Their original structure is a tabular form that
organizes entities as a row and their attributes as columns. Using primary keys,
secondary tables can be created to show the relations that can occur between tables.
Consider a school database with tables representing students, teachers and classes,
with connections showing which students are in which classes and which teachers
are responsible for which class, as seen in Figure 1.1a. Its graph equivalent is on
Figure 1.1b. While this structure works well for small datasets, managing thousands
of interconnected records can become computationally intensive for relational data.
Additionally, relational databases follow a strict table structure, requiring prede ned
attributes and data types for each entity. This in exibility makes it challenging

to adapt to new types of data or relationships, such as when new students join or
additional attributes are needed [Gyoedi et al., 2015]. As data complexity increases

in elds like social networks, citation networks or protein interaction networks,
relational databases reveal limitations in handling highly interconnected relationships

e ciently [Medhi and Baruah, 2017].

To address these challenges, graph databases have emerged. A graph is constructed
of nodes (representing entities), edges (representing the relationships between nodes)
and properties (attributes), that can be stored in both nodes and edges. By focusing
on analyzing and traversing relationships directly, graph databases are ideal for
managing and querying complex networks [Rawat and Kashyap, 2017]. This paper
will emphasize the utility of graph database models, speci cally Neo4j, in addressing
these challenges.

Neo4j, an open-source graph database built in Java, is one of the most popular
leading software in graph database technology [Predictive Analytics Today, 2016],
with extensive use across sectors such as healthcare, government, automotive manu-
facturing and the military [Guia et al., 2017]. Neo4j o ers a variety of analytical tools,
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including plugins like APOC (Awesome Procedures on Cypher) [Neo4j, Inc., 2024b]
and the GDS (Graph Data Science) [Neo4j, Inc., 2024d]. The APOC library contains
a comprehensive set of around 450 procedures and functions designed to assist with
various tasks, including data integration, graph algorithms, and data transformation
[Neo4j, Inc., 2024b]. The GDS Library o ers specialized graph algorithms that
compute metrics for graph structures, nodes, and relationships. These algorithms
help identify key elements, such as in uential nodes (using centralities and rankings)
and structural patterns like communities (through community detection, partitioning,
and clustering) [Neo4j, Inc., 2024d]. Clustering algorithms implemented in GDS
already include techniques such as K-Means, Louvain, and Leiden. However, current
o erings lack certain functionalities when it comes to spectral clustering.

(a) Relational Model: Students, Teachers, and Classes

(b) Graph Model Representation

Figure 1.1: Comparison of relational and graph models This gure compares two
ways of representing dataa) shows the relational model with data organized in tables
for students, teachers, and classeb) shows the same data as a graph, where nodes
represent entities (students, teachers, classes) and edges represent their relationships,
such as "enrolled in" or 'teaches."
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Spectral clustering is an advanced technique that excels in detecting complex, non-
linear structures within highly interconnected datasets [Liu and Han, 2018]. Tradi-
tional clustering methods focus primarily on linear relationships, which can lead to a
loss of relevant information in multidimensional datasets [Assent, 2012]. Spectral
clustering is particularly suited for these challenges. It bene ts from the graph theory
principles such as Laplacian matrices and eigendecomposition. However, there is a
lack of specialized, graph-based tools that make spectral clustering accessible and
customizable for diverse analytical needs.

To address this gap, this thesis introduces SimKit, a Java plugin developed speci cally
to implement spectral clustering in Neo4j. The plugin consists of 3 procedures to
generate a similarity graph, an eigendecomposition graph, and a clustered graph,
which is evaluated through silhouette coe cient score and an additional procedure
to calculate adjusted rand index. Furthermore, a simpli ed procedure is provided to
perform spectral clustering with single run of the algorithm. Overall, SimKit enables
users to perform spectral clustering through a stepwise process with customizable
parameters. This plugin not only lIs the gap in available tools but also addresses
the need for exible clustering functions that can adapt to the unique characteristics
of each dataset.

Additionally, spectral clustering techniques often face challenges with sparse data
[Krzakala et al., 2013]. To address this, this research integrates an enhanced Laplacian
approach that prioritizes the average degree of neighboring nodes, inspired by the
work on in uential node detection using degree and neighbor degree metrics [Chen
and Su, 2023]. This enhancement is expected to improve clustering accuracy and
facilitate more meaningful community detection in sparse networks. For simplicity,
the enhanced Laplacian approach in this study is referred to as the Adaptive Laplacian
technique.

1.2 Research questions

This study aims to explore key challenges in spectral clustering and propose possible
improvements within graph databases by addressing the following research questions:

RQ1: Could capturing the average degree of neighboring nodes provide signif-
icant improvement in clustering quality when incorporated in the Laplacian
matrix for spectral clustering?

Laplacian matrices are a fundamental part of spectral clustering algorithms and
present one of the main di erences in the various techniques in practice. Commonly
used Laplacian metrics include unnormalized, normalized (symmetric) and random
walk Laplacians. Such matrices use the degree of the individual node in their degree
matrix. Henceforth, this thesis also analyzes a new approach - the adaptive Laplacian
matrix, which captures the average degree of neighboring nodes. To determine the
performance comparison against existing methods, the same clustering techniques
will be applied, and the accuracy will be evaluated by comparing silhouette score
and adjusted rand index.
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RQ2: How scalable is SimKit in terms of time, space and computation?

To evaluate the impact of database size on the time and space scalability of SimKit
performance, some datasets are divided into smaller datasets while others are used
in their entirety. The node sizes range between 48 and 6,319, while the edge range
is between 4,536 to 17,647. The analysis is done through Neo4j built-in tools for
tracking time and space usage during the execution of the procedures and results are
presented graphically using plots. Since the datasets vary in datatype for initial data

- sample data (for example, IRIS dataset) and graph input (for example, the citation
network dataset Cora), feature-based and graph-based clustering will be employed
and analyzed separately.

RQ3: What are the possible scope of improvements, in the data structure and
(Laplacian) matrices, in spectral clustering?

Standard spectral clustering begins with the calculation of distance (similarity)
between objects, construction of a similarity matrix, application of the graph theory
techniques (Laplacian principle along with eigendecomposition) and then execution
of the selected clustering algorithm. Over time, there have been several improvements
proposed for each step of this process. This research will explore additional potential
re nements to improve the performance quality of spectral clustering on various
data types. Additionally, it focuses on improving spectral clustering across di erent
data types by re ning key processes, especially in handling symmetric versus non-
symmetric Laplacians and optimizing techniques for both sparse and dense datasets.
By investigating existing tools in python, like scikit-learn, the aim is to identify areas
for enhancement and introduce new functionality in spectral clustering, which will
be tested and validated in the conducted experiments.

1.3 Thesis structure

The remainder of the thesis is structured around an exploration of spectral clustering
and the application of SimKit for graph clustering:

Chapter 2 details a comparison of various database models and database man-
agement systems, along with clustering techniques with focus on the individual
steps and evaluation of spectral clustering.

Chapter 3 reviews existing research and analyses related to spectral clustering
for graph data.

Chapter 4 presents the methodology and implementation of the proposed SimKit
plugin.
Chapter 5 describes the datasets used for the experiments. Furthermore, the

experimental goals and setups in both Python and Neo4j are presented, together
with the technical requirements and di erent packages and libraries used.

Chapter 6 covers the experimental results, discussing the research questions and
any additional topics that have arisen during the study.

Lastly, chapter 7 summarizes this paper and proposes potential areas for future
work, based on the key ndings gained throughout the research.



2. Background

To understand the implementation of the spectral clustering technique within the
SimKit plugin, this chapter provides an overview of the key concepts relevant to
this thesis. Firstly it explores and compares the techniques of handling di erent
type of data, with speci c attention on Graph database models. Next, it details
spectral clustering foundation and methodology with focus on Laplacian matrices
and eigendecomposition methods. Lastly, it gives overview of the evaluation metrics
in regards to spectral clustering.

2.1 Database models

There exists various database models depending on the data structure. However,
they are build based on the same fundamental components and all follow similar
rules of handling data:

1. a set of data structure types, e.g. tables, graphs or trees [Codd, 1980].

2. a set of CRUD (create, read, update, delete) [Addal, 2019] operators that are
used to retrieve or modify information from within the database using query
languages such as SQL queries or Cypher queries.

3. a set of ACID (Atomicity, Consistency, Isolation, and Durability) [Addal, 2019]
characteristics that are used to ensure the reliability of database transactions.

2.1.1 Relational vs graph database models

Relational databases organize data into tables with rows and columns [Codd, 1970].
One table represents one type of instance, e.g. one table for students and one
for teachers. Each row of a table represents one element with its attributes as
columns, e.g. a student (or a teacher) with an unique identi cation number, name
and class. The importance of relational databases is the connection between these
tables. They are connected through their identi ers, also referred to as (primary)
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keys. This structure is well-suited for straightforward data relationships but becomes
challenging to navigate and modify as data complexity increases. In such scenarios,
non-relationship databases are more suited [Jatana et al., 2012].

An example of a non-relationship database is the graph database. Graph databases
represent data as nodes and edges, which allow them to handle complex relationships
and interconnected data e ciently. It follows the concept of Graph Theory, in which
Graph G is a structure with sets of vertices V (nodes) and edges E between the
vertices [Zhang and Chartrand, 2006]. Unlike relational models, nodes in graph
databases do not need prede ned data types, allowing nodes of the same type to
contain diverse properties. New nodes and relationships can also be added over time
without a ecting existing functionality [Fernandes et al., 2018].

In Table 2.1, a comparison overview of the mentioned characteristics of relational
and graph databases is detailed. As this thesis is focused on more complex datasets,
the focus continues on Graph databases.

Table 2.1: Comparison of relational and graph database model$Chen et al., 2016]
[Medhi and Baruah, 2017]

Relational Graph
Database structure Tables Graphs
Data representation Rows and columns Nodes and edges
Relationships Via foreign keys Edges
Query language SQL Cypher, Gremlin
Flexibility Schema-based, rigid | Schema-less, exible
Business data, Social networks,
Use cases Enterprise resource recommendation
planning systems
Neo4j, OrientDB,
Examples of database| MySQL, PostgreSQL, ArangoDB,
management systems| MariaDB, Oracle AllegroGraph,
In niteGraph
Handles complex
Pros Standardized relationships
e ciently
Struggles with Less ideal for simple
Cons ) :
complex relations transactions

2.1.2 Graph databases

Graph databases can be categorized based on how the data is structured. Resource
Description Framework (RDF) model is de ned as a triple formed by a subject,
object and predicate. The predicate connects the subject and the object, which
two represent the nodes or literal values [Tomaszuk, 2016]. The RDF model is
foundational for semantic graph technology, as it provides structured relationships.
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Semantic graph technology was introduced to handle the Semantic Web, which
represents the Web known to humans, but understandable for machines [Cardoso
and Sheth, 2006].

In regards to the Property Graph (PG) model, or also Labeled Property Graph
(LPG), data is stored using nodes, edges and properties. Each node stores information
within its properties, while edges can also hold properties to identify and di erentiate
connections between nodes. The advantage of property graphs is towards application
with complex relational insights, because these graphs do not hinder the performance
of procedures while storing a lot of features per nodes. Moreover, the data visualiza-
tion stays simple. Additionally, compared to relational models, graph data models
simplify data manipulation by providing exible data schema [Batra and Tyagi,
2012]. Furthermore, graph databases o er an intuitive approach for both querying
and data representation. Querying in a graph database is generally more intuitive
than in a relational database, as the Cypher query language is straightforward and
easier to understand [Hadijanto, 2019]. Additionally, data representation in graph
databases closely mirrors real-world relationships, which helps users comprehend the
information more easily [Gupta et al., 2020].

2.1.3 Comparison of graph database models

As the popularity of graph data has increased a lot in the last few years, there are
various graph database implementations to choose from [Tian, 2023]. Some examples
of those are AllegroGraph [Franz Inc., 2024], ArangoDB [ArangoDB GmbH, 2024],
In niteGraph [Carnegie Mellon Database Group, 2024], OrientDB [Ritter et al., 2021]
and Neo4j [Neo4j, Inc., 2024a]. Table 2.2 provides a comparative analysis of their
key features. The graph databases that exist are tailored to speci c use cases.

Table 2.2: Comparison of graph databasegFernandes et al., 2018] [Lopez-Veyna
et al., 2022]

Feature AllegroGraph | ArangoDB In niteGraph | OrientDB Neo4j
Schema Limited Flexible Flexible Flexible Flexible
Query SPARQL/ AQL Gremlin SQL/Gremlin | Cypher
language Prolog

Sharding No Yes No Yes No
Backups Yes Yes (limited) | Yes Unclear Yes
Model RDF Multi-model LPG Multi-model LPG
Scalability Moderate High High High Moderate
Cloud ready | Yes Yes (Azure) | Yes Yes Yes

Free version | Yes Yes No Yes Yes

AllegroGraph is great for working with semantic data, using SPARQL/Prolog queries
and geospatial reasoning. It is mainly used for the Semantic Web. ArangoDB is a
exible database that handles graphs, documents, and key-value data, making it
good for many use cases. In niteGraph is built for handling large datasets and is
often used in areas like cybersecurity and predictive analytics. OrientDB supports
graphs, documents, and key-value data. It works well for tasks like fraud detection
but has some limitations with clustering and sharding. Sharding stands for dividing
a dataset into smaller segments and distributing these segments across multiple
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standard servers [Venkateswaran and Changder, 2017]. Among these, Neo4j stands
out for its native graph storage and use of the Cypher query language.

Neo4j [Fernandes et al., 2018] is a widely used, open-source graph database recognized
for its native graph storage, which enables e cient data management and storage
in a highly organized way. It provides a exible schema that supports complex and
evolving data models. Neo4j utilizes the Cypher query language [Neo4J Inc., 2024b].
Neo4j also utilizes the index-free adjacency method, where connected nodes directly
\point" to each other within the database structure, enhancing traversal performance
[Mpinda et al., 2015]. Neo4j is available in three versions: the free Community
Edition, the feature-rich Enterprise Edition with online backups, advanced cache
memory and monitoring capabilities, and a Government Edition speci cally tailored
for government services. Neo4j is applied in areas like healthcare, government and
automotive industries, as well as military, thanks to its adaptability for real-time
recommendations, identity and access management, network and IT operations, fraud
detection [Guia et al., 2017]. Neo4j's strengths include scalability, high performance
due to its native graph processing, extensive driver support (Java, Spring, Scala,
JavaScript) [Neo4J Inc., 2024c] [Neo4J Inc., 2024d], and cloud compatibility [Neo4J
Inc., 2024a]. Despite its robust capabilities, the Community Edition has limitations
on nodes and properties, and the database as a whole lacks sharding functionality,
which could restrict horizontal scaling.

According to [DB-Engines, 2024], as of November 2024, Neo4j leads the DB-Engines
Ranking as the most popular graph database. This recognition highlights Neo4j's
reliability and e ectiveness for projects, in which handling complex relationships and
large-scale data analysis is crucial.

2.2 Clustering - unsupervised learning

Clustering is an unsupervised machine learning technique to group data points. This
section introduces the di erent learning methods and dives into di erent clustering

types.

2.2.1 Learning techniques

In machine learning, methods can be broadly divided into three categories: supervised,
semi-supervised, and unsupervised learning, depending on label availability in the
data [Alloghani et al., 2020].

Supervised approaches, such as decision trees [Rokach and Maimon, 2005], support
vector machines [Hearst et al., 1998], and MNa& Bayes [Rish et al., 2001], rely on
labeled data for tasks like classi cation and regression. In contrast, semi-supervised
learning combines both labeled and unlabeled data, which can be advantageous
when labeling is expensive and di cult task, using techniques like Expectation-
Maximization (EM) with generative mixture models [Martinez-Uso et al., 2010],
self-training [Aydav and Minz, 2015], and co-training [Blum and Mitchell, 1998] to
improve classi er performance [Xiaojin, 2008].

However, when no labels are available, unsupervised learning techniques are required.
Clustering is a core unsupervised machine learning method focused on grouping
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similar data points without requiring labeled data. The goal of clustering algorithms
is to nd patterns within data, forming groups or clusters where objects in each
cluster are more alike to each other than to those in other clusters [Rodriguez et al.,
2019].

2.2.2 Clustering

Clustering steps typically include calculating distance, similarity and grouping based
on this similarity.

Traditional clustering algorithms can be categorized by their underlying approach
[Xu and Tian, 2015], some examples are as follows:

Partition-based clustering methods, such as K-Means [Kanungo et al., 2000],
aim to partition data into distinct groups by minimizing intra-cluster variance.
The intra-cluster variance refers to the connectedness of the data points within
and between clusters [Killip et al., 2004].

Hierarchical clustering approaches, like Hierarchical Agglomerative Clustering
(HAC) [Nielsen and Nielsen, 2016], build a hierarchy of clusters through successive
merges or splits.

Density-based clustering represented by DBSCAN (Density-based spatial clus-
tering of applications with noise) [Ester et al., 1996], identi es clusters as dense
regions of data points, making it e ective for clusters of arbitrary shapes.

Distribution-based clustering methods, including Gaussian Mixture Models
(GMM) [Rasmussen, 1999], assume clusters follow speci c statistical distributions.

Fuzzy clustering techniques, such as Fuzzy c-means (FCM) [Bezdek et al.,
1984], allow data points to belong to multiple clusters with varying degrees of
membership.

In this thesis, the K-Means algorithm is used as the clustering technique in conjunction
with spectral clustering. K-Means is a widely-used clustering method that partitions
data into k clusters by minimizing the mean squared distance between points and
their nearest cluster center, known as squared-error distortion. Typically following
Lloyd's iterative method, the algorithm assigns each data point to the nearest center,
recalculates the centroids of these clusters by computing the mean of all the data
points assigned to each cluster, and repeats until assignments stabilize [Kanungo
et al., 2000].

According to [Assent, 2012], traditional clustering algorithms struggle with high-
dimensional data because distance measures become less meaningful in those envi-
ronments. In high-dimensional spaces, data points start to appear almost equally far
from each other, making it hard for distance-based methods like K-Means to nd
clear clusters. The study further points out that density estimation methods, such

as DBSCAN become unreliable in high dimensions, as most data points lie far from
the center, requiring signi cantly larger radii to capture neighborhoods. However,
increasing this radius reduces the precision of the clusters, as clusters may merge or
lose de nition. Conversely, reducing the radius to improve precision, however, results
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in sparse clusters that are sensitive to outliers. Additionally, each new dimension
introduces noise, increasing the problem and making it increasingly di cult to detect
meaningful clusters within the noise and sparsity of high-dimensional spaces.

This problem of clustering in high-dimensional spaces is addressed by spectral
clustering. Spectral clustering overcomes these issues by calculating eigenvalues
and eigenvectors on graph Laplacian, which causes the decomposition of the high-
dimensionality data into smaller dimensions, which allows for better analysis of the
underlying data structure. Further advantages of spectral clustering [Xu and Tian,
2015] include its suitability for datasets with arbitrary shapes, its convergence to a
globally optimal solution, and the simplicity of requiring only a similarity matrix as
input. Additionally, spectral clustering is less sensitive to outliers, making it more
robust in handling noise and irregularities in complex datasets [Arias-Castro et al.,
2011].

2.3 Spectral clustering methodology

Spectral clustering is a powerful unsupervised learning technique, distinct in its ap-
proach due to its foundation in graph theory to identify clusters in high-dimensional
spaces, making it e ective for complex, non-linear data structures. This section intro-
duces the fundamental concepts of spectral clustering, including the transformation
through similarity and eigendecomposition methods, and discusses its advantages
over traditional clustering algorithms.

The typical process structure of the spectral clustering algorithm is shown in Algo-
rithm 1, based on [Ng et al., 2001] and further explained in the next subsection.

Algorithm 1 Spectral clustering

Ensure: Clustering of S into k clusters
1: Compute distance matrixD gt Where Dy (i;] ) = ksi  sjk for all i;j .

2: Construct similarity matrix A whereA; = exp Dd'sé—('z”z ifi 6 j,andA; =0.

3: De ne diagonal matrix D with Dj = j Aj .

4: Compute normalized LaplacianL = D :AD .
5. Find X : matrix of the top k eigenvectors oL .

6: Cluster rows ofX into k clusters using K-means.
7

: Assign each points; to the cluster of the corresponding rowy;.

2.3.1 Distance matrix

The initial step in clustering involves measuring the distance or similarity between
features by using a proximity measure. Di erent data types or data sizes may bene t
from particular proximity measures that enhance clustering results. Therefore, it is
important to choose an appropriate proximity measure at each step of the process
for e ective clustering. For instance, ignoring factors like data sparsity or feature
correlation can hide relevant patterns [McCune and Grace, 2002].
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Numerical data is the most commonly used type in data analysis, and even non-
numerical data, such as nominal data, are often converted into a numerical form. For
example, document corpus data, which consists of words, is typically converted into
numerical data using techniques like TF-IDF or binary encoding. Since the datasets
in this paper contain only numerical features, the focus here is on proximity measures
for numerical data attributes. [Mehta et al., 2020] provides a comprehensive survey
on various proximity measures. Table 2.3 shows the proximity measures used in the
SimKit plugin. In this thesis, Euclidean distance is used, which is widely popular
and e ective in most scenarios (and also used in Algorithm 1).

Table 2.3: Overview of proximity measures, their types, and equations. Here, X;
andy; are vectors of thei-th dimensions,C;; is the sum of shared attributes between
data pointsi and j, and §; and §; are the sums of their attributes, respectively.
N (x) and N (y) are the sets of neighbors af andy. Metric proximity measures
follow rules like being non-negative, symmetric, and obeying the triangle inequality.
Non-metric measures may break these rules, like symmetry or triangle inequality.

Proximity measure Type Equation
Euclidean Distance PP
[Mohibullah et al., metric (G )2
2015]
Manhattan Distance =)
[Mohibullah et al., metric o X Vil
2015]
Canberra distance metric Phn ix yii
[Gultom et al., 2018] =1 iyl
Bray-Curtis
dissimilarity [Currie non-metric 1 sz.f'sj
and Parry, 1994]
Cosine Distance .
[Rahutomo et al., non-metric 1 =
2012] ISR
Jaccard coe cient : IN GOV N ()]
[Kogge, 2016] metric INCOL N ()]

2.3.2 Similarity matrix

After calculating the distance matrix using the chosen proximity measure, a similarity

Is generated by converting pairwise distances into similarity scores. The similarity
scores are stored in a matrix, also often named the neighborhood matrix. This thesis
utilizes four types of neighborhood matrices: fully connected, epsilon, k-nearest
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neighbors (knn), and mutual k-nearest neighbors (mknn). A visual representation of
these graph types is shown in Figure 2.1.

Fully-connected graph [Inkaya, 2015]: Each node connects to all others, making
similarity function choice crucial to capture local traits. Often, a Gaussian kernel
is used, with  controlling neighborhood width: s(x;; Xj) = exp( dﬁ =2 ?)), i.e.

de nes how far, but still similar, two data points x; and x; are. Here, is a
hyperparameter, as it requires careful tuning to balance local and global similarity
representation. A poorly chosen can result in under- or over-smoothing of the
graph.

-neighborhood graph [Inkaya, 2015]: Nodeg and v; are connected if the
distanced; between them is less than, forming an unweighted graph. The
hyperparameter a ects connectivity, balancing local versus global connections.

k-Nearest Neighbors (KNN) [Najdenov, 2020]: Connects each node to ks
nearest neighbors, maintaining connectivity but potentially linking di erent
density regions. The hyperparametek plays a key role in determining the
graph's structure: too small ak can lead to disconnected graphs, while too large
a k may connect unrelated points. Typicallyk log(n) ensures a well-connected
graph for datasets of various sizes.

Mutual k-Nearest Neighbors (mkNN) [Najdenov, 2020]: Links two nodes only if
each is among the other'«-nearest neighbors. This limits connections to regions
of similar density, avoiding links between areas of di ering densities. Compared
to KNN, mkNN creates fewer connections for the sanie requiring a largerk
to achieve similar connectivity. It balances sensitivity to density variations and
local structure, making it e ective for density-based clustering.

Figure 2.1: Types of neighbourhood graphs a) Fully-connected graph;b) {
neighbourhood graphg) k-neighbourhood graph for weighted graphs, all the edge
weights in b and ¢ would not be replaced by 1 [Mondal et al., 2024]

In graph theory, similarity matrices are referred to also as adjacency matrices. A
graph can be weighted and unweighted, where if it's unweighted it uses the 0/1-valued
vector to show the existence and non-existence of an edge between nodes. Weighted
edges are calculated based on a certain similarity score. In our case fully-connected
is the only weighted similarity matrix.

2.3.3 Laplacian matrices

After constructing the similarity matrix, the next step in spectral clustering is con-
structing the Laplacian matrix. The Laplacian matrix is a fundamental component in
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spectral clustering. It is derived from the adjacency matrix (representing connections
between nodes) and the degree matrix (representing node degrees)defyree matrix

D [Wilson and Zhu, 2008] is a diagonal matrix where each enty; represents the
degree of the node. For unweighted graphs, the degree is the number of edges
connected toi and for weighted graphs - the sum of the weights of those edges.
Mathematically, it is de ned as:

whereA;; denotes the weight of the edge between nodeandj. Fori 6 j, D; =0.

The most common forms of Laplacian matrices are the unnormalized Laplacian,
the normalized symmetric Laplacian, and the random walk Laplacian, each o ering
di erent properties for analyzing graph structures. The main di erences in various
spectral clustering algorithms are in the calculations of the Laplacian technique used.
There are several types of Laplacian matrices used in spectral clustering, where here,
D is the degree matrix,A is the adjacency matrix, andL represents the Laplacian
matrix:

Unnormalized Laplacian (L) [Von Luxburg, 2007]: The unnormalized Laplacian
matrix L is de ned as:
L=D A

This form captures the direct relationship between node degrees and edges but
does not account for node density variations, making it only suitable for simpler
datasets, not for complex and large ones.

Normalized Symmetric Laplacian (Lsym) [Von Luxburg, 2007]: To improve
robustness, particularly in graphs with variable node degrees, the normalized
symmetric Laplacian is de ned as:

Leym =D PAD 7

Random Walk Laplacian (Ln,) [Von Luxburg, 2007]: Another commonly used
form, the random walk Laplacian, models probability transitions in a graph:

Lw=D A

Let | denote the identity matrix, a square matrix with ones along its main diagonal
and zeros elsewhere, which acts as the multiplicative identity in matrix operations.
In spectral graph theory, the Laplacian is sometimes represented ks L. This
transformation modi es the eigenvalues ot by shifting each one from ;to1
while keeping the eigenvectors unchanged. As stated in [Ng et al., 2001], this
shift allows for equivalent analysis, however it changes the numerical values of the
eigenvalues. To simplify the calculations and further analysi, is used in this thesis
instead ofl L.
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2.3.4 Eigendecomposition

With the Laplacian matrix in place, the spectral clustering process proceeds with
eigendecomposition. This critical step involves computing the eigenvalues and eigen-
vectors of the Laplacian, e ectively reducing the graph's dimensionality. Typically,
the k smallest (or largest, depending on the Laplacian type) eigenvalues and their
corresponding eigenvectors are used to form a lower-dimensional representation of the
data, called the X matrix. Here, k represents the number of clusters to be identi ed

in the dataset. TheX matrix reveals the clustering structure and prepares the data
for the nal clustering step.

Eigendecomposition is fundamental to spectral clustering because it uncovers the
structure of the Laplacian matrix L through its eigenvalues and eigenvectors, which
represent connectivity patterns in the graph. Following [Abdi, 2007] and [Von Luxburg,
2007], the decomposition of a matriXA can be expressed as:

A=U U!

where U holds the eigenvectors, and is a diagonal matrix of eigenvalues. For
symmetric matrices like the Laplacian, this simplies toL = U UT, ensuring real
eigenvalues and orthogonal eigenvectors.

In spectral clustering, each eigenvalue-eigenvector pdir;; u;) of nodei provides
insights into graph connectivity. The smallest eigenvalues, which start from zero,
correspond to well-connected components. Therefore, their eigenvectors are used to
determine the clusters. This way, key structural patterns are captured and e ective
clustering in complex graphs is enabled.

2.3.5 Clustering

In this reduced space derived from eigendecomposition, clustering can be performed
with increased accuracy and interpretability. Spectral clustering can be processed in
two contexts: feature-based and graph-based clustering. Feature-based clustering
groups data by calculating similarity based on individual features [ML Techniques,
2023]. In contrast, graph-based clustering organizes data into clusters based on the
relationships or connections among nodes in a graph structure, capturing complex
dependencies within graph data [Chen and Ji, 2010].

2.4 Cluster evaluation metrics

Lastly, to assess the clustering results, evaluation indices such as the Silhouette
coe cient and Adjusted Rand Index (ARI) are used. These metrics measure both
the cohesion within clusters and the separation between clusters, providing insights
into clustering quality. By applying these indices across various datasets, the e ec-
tiveness of spectral clustering methods in producing meaningful and robust clusters
Is evaluated.

Silhouette coe cient [Shutaywi and Kachouie, 2021] measures clustering quality by
evaluating both the compactness of each cluster and the separation between clusters.
Speci cally, it compares the average distance of each point to others within the same
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cluster (cohesion) to the average distance to points in the nearest cluster (separation).
For a given data pointx;, the Silhouette coe cient is de ned as:

b(xi) a(x)

S0 = et bx); ax)g’

where:

a(xj): The average distance ox; to all other points within the same cluster
(cohesion),

b(x;): The minimum average distance ok; to points in the nearest cluster
(separation).

The silhouette score ranges from -1 to 1, where a score close to 1 indicates well-de ned
clusters, a score near 0 suggests overlapping clusters, and a negative score implies
that points may be assigned to the wrong cluster.

Adjusted Rand index (ARI) measures the similarity between two clusters of the same
dataset based on ground truth labels and predicted labels derived from the performed
clustering. It is an improvement of the Rand index [Rand, 1971] that allows clusters
to be adjusted by chance, proposed from [Hubert and Arabie, 1985]. Rand index
values are between 0 and 1 while for adjusted rand index, they can vary between -1
and 1, O for expected agreement, 1 for perfect agreement and negative values show
disagreement between the two clusters [Amodio et al., 2015]. The di erence between
the adjusted rand index and the other mentioned validity indices is that adjusted
rand does not depend on the number of clusters. Furthermore, ARI is recommended
to use when the reference clustering consists of large clusters of similar sizes [Romano
et al., 2016].






3. Related Work

3.1 On spectral clustering, its application and limita-
tion

In the last few decades, clustering and, in particular, spectral clustering have increased
their popularity for machine learning tasks due to their good performance [Jia et al.,
2014]. The history of spectral clustering can be followed way back to 1973, when
[Fiedler, 1973] introduced the concept of the Fiedler vector. This paper explores that
Fiedler vector is derived from the second smallest eigenvalue and holds the most
relevant information about graph partitioning. This study gave the foundation of
spectral clustering and led to more research, such as [Shi and Malik, 2000], in which
Normalized cuts and the application of spectral clustering for image segmentation
were introduced. Soon after, [Ng et al., 2001] formally introduced a structured
spectral clustering framework. Another often cited research is the [Von Luxburg,
2007] that details the theoretical foundation of spectral clustering and all of its
individual steps, and it evaluates the steps of spectral clustering in detail.

Moreover, spectral clustering has proven to be useful in various application areas [Zhou
and Amini, 2019], such as to investigate di erent methods for similarity detection
within a community. For example, [Xu and Ke, 2016] investigates spectral clustering
of text data. [Paccanaro et al., 2003] prove that normalized spectral clustering
performs outstandingly in its use in bioinformatics for identifying superfamilies by
deriving information between protein sequences. Spectral clustering demonstrates a
vital role in healthcare-related matters, e.g. in brain image segmentation and medical
image analysis [Ghosal et al., 2020].

Spectral clustering, even with its advantages, still faces various challenges and thus
brings disadvantages, such as sensitivity to the hyperparameters required for the
construction of the similarity matrix [Favati et al., 2020], the need of a preset number
of clusters [Xu and Tian, 2015] and the high computational complexity [Yan et al.,
2009]. Hence, research continuously tries to nd improvements [Xu et al., 2018],
[Duan et al., 2019]. [Fan et al., 2022] and [Fan et al., 2020] propose automated
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tuning of hyperparameters for spectral clustering. The problem of pre-selecting the
number of clusters also has a proposed solution through the eigengap heuristic [Peng
et al., 2015]. [Chen and Su, 2023] propose a solution for improved understanding of
complex networks through consideration of the average neighbor degree.

3.2 Ontools for spectral clustering

Machine learning libraries in Python and Java o er spectral clustering implemen-
tations. Python's scikit-learn library [Pedregosa et al., 2011] provides a robust
clustering module, allowing users to perform various processes as part or separately
from spectral clustering, including constructing the similarity matrix or the Lapla-
cian matrix, as well as various clustering techniques. In Java, libraries like Apache
Commons Math [Apache Software Foundation, 2024], ojAlgo [Optimatika], JAMA
(Java Matrix API) [National Institute of Standards and Technology, 2024] and EJML

(E cient Java Matrix Library ) [Abeles, 2024] o er essential linear algebra functions,
including eigendecomposition.

Furthermore, due to its wide range of applications, spectral clustering has greatly
bene ted from the expansion of graph-based data processing tools and libraries that
simplify tasks like similarity detection, clustering, and scaling for large datasets.

Neo4j, a widely used graph database system, provides powerful libraries that enhance
clustering operations and related tasks on graph data. Two core plugins used for
those purposes in Neo4j are the Awesome Procedures on Cypher (APOC) Library
[Neodj, Inc., 2024b] and the Graph Data Science (GDS) Library [Neo4j, Inc., 2024d].
APOC consists of approximately 450 procedures, primarily for data integration and
data conversion, with some support for graph algorithms. In contrast, GDS Library
contributes speci cally to the broad world of data analysis for graph data (e.qg.,
detecting node similarity, path- nding, as well as support of various machine learning
tasks). GDS is speci cally designated for large-scale databases. Neo4j also provides
tools for visualization, particularly for interactively displaying graph structures and
relationships. It has built-in tools like Neo4j Bloom [Neo4j, Inc., 2024c], which
provide an intuitive, no-code interface for exploring graph data by investigating
nodes, relationships, and patterns. However, one limitation of Neo4j is the absence
of a tool designated speci cally for spectral clustering.



4. SimKit: Neo4j tool for spectral
clustering

To further maximize the potential of spectral clustering in graph data, a specialized
plugin, SimKit, is developed and proposed in this thesis to address speci ¢ challenges
in spectral clustering. While existing tools and libraries, such as GDS in Neo4j,
support clustering and similarity detection at scale, SimKit is uniquely designed
with functionalities tailored speci cally for spectral clustering applications. This
chapter presents SimKit's framework and details its implementation with a focus on
Laplacian matrices and eigendecomposition.

4.1 Framework

SimKit, the tool proposed in this thesis, is a Neo4j plugin built in Java. SimKit is
used, similarly to GDS Library, for advanced data analysis, with implementation
and primary focus on a complete spectral clustering algorithm. Users only need
to add the SimKit plugin to Neo4j's plugin directory before using the tool on the
Neo4j interface. Furthermore, Neo4j utilizes the query language Cypher to execute
procedures. Cypher is easy to understand and simple to use, along with SimKit's
documentation that provides explicit instructions for using the plugin. All combined,
this enhances the overall usability and user comfort.

As mentioned, the core calculations are handled in Java through functions and are
organized into dedicated classes. This paper is with a particular focus on eigen-
decomposition, as this is the primary component of my contribution to SimKit.
Other essential functions within the spectral clustering process are implemented and
handled by the rest of the team. Speci cally, the Similarity Graph and its related
functionalities are developed by Abhivanth Murali, while K-Means clustering, silhou-
ette evaluation, and adjusted rand index calculations are contributed by Minh Dung
Do and Rahul Mondal. User authentication is implemented by Jonas Heinzmann.

SimKit is based on a structured pipeline, as shown in Fig. 4.1. It consists of four
main procedures, which are detailed in the next Section 4.2:
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Construction of similarity graph: includes calculation and generation of similarity
graph and its related pre-steps.

Construction of eigendecomposed graph: includes calculation of Laplacian matrix,
followed by performing eigendecomposition, and generating a graph containing
the eigenvector information of the embedded matrix.

K-Means Clustering: includes visualization of the performed K-Means clustering
and evaluates it with an average Silhouette score.

Evaluation: Further evaluates the clustering with Adjusted Rand Index.

Figure 4.1: Complete pipeline of SimKit's procedures for spectral clustering.
SimKit is tailored to handle two use cases of spectral clustering:

Feature-based clustering that uses the information from the nodes and their
features to calculate the similarity matrix.

Graph-based clustering that uses data directly from the edges as an adjacency
matrix.

SimKit o ers a exible approach to spectral clustering. Users can execute the entire
algorithm as a single procedure or work with individual steps separately. This allows
users to determine the starting point of the analysis or skip steps depending on the
structure of their data and the type of clustering they wish to perform. Additionally,
the individual steps allow the user to analyze the results of each step before continuing
to the next one. This method contributes to a better understanding of the individual
steps of spectral clustering. Moreover, it also helps users to dive deeper into the
speci ¢ requirements for the various techniques. This ful lls one of the objectives of
SimKit, which is to be used as a learning tool, not only as an analyzing tool. On the
other hand, running the entire pipeline as a single procedure automates the process,
completing all steps sequentially and producing the nal results in one go.

Di erent techniques in each step of spectral clustering could work better for di erent
datasets, such as numerical or text, dense or sparse, as described in Chapter 2. To
t this variability, SimKit o ers further customizable advantages by allowing users

to experiment with various possible combinations of proximity measures, similarity
matrices, and Laplacian matrices. Users can explore which combination suits their
dataset best and reaches optimal results by not having one de ned complete algorithm.

SimKit targets both experienced users within the data science and machine learning
community who are familiar with spectral clustering, and those who are still at a
beginner stage or simply curious to explore the plugin. Fortunately, both of the
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groups can use SimKit with ease. For instance, for users in the second category,
SimKit o ers dynamic calculations for crucial sub-steps of the algorithms, such as
determining the optimal number of clusters through the eigengap heuristic method.
Moreover, SimKit provides the option to manually set custom hyperparameters for
the similarity procedures.

4.2 Detailed individual procedures

SimKit is a plugin that allows users to perform spectral clustering entirely in Neo4j
and have the output in a graph data format. SimKit tool consists of similarity
and eigendecomposed graph construction, clustering using K-Means and evaluation
through evaluation metrics (Figure 4.2). Each step is brie y explained below to
guide users through the spectral clustering work ow e ciently.

Figure 4.2: Use case diagram showing the work ow of the SimKit spectral clustering
process in Neo4j

Similarity graph

The rst procedure, as part of spectral clustering, is generating a similarity graph.
Here is to distinguish between the two di erent use cases. A similarity graph works
only with data on which a distance/similarity can be calculated, which in most cases
is feature-based clustering. This procedure is skipped if user already has a graph with
edges in Neo4j to perform spectral clustering on. For the input data, there exists
the choice to input a CSV le with prede ned columns containing at least node IDs,
features (e.g., X,Y,Z), and labels or directly work with an already constructed graph
within Neo4j. Users can customize the function by manually setting the following:

Proximity measure: The choice for distance to be calculated between points
(Euclidean, Canberra, Cosine, Jaccard, and Bray Curtis) (2.3.1).

Graph type: The graph type to be generated (fully-connected, epsilon, knn, and
mknn) (2.3.2).
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Hyperparameter: For each graph type, the specic hyperparameter ( , k-
nearest neighbor ) for optimal calculation, which allows freedom for the users
based on the speci ¢ dataset and its size to be analyzed, rather than a one xed
value.

The output is a node-edge similarity graph that is used for performing eigendecom-
position.

Eigendecomposed graph

Figure 4.3: Eigendecomposition procedure owchart that outlines the complete
procedure for performing eigendecomposition as part of spectral clustering within
SimKit.

The next step is to perform eigenecomposition, as illustrated in Fig. 4.3. It begins
by retrieving the node information (node's index and labels) and edge lists based on
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the graph input from Neo4j, derived as adjacency data. The adjacency data is used
to compute the degree matrix. These matrices serve as a foundation for calculating
the Laplacian matrix, with SimKit supporting three options: symmetric normalized
Laplacian generated withcalculateSymmetricLaplacianMatrix , normalized ran-
dom walk Laplacian obtained usingcalculateRandomWalkLaplacianMatrix , and
the newly proposed adaptive LaplaciacalculateAdaptiveLaplacianMatrix . Each
Laplacian type is computed through custom Java functions.

After constructing the Laplacian matrix, the next step involves decomposing its
eigenvectors. SimKit employs a method for computing eigenvalues and their cor-
responding eigenvectors using the ojAlgo library [Optimatika]. More speci cally,
the Generalised eigenvalue problem was chosen to optimize the handling of both
symmetric and non-symmetric Laplacian matrices [Peterson, 2019].

The eigenvalues are then sorted in ascending order, and the corresponding eigenvectors
are fetched. The number of eigenvalues is set speci cally by the user or based on the

largest eigengap heuristic method. The selected eigenvectors are used to construct
the X -matrix.

As the nal step, the X -matrix is transformed into a Neo4j graph format, where
each node represents a point in the reduced-dimensional space. Each node in this
graph stores its associated eigenvector entries, in addition to the original features,
in its properties list, preparing it for the next step, where K-Means clustering is
performed. By handling complex matrix computations through general matrix opera-
tions provided by MatrixUtils  (apache commons-math3 3.6.), SimKit maintains

an adaptable backend work ow that supports e cient spectral clustering.

K-Means clustering and evaluation with Silhoue e score

The nal generated graph is the result of K-Means clustering based on the selected
data in the form of clustered nodes (2.3.5). Users can choose to cluster either the
X -matrix from the previous step or the original nodes' features. They can also set
parameters for the clustering, including the desired number of clusters, the maximum
number of iterations, and the proximity measure (i.e., Euclidean distance, Manhattan
distance, Cosine similarity, or Bray-Curtis). Then the clustering results are directly
evaluated with the silhouette score, which is displayed on the Neo4j interface.

Clustering evaluation indices

Additional procedures are implemented to allow users to evaluate clustering perfor-
mance based on:

Average silhouette score: For this evaluation, the desired data to be analyzed
and the predicted labels derived from K-Means clustering are required. This
score is e ective speci cally for feature-based clustering and useful when true
labels are not available. It could be problematic for graph-based clustering, as
the Silhouette score calculates or requires a distance matrix in its calculations.

Adjusted rand index: For this evaluation, both true and predicted labels are
required. This score is bene cial for graph-based clustering, as it does not require
a distance matrix.






5. Methodology

In this chapter, the datasets used are introduced, followed by the structure of
the experiments designed to investigate the research questions and the necessary
technical requirements. Each experiment description begins with the associated
research question and includes the speci c goals and procedures used to address it.
The variety in datasets and experimental setups allows for an in-depth exploration

of all research questions and related discussion points.

5.1 Data

A summary of each dataset is presented in Table 5.1. The datasets vary in their struc-

ture, in uencing the clustering techniques used for each. Graph-based datasets are
represented as undirected homogenous adjacency graphs with existing relationships,
while feature-based datasets use data consisting of features and no relationships. A
more detailed description of each dataset follows.

Table 5.1: Summary overview of the datasets used, detailing the number of nodes,
features, edges, classes, and the clustering type.

Dataset Nodes | Features | Edges | Number of classes| Clustering type
Iris [FISHER, 1936] 150 4 - 3
Feature-based
Madelon [Guyon, 2004] 1,716 500 - 2
CORA [Sen et al., 2008] 2,708 - 5,278 7
CiteSeer [Sen et al., 2008] 3,264 - 4,536 6 Graph-based
PubMedDiabetes [Sen et al., 2008] 6,319 - 17,647 3

5.1.1 Dataset 1: IRIS

IRIS dataset [Fisher, 1936] is one of the earliest used data for classi cation research.
It was presented by Fisher back in 1936. Each row of the data represents a ower
with its sepal and petal length and width and the assigned corresponding class.
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There are three possible classes: Iris Setosa, Iris Versicolour, and Iris Virginica. The
dataset has no missing values, is relatively small - it consists of a total of 150 rows,
and is perfectly split between the three classes in the range of every 50 ' owers'. The
dataset's clean structure and balanced class distribution make it ideal for testing

various machine learning algorithms.

5.1.2 Dataset 2: Madelon

Madelon [Guyon, 2004] is a synthetic dataset, i.e. arti cially created, for the NIPS
2003 feature selection challenge. It contains a total of 500 features, with only 20
being relevant, while the remaining 480 are noise, making the dataset challenging for
machine learning tasks such as clustering. As the dataset was created for a feature
selection challenge to distinguish between the real and noisy data, the real features
are not provided publicly. Therefore, all 500 features are used in this research. The
original total number of samples is 4,400, which are distributed between train (2,000),
validation (600), and test (1,800) sets. Samples are divided into two classes with
values 1 and -1, and there are equal amounts of each class in each set.

The citation network datasets| CORA, CiteSeer, and PubMed Diabetes|are widely
used benchmarks in machine learning for tasks such as node classi cation, link predic-
tion, and community detection. Each dataset is structured as a graph, where nodes
represent publications and edges denote citation edges. For this study, undirected
graph structures are utilized to examine relational patterns among nodes without
regard to citation direction.

5.1.3 Dataset 3: CORA

The Cora dataset [Sen et al., 2008] contains 2,708 scienti ¢ publications classi ed into
seven categories: Case-Based, Genetic Algorithms, Neural Networks, Probabilistic
Methods, Reinforcement Learning, Rule Learning, and Theory. The associated
citation network consists of 5,429 edges. Each publication is represented by a binary
word vector, where zero or one indicates the absence or presence of a particular word
from a dictionary of 1,433 unique terms.

5.1.4 Dataset 4: CiteSeer

The CiteSeer dataset [Sen et al., 2008] classi es publications into six categories: Al
(Arti cial Intelligence), Agents, DB (Databases), HCI (Human-Computer Interaction),
IR (Information Retrieval), and ML (Machine Learning). It includes 4,732 citation
edges but contains 17 isolated publications (i.e., publications without edges). Each
publication is represented by a binary word vector across a dictionary of 3,703 terms.

5.1.5 Dataset5: PubMed Diabetes

The PubMed Diabetes dataset [Sen et al., 2008] is the largest citation network used
in this study, with 19,717 publications and 44,338 citation edges. It contains 500

features based on TF-IDF word vectors and is categorized into three prede ned

classes: diabetes mellitus type 2, diabetes mellitus type 1, and diabetes mellitus
experimental [Fu et al., 2021], labeled as 1, 2, and 3.
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5.2 Dataimport and pre-processing

After the initial data import of each dataset, both Python and Neo4j experiments
rely on consistent data preprocessing in Python, where data is imported, prepared,
and con gured for spectral clustering.

5.2.1 Dataimport

All experiments begin with importing the data. The datasets used for graph-based
clustering include three citation network datasets| CORA, CiteSeer, and PubMed
Diabetes [Sen et al., 2008]|provided from the StellarGraph datasets collection
[CSIRO's Data61, 2018]. The StellarGraph library is a Python-based library that
contains numerous machine learning algorithms and datasets, including these citation
network datasets, licensed under Apache License 2.0. For graph-based clustering,
these citation network datasets are transformed from graph objects into adjacency
matrices, capturing relationships (i.e., citations) between publications. Each publica-
tion has an associated ID, label, and a list of features. The list of features does not
play a role in the clustering and is imported simply to ensure the completeness of
the data.

The feature-based clustering is performed on several other datasets. The Iris data
[FISHER, 1936] is fetched from thesklearn.datasets directory, which is part of
scikit-learn [Pedregosa et al., 2011], an open-source Python library that provides
various tools for data mining and machine learning, including datasets and algorithms
for clustering, classication, and regression. The synthetic Madelon dataset is
extracted from the UCI Machine Learning Repository [Guyon, 2004] as a CSV
le. These datasets are formatted as standard sample data, where each object is
represented by its ID, label, and features.

5.2.2 Data preprocessing

Preprocessing steps are applied considering the datasets grouped by their general
data types and clustering types - feature-based clustering and graph-based clustering.
Each dataset type underwent distinct preprocessing steps tailored to its specic
structure.

For Iris and Madelon datasets, feature normalization is performed using min-max
normalization, which scales features to a speci ed range (commonly between 0 and
1) to ensure consistency across feature values [Patro, 2015]. For the CORA, CiteSeer,
and PubMedDiabetes datasets, self-loops appearing in the adjacency matrices are
removed, ensuring more reliable clustering results. Moreover, all datasets are checked
for isolated nodes within the adjacency matrix formation, which are removed to
enhance the integrity of the networks.

Additionally, measures are taken to normalize labels through label encoding into
numerical values, as one of the evaluation techniques used in this paper is the adjusted
rand index, which requires ground truth labels along with predicted labels, the labels
must be presented in numerical values. Such measure is taken for CORA and CiteSeer
datasets. The fetched Iris, PubMedDiabetes and Madelon datasets already contain
label-encoded features.
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For scalability testing, datasets are also divided into subsets. The Iris experimental
set consists of randomly generated di erent subsets, in addition to the complete size,
each containing 48 or 99 rows and having an equal distribution of classes in each
sub-dataset. Similarly to the IRIS dataset, the Madelon is also divided into two
subsets to help evaluate the scalability of Neo4j. Sets have 858 and 1,716 nodes.
The same was done also for the PubMed dataset, and for the experiments, a total of
6,319 nodes with 17,647 edges were used.

5.2.3 Final experimental data

To have consistent input for performing spectral clustering, all datasets have been
loaded rst to Python using their respective import resources, as previously described
when the datasets were introduced. Then preprocessed, as required and nally passed
to Neo4j Dekstop through simple Cypher queries to generate nodes and edges (where
available). As described earlier for each dataset, graphs are generated based on their
structure - some already in the form of adjacency matrix with nodes and edges, and
others represented only as nodes with features for similarity matrix to be generated.
In the following section, the process of passing the datasets to Neo4j is described.

The following example, using CORA dataset, demonstrates how the nodes (doc-
uments) and undirected edges (references) from a citation network dataset are
imported into a Neo4j graph database. Each document is represented as a node
with its unique id and associatedeatures , while the edges represent undirected
reference relationships between documents.

Node Creation

Nodes are created using th€EREATEypher statement. Each node is labele@ora,
and contains properties such agd (the unique identi er of the document) and
features (0/1 word vectors). The corresponding Python implementation can be
found in the Appendix (Code A.1). Here$id represents the unique identi er of each
document, and$features stores the dictionary list.

For the generation of nodes of datasets where spectral clustering is fully performed,
l.e. process includes the calculation of similarity matrix, the nodes are created
together with their attributes. The example code can be found in the Appendix
(Code A.2).

Undirected Edge Creation

Since the edges are undirected, the relationship between two documents is symmetric.
The query, found in Appendix A.3, establishes an undirected relationship labeled
REFERENCES&ween two documents. The relationship doesn't imply direction, so
the edge is created only once between any pair of documents. The use of MERGE
clause ensures that an undirected edge betwesource_id andtarget id is created
only once, regardless of the order in which the nodes are speci ed. This ensures
that the edge is created without duplicates, and the property can be easily accessed
in subsequent operations. The relationshiREFERENCIHES|ludes avalue property,
which stores the weight of the relationship. For unweighted edges, this property is
set to "1" and can be accessed in further calculations througtvalue .
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5.3 Experiments

After data import and preprocessing, experiments continue with similarity matrix
construction, eigendecomposition technique, clustering, and clustering evaluation.
Minor variations depending on the type of experiment and clustering are noted
in the following subsections. The experiments are performed on two platforms,
Python and Neo4j, for addressing speci c research questions. The table 5.2 below
summarizes the experimental setups, listing the platform, related research question,
experiment type and datasets for each experiment. Beyond these primary objectives,
the experiments also enabled parallel exploration of additional related topics and
challenges that emerged throughout the research process, for example, what challenges
were encountered during the research. These additional topics, which o ered valuable
insights and solutions to speci ¢ obstacles encountered during the study, are included
in the discussion.

Table 5.2: Overview of experimental setups conducted on Python and Neo4j.
It summarizes the addressed research questions, experiment types, datasets, and
additional discussion points.

Platform Research question Exp;rp:r;ent Dataset(s) Additional discussion
RQ1: Impact of Comparative & Synthetic Challenges in graph
Python average degree of . X
. . Quality Analysis Datasets database use cases
neighboring nodes
RQ2: SimKit Scalability,
Neod scalability in time, Reliability and All real datasets SimKit accuracy
space, and Accuracy comparison
computation Testing
Clustering
RQ3: Improvements o oo
Python in data structure and Reliability and All real datasets SimKit accuracy
Laplacians Accuracy, _ comparison
Quality Analysis

5.3.1 General overview of spectral clustering

After data preprocessing, further steps begin with performing the spectral clustering
methods. Regardless of using Python or SimKit, the ow of the experiment is similar.
The SimKit detailed version is presented in the previous Section 4. Hence, this
chapter focuses more on Python implementation along with the general ow.

Experiments are conducted based on various combinations of similarity and Laplacian
matrices and a number of clusters set manually by the user. For graph clustering,
while the citation networks are already structured as adjacency matrices, they can
still vary in the number of clusters and the type of Laplacian normalization applied.

To ensure that Laplacian matrices are handled e ciently and accurately during the
spectral clustering process, botimumpy.linalg.eigh()  and numpy.linalg.eig()
functions are evaluated based on the matrix type. The calculation of eigenvalues and
eigenvectors was initially employed only througmumpy.linalg.eigh() . However,
slight disturbances in the Laplacian matrix sometimes causeglgh to fail, interrupt-
ing the spectral clustering process. This limitation led to the research @fig, which
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supports both symmetric and non-symmetric matrices. Whileig works in all cases,

a hybrid approach was adopted to optimize performance and stability. As noted in the
o cial NumPy documentation ([NumPy Developers, 2024b]),numpy.linalg.eigh()

Is speci cally designed for complex Hermitian (conjugate symmetric) or real symmet-
ric matrices, such as the normalized Laplacian matrix. The output of this function
returns the real eigenvalues of the Laplacian matrix in ascending order, along with
their corresponding eigenvectors. In contrasfpumpy.linalg.eig()  ([NumPy De-
velopers, 2024a]) also accommodates non-symmetric matrices, which is why it is
selected to ensure compatibility.numpy.linalg.eig()  returns eigenvalues that are
not necessarily ordered, along with their corresponding eigenvectors. Furthermore,
in this function, eigenvalues can also be returned as complex numbers. Therefore,
numpy.real was utilized to guarantee real values. Furthermore, ordering in ascend-
ing order is handled internally in the code withnp.argsort , ensuring that the
eigenvalues are sorted along with their real values.

5.3.2 Adaptive Laplacian

The primary objective of this experiment is to implement and evaluate the Adaptive
Laplacian graph's performance in clustering tasks by comparing it to other Laplacian
matrix constructions.

The Adaptive Laplacian (L.g) is inspired by recent developments in identifying

in uential nodes within complex networks [Chen and Su, 2023]. This method
leverages both the degree of a node and the average degree of its neighbors to identify
key nodes in networks with varying densities. To further enhance clustering e ciency,
especially in sparse regions, this thesis investigates the adaptive Laplacian, which
captures the average degree of neighboring nodes:

- 1=2 1=2
Lad - I:)Iocal AD local

where D oca iS de ned as the average degree of neighboring nodes for each niode

Diocal(i;i) = !

degree() | Aij degreef)

The adaptive Laplacian observes the local density - nodes with larger values qf.R

are connected to high-degree neighbors, which means that they are located in a
region with a denser network. The assumption to be proven in this thesis is that such
a matrix will be able to cluster nodes more e ectively, speci cally in cases where
similarity matrices utilize k-nearest neighbor.

Synthetic datasets fromsklearn [Pedregosa et al., 2025] are used to observe how
the Adaptive Laplacian performs across di erent clustering contexts compared
to symmetric and random walk Laplacian matrices. Thanake_circles function
generates circular data suitable for binary classi cation with a spherical decision
boundary. The make_moonsereates two interlocking crescent-shaped clusters, and
the make_blobsfunction generates a multiclass dataset by assigning each class to a
cluster of points following a normal distribution. Visualization of clustering outcomes
across di erent similarity graphs and Laplacian matrices enables comparative analysis,
along with silhouette score. These results inform the decision on whether the Adaptive
Laplacian should be used in more extensive studies, including furthermore on graph-
based evaluation.
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5.3.3 SimKit reliability and accuracy

Prior to the spectral clustering algorithm, a hyperparameter optimization process is
implemented using a dynamic search space, which adapts the key hyperparameters,
based on each dataset's size and structure, suchlasal sigmg epsilon and k-nearest
neighbor This approach enables the algorithm to dynamically adjust for various
similarity con gurations over various Laplacian types. Optimization is conducted
by evaluating each con guration's clustering quality through maximized average
silhouette scores and variance minimization. Hyperparameter selection is achieved
through Bayesian optimization (vianumpy.gp_minimize. Bayesian optimization is a
probabilistic method that e ciently searches the parameter space using a surrogate
model. It ensures robust and meaningful optimization even when con gurations fail
due to numerical issues [Frazier, 2018]. This approach yields the most stable and
accurate parameter settings for each dataset.

In the nal step, two clustering evaluation metrics are utilized: average silhouette
coe cient score and adjusted rand index. All two metrics are applicable when
analyzing both feature-based and graph-based clustering results. The results from
the Python implementation are used to evaluate how reliable SimKit's procedures are
by comparing the experimental results for the various datasets in terms of silhouette
score and adjusted rand index.

5.3.4 SimKit scalability

As described in Chapter 2, the data structure in Neo4j comprises nodes, nodes
properties and edges (where available), providing consistency across all datasets
after initial preprocessing in Python. Given the varied forms of the datasets, the
spectralClustering  procedure is designed to handle feature-based and graph-based
clustering. When processing feature-based clustering, the procedure takes the initial
nodes and properties, generating a similarity graph, followed by an eigendecomposed
graph, and concludes with K-Means clustering. When dealing with graph-based
clustering, the similarity graph calculation is skipped.

A total of 69 experiments are carried out across the ve selected datasets, varying key
con gurations. It mirrors the approach used in the Python experiments. To evaluate
the scalability of the SimKit plugin in terms of time and space scalability, some
of the selected datasets were divided into sub-datasets. Execution time, required
memory, and space are measured during the execution of the procedure.

5.4 Technical requirements

The platforms used during the research are Python through Jupyter Notebook and
Neo4j Dekstop. A note to be made regarding Python is that during implementation
and try-out of the experiments with di erent resources of the dataset, the kernel of
Jupyter Notebook, i.e. Python version, is changed from 3.11. to 3.8.14. so it enables
the use of the StellarGraph library. This doesn't a ect any other packages that are
imported.

To execute the experiments, the following devices, softwares and tools are utilized:
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Hardware

Personal MacBook Air with Apple M2 Chip with 16GB RAM (Random Access
Memory), macOS version Sonoma 14.6.1, 8 cores (4 performance and 4 e ciency)
and 256 SSD (Solid-state Drive).

Softwares

Neo4j Dekstop version 1.6.0.121. with DBMS 4.3.2. As datasets are heavy, it is
important to maximize heap memory, where 8G (gigabytes) was set for the most
e ciency.
Python version 3.8.14, which allows the usage of the StellarGraph library. Im-
plementations are executed through the web-based platform Jupyter Notebook
(v7.0.6).

Java version OpenJDK 21.0.1 through Eclipse IDE version 2024-06 (4.32.0).

Various packages and libraries are included in Python and Java languages while
building the respective codes and tools to maximize simplicity and readability. Table
5.3 presents an overview of those.

Table 5.3: Summary of Python and Java libraries used with their versions.

Library/Package Environment | Version Library/Package | Environment | Version
numpy Python 1.24.3 pandas Python 2.0.3
stellargraph Python 1.2.1 seaborn Python 0.13.2
matplotlib Python 3.75 scipy Python 1.10.1
sklearn Python 1.3.2 skopt Python 0.10.2
psutil Python 6.0.0 networkx Python 3.1
java.util Java (Core) | JDK 21.0.1| java.text Java (Core) | JDK 21.0.1
org.apache.commons.math3| Java 3.6.1 org.ojalgo Java 53.3.0




6. Experimental results and
discussion

The experimental setup was centered around two points. Firstly, to evaluate the newly
proposed Adaptive Laplacian algorithm implemented in Python and SimKit. Then,
diving deep into the speci ¢ evaluation of SimKit's performance, its reliability and
scalability were analysed. The evaluation is split into two types - visual representation
of the results through arti cially generated plots focused on the Adaptive Laplacian,
including a silhouette score, and quantity evaluation for SimKit's speci c performance
through clustering evaluation metrics and computational complexity data.

All experiments, that involved evaluation through clustering evaluation matrices or
computational analysis, have detailed numerical results summarized in the Appendix
(Tables A.1{A.4). These tables capture results across all datasets and experimental
con gurations. They highlight di erences in performance between the Adaptive,
symmetric, and random walk Laplacians, as well as their combination with the
various similarity matrices. This chapter summarizes the key ndings and presents
them as plots. Therefore, for more detailed overview, refer to the Appendix.

6.1 Experimental results

Experiments were separated to address the impact of the average neighboring degree
(Subsection 6.1.1), the scalability (Subsection 6.1.3) and reliability (Subsection 6.1.2)
of SimKit. Furthermore, the challenges and the required improvements for spectral
clustering, along with other additional insights were analysed (Section 6.2).

6.1.1 Adaptive Laplacian

This experiment aims to address the rst research questioiCould capturing the
average degree of neighboring nodes provide signi cant improvement in clustering
quality when incorporated in the Laplacian matrix for spectral clustering?" . As
rst step, the randomly generated datasets were used for initial evaluation if Adaptive
Laplacian would be a good candidate for further implementation. The idea is that
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capturing the average degree of neighboring nodes helps improve clustering quality.
Figures in Appendix A.1-A.3 highlight the experimental results. Based on the correct
clustering seen on these plots, the results emphasize that the newly proposed Adaptive
Laplacian matrix performs well when paired with similarity matrices like knn and
mknn. The fully connected graph and symmetric and random walk Laplacians also
show stable performance across datasets, while the Epsilon neighborhood matrix
struggles to cluster the points e ectively. One possible reason for that can be the
sensitivity of the epsilon hyperparameter required for this type of similarity matrix.
Too small or too large epsilon value can disturb the clustering results.

The Adaptive Laplacian's integration into SimKit further tests its e ectiveness,
particularly on sparse graph-based clustering. All runs of the experiments were
conducted to capture a comprehensive view of the results across di erent combinations
of similarity matrices and Laplacians. For this research question it is only relevant
to analyze the total number of cases where the Adaptive Laplacian outperformed
symmetric and random walk Laplacians. As shown in Figure 6.1, it performs better
than the symmetric and random walk Laplacians in most cases. For example, on the
Cora dataset, the Adaptive Laplacian achieved better results in 6 out of 8 tests, and
on the PubMed dataset, it outperformed the others in 5 out of 8 tests. This con rms
that the Adaptive Laplacian can capture meaningful structural information, leading
to improved cluster separation in certain scenarios.

Figure 6.1: Comparison of clustering results using silhouette score and adjusted
rand index across di erent datasets (Iris, Madelon, Cora, PubMed, and CiteSeer).
The green bars represent cases where SimKit outperformed the benchmark (sklearn),
while the red bars indicate cases where it performed worse and the blue bars where
it performed the same.

To conclude, the Adaptive Laplacian works best with neighbor-sensitive similarity
matrices (knn and mknn) and this is well supported by the visual results as seen
in Figures A.1-A.3. However, the lack of signi cant improvement in the silhouette
scores across all datasets indicates that its impact may depend on the dataset's
structure and sparsity. Current assumption can be made that Adaptive Laplacian
is more bene cial for sparse data with an adjacency stucture. Further studies are
required to gain more insights in which use cases the Adaptive Laplacian provides
better clustering results compared to other Laplacians and to identify opportunities
for its broader application.
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6.1.2 SimKit reliability and accuracy

The results in Figures 6.2 and 6.3 compare SimKit and sklearn across several datasets
(IRIS, Madelon, Cora, CiteSeer, PubMed) based on the clustering evaluation matrices.
For the adjusted rand index (ARI), SimKit achieves comparable performance as
sklearn on IRIS, Madelon and Pubmed datasets. It does particularly well on Madelon,
where it outperforms sklearn with more than double the score. The error bars in the
ARI plot show how consistent the results are, based on standard deviation across
multiple runs of the spectral clustering algorithm. Smaller error bars indicate more
consistent results. SimKit outperforms sklearn results by having smaller error bar
for all datasets except on CiteSeer dataset.

Figure 6.2: Comparison of adjusted rand index (ARI) between SimKit and sklearn
across various datasets (Iris, Madelon, Cora, PubMed, and CiteSeer).The blue
bars represent results from sklearn experiments, while the orange bars indicate results
from SimKit. Error bars represent the stability of clustering results based on standard
deviation across multiple runs of the spectral clustering algorithm.

The silhouette score results are slightly di erent. Sklearn performs consistently better
than SimKit for all datasets, even with the slight di erence of less than 1%, as shown
in Figures 6.3. Possible reasons for sklearn to provide slightly better results for
silhouette score is the handling of oat precision in python, which might be more
optimised than in the ojAlgo library. Moreover, the small error bars in most of the
cases once more mean both platforms give stable results for these datasets. Similarly
to the error bar of Citeseer for the adjusted rand index, here also SimKit have higher
bar than sklearn.

Figure 6.3: Comparison of silhouette score between SimKit and sklearn across
various datasets (Iris, Madelon, Cora, PubMed, and CiteSeer). The blue bars
represent results from sklearn experiments, while the orange bars indicate results
from SimKit. Error bars represent the stability of clustering results based on standard
deviation across multiple runs of the spectral clustering algorithm.

Overall, SimKit's results are consistent and often close to sklearn's. It performs well
on ARI and handles larger datasets e ectively. Future research could further improve
the clustering performance of SimKit.
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6.1.3 SimKit scalability

This section aims to answer the second research question of this researthow
scalable is SimKit in terms of time, space and computation?’ As observed through
the experiments, SimKit's performance is largely dependent on the Neo4j memory
con gurations. The results in Figures 6.4a-6.4e demonstrate varying performance
based on dataset size and computational complexity.

(a) CiteSeer (b) Cora (c) PubMed

(d) Iris (e) Madelon

Figure 6.4: Performance results for SimKit time scalability across datasets. Top
row shows graph-based citation network resultsa) CiteSeerb) Cora c) PubMed,
while the bottom row shows feature-based resultsl) Iris and e) Madelon).

The stacked bar plots break the total processing time into distinct components. Each
segment of a bar corresponds to a speci ¢ task|such as computing the similarity

matrix, calculating the Laplacian, executing clustering and calculating the adjusted

rand index. This breakdown identi es how much time each individual step consumes.
Furthermore, the stacked bar plots provide clear insights into where optimizations
may be needed.

The execution time for feature-based datasets and graph-based datasets shows that
SimKit performs consistently well for small and medium-sized datasets, such as IRIS
and Cora, executing the algorithm within a range of approximately 10 minutes. The
results from Figure 6.4b and Figure 6.4d show that SimKit handles smaller datasets
well, with reasonable processing times across all Laplacian con gurations. However,
for datasets such as the Madelon with nodes size of 1,716, the calculations of, for
example, epsilon graph can take more than 5 hours. For medium-sized graph-based
datasets like CiteSeer (Figures 6.4a), similar trends were observed. However, as the
dataset size and graph sparsity increase, computational demand rises substantially.
Therefore, for larger datasets like PubMed, the time required for clustering increases
signi cantly. This is evident from the higher bar heights in Figure 6.4c, which
indicate longer computation times for Laplacian and clustering steps. Furthermove,
the adaptive Laplacian matrix appears to require the most computational time
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across all datasets, while symmetric and random walk Laplacians show reduced
times. Moreover, SimKit's performance is also highly dependent on Neo4j's memory
allocation and database con guration. For instance, for larger datasets, the default
Java heap memory needed to be increased to handle computations e ectively. If the
heap memory allocated is not enough, the procedure unfortunately fails.

6.2 Additional observations

During the experiments, | faced di erent challenges while performing spectral clus-
tering, including:

1. Finding and setting the optimal hyperparameter for the respective similarity
graph.

2. Understanding and handling the underlying speci cations of each dataset type.

The rst challenge commonly encountered in spectral clustering is selecting the right
hyperparameters to create the similarity graph. For feature-based clustering, one
either needs a deep understanding of the dataset or a good method to nd the optimal
values. Since the aim of this thesis was the investigation of Laplacian matrices and
eigendecomposition techniques, future studies need to focus on nding the best scores
for clustering. Therefor, to handle this challenge during the experiments, a function
to nd an optimal value for the hyperparameter was implemented. This optimal value
was then used for experiments in both Python and Neo4j. However, this approach
was e cient enough only for experimental trials when not the best clustering was
required. It is crucial

Another challenge is handling di erent types of datasets, whether they are numerical,
sparse, or dense. Preprocessing is often needed to normalize or structure the data.
In some cases, | had to manipulate either the data or the hyperparameters just to
get a result. Missing, insu cient or incorrect pre-processing can lead to problems

in calculating the Laplacian matrix and further steps by populating the matrices
with null or in nite values. In graph-based clustering, which already involves edges,
handling self-loops and isolated nodes is crucial. These pre-processing steps often
a ect the mathematical calculations directly. E ciently managing dense and sparse
matrices is crucial for time and memory optimization. Dense matrices store all
elements explicitly, leading to high computational costs for large sizes, while sparse
matrices store only non-zero elements, saving memory and computation time. Using
the correct representation ensures optimized operations, particularly for tasks like
matrix multiplication or eigenvalue decomposition, and is vital for scalability in large
datasets.

When these challenges needed to be handled during this thesis, | was able to answer
the third research questionWhat are the possible scope of improvements, in the
data structure and (Laplacian) matrices, in spectral clustering?":

The data should be well analyzed before starting spectral clustering and adaquetly
preprocessed. Furthermore, the type of Laplacian matrix matters. Non-symmetric
and symmetric Laplacians need to be treated di erently during eigendecomposition
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because they capture di erent aspects of the graph. By treating them correctly,

meaningful and accurate results are extracted. And as last, nding better ways to

optimize hyperparameters automatically could make the process more reliable. This
would also help when using spectral clustering on new datasets.



7. Conclusion

This thesis explored the steps involved in spectral clustering and its challenges. The
tool used for conducting the experiments is developed in Neo4j. SimKit plugin
handles spectral clustering algorithm. Therefore, this thesis also focused on the
implementation and analysis of SimKit. With the use of this plugin, assumptions
for the newly proposed Adaptive Laplacian matrix, in regards to better clustering
with similarity matrices that consider the neighbors of a node (knn and mknn), were
evaluated. An additional idea was that, that sparse datasets would show better
clustering performance using the Adaptive Laplacian matrix, compared to when
using symmetric or random walk Laplacian.

Both of the assumptions were proven correct during the experiments. For instance,
Cora and PubMed datasets provided 100% better silhouette score through SimKit
rather than through sklearn. Overall, comparing silhouette and adjusted rand index,
more than half of the experiments returned better adjusted rand with the Neo4j
plugin. Moreover, SimKit also showed reliable stability for calculating silhouette score
across most of the dataset. Additionally, the ndings also con rmed the in uence of
dataset type, structure, and size on determining the best algorithm for a given use
case.

Regarding time scalability, SimKit performs well on graph datasets with upto 3,300
nodes and around 4,500 edges, for a total clustering time of approximately 11 minutes.
However, it faces limitations with larger datasets like Madelon, with 1,716 nodes, that
requiered more than 5 hours to complete the epsilon-adaptive combination. Based on
the results, calculating the Laplacian matrix and performing the eigendecomposition
techniques require the highest time among all steps for both feature-based and
graph-based clustering. However, the total time can still be considered fairly good
for the tested dataset sizes. Moreover, space and computation scalability are directly
tied to Neo4j's con guration and the hardware resources available. Increasing Java
heap memory and using a high-performance device is critical to improving SimKit's
scalability.

One of the most important points to evaluate was SimKit's reliability in the spectral
clustering algorithm with the use of silhouette score and adjusted rand index. In
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majority of the experiments, the results of SimKit, compared with the benchmark of
sklearn in Python, achieved comparable clustering performance. Small error bars
presented stable results among the explored datasets, presenting SimKit as a reliable
tool.

Main challenges of spectral clustering in general, as well as the current implementation
of SimKit, are computational constraints and hyperparameter tuning. Future work
should focus on enhancing SimKit functionality in this regard. For example, a
method to nd an optimal hyperparameter should be introduced for constructing
the similarity matrices. Additionally, further testing on datasets with larger nodes
and edges size, in the range of more than thousands, would provide deeper insights
into SimKit's commputational performance limits. At the same time, better device
capabilities, such as more available memory, could help to understand how the
constraints can be removed. Furthermore, a more sophisticated method in the
eigendecomposition step to handle various Laplacian matrices should be implemented.
These improvements would address the key challenges identi ed throughout this
thesis and provide a broader use case range for SimKit. Possible areas which can
bene t from SimKit are noise and outlier detection, image segmentation, medical
image analysis and Retrieval augmented Generation (RAG).



Appendix

A.1 Neo4j Implementation codes for experiments

This appendix provides the Python code used for executing Neo4j operations, as
mentioned in Chapter 5. The code includes functions for nodes and edges creation.

Listing A.1: Python implementation of cypher query for graph-based clustering

with driver.session() as session:
for _, row in node_data.iterrows():
properties = row.to_dict()
properties['features'] = eval(properties]['
features'])
query = f"CREATE
(n:{label} {{id: $id, features: $features,
label: $label}})"
session.run(query, **properties)

Listing A.2: Python implementation of cypher query for node creation in Neo4j for
feature-based clustering

with driver.session() as session:
for _, row in dataframe.iterrows():
# Create a dynamic dictionary for properties
properties = row.to_dict()

# Prepare the Cypher query
query = "CREATE (n:Datasetl {"

query += ', "join([f"{key}: ${key}" for key in
properties.keys()])
query += "})"

# Execute the query with dynamic properties
session.run(query, **properties)

Listing A.3: Python implementation of cypher query for undirected edges creation
in Neo4j
for source_id, target_id in edges:
print(f"Creating undirected edge between {source_id} and
{target_id}")
session.run(
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MATCH (source_id:Cora {id: $source_id})

MATCH (target_id:Cora {id: $target_id})

MERGE (source_id)-[:REFERENCES {value: 1}]-(target_id
)

{"source_id": source_id, "target_id": target_id}
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A.2 Spectral clustering results from synthetically gen-
erated sklearn datasets.

Figure A.1: Spectral clustering results for the noisy circles dataset using di erent
similarity measures (rows) and Laplacian types (columns) Rows represent methods:
fully-connected graph, epsilon neighborhood, k-nearest neighbors and mutual k-
nearest neighbors. Columns represent Laplacians: symmetric, random walk and
adaptive. Number of clusters and silhouette scores are displayed above each plot.
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Figure A.2: Spectral clustering results for the noisy moons dataset using di erent
similarity measures (rows) and Laplacian types (columns) Rows represent methods:
fully-connected graph, epsilon neighborhood, k-nearest neighbors and mutual k-
nearest neighbors. Columns represent Laplacians: symmetric, random walk, and
adaptive. Number of clusters and silhouette scores are displayed above each plot.
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